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By Chris Sterling
One of the twelve principles behind the Agile Manifesto is “The best architectures, requirements, and designs emerge from self-organizing teams”.  It is clear the way architecture is employed in an agile software development organization is different than traditional approaches through this one statement alone.  The methods by which architecture is described, socialized, maintained, accepted, and emerging will often seem chaotic from an outsiders viewpoint not familiar with agile software development techniques.  As more large enterprises begin their adoption of agile software development processes such as Scrum and Extreme Programming (XP) it is imperative that enterprise level concerns are addressed.  Architecture in an Agile Organization will give these organizations tools they can use to effectively address the enterprise.
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[bookmark: _Toc113811010]Software Architecture and Agile
“The best architectures, requirements, and designs emerge from self-organizing teams” – from Principles behind the Agile Manifesto [1]

[bookmark: _Toc113811011]What is Architecture?
Talk about a loaded term. If you ask more than one person in the software industry to define the word “architecture” you are bound to get as many answers. Software architecture tends to be used in a conceptual way with software development. This conceptual view of software is often the scene of heated debate, whether the discussion is about “good”-ness or value of a particular architecture viewpoint. The term itself, “architecture”, when used in the Agile community can be a catalyst for discussion. Jim Coplien and Uncle Bob Martin debated whether Test Driven Development drives out architecture sufficiently and effectively [2]. The following quote was from Uncle Bob during this debate:
“…there has been a feeling in the Agile community since about '99 that architecture is irrelevant, we don't need to do architecture, all we need to do is write lots of tests and do lots of stories and do quick iterations and the code will assemble itself magically, and this has always been horse [$#!*]. I even think most of the original Agile proponents would agree that was silliness. I think if you went and talked to Kent now he would be talking about what he always talked about: metaphor, whatever the heck that was.”
Uncle Bob makes it clear that architecture is relevant to delivering software. The problem is that almost every time I ask or get asked the definitions thrown around about software architecture are different and hard to understand. Some of the definitions out there include:
“describes the sub-systems and components of a software system and the relationships between the components.” – from the book “Object-Oriented Systems Analysis and Design” by Simon Bennett, Steve McRobb, and Ray Farmer [3]
“The software architecture of a program or computing system is the structure or structures of the system, which comprise software elements, the externally visible properties of those elements, and the relationships between them.” – from the book “Software Architecture in Practice (2nd Edition)” by Len Bass, Paul Clements, and Rick Kazman [4]
"the structure of the components of a program/system, their interrelationships, and principles and guidelines governing their design and evolution over time." – from IEEE Transactions on Software Engineering by David Garlan and Dewayne E. Perry [5]
“the organizational structure and associated behavior of a system. An architecture can be recursively decomposed into parts that interact through interfaces, relationships that connect parts, and constraints for assembling parts. Parts that interact through interfaces include classes, components and subsystems.” – from UML 1.5 Specification [6]
“the fundamental organization of a system embodied in its components, their relationships to each other, and to the environment, and the principles guiding its design and evolution.” – from IEEE 1471 Standard [7]
“Architecture can be seen as a body of knowledge—a design discipline—applied to branches of technology.” – from “The Software Architect’s Profession” by Marc and Laura Sewell [8]
“All architecture is design but not all design is architecture. Architecture represents the significant design decisions that shape a system, where significant is measured by cost of change.” - Grady Booch
“It is that part of the System Achitecture concerned with software components and their relationships.” – from International Association of Software Architects (IASA) online glossary
noun - “the art or practice of designing and constructing…” or “the complex or carefully designed structure of something” or “the conceptual structure and logical organization of a computer or computer-based system” – from my Apple MacBook Pro’s dictionary 
Other interpretations of software architecture interpreted it to mean the high-level structure, architectural style, and finally the stuff that is too expensive to get wrong. Each of these definitions interests me to some degree but putting them into practice is difficult. It is left to our interpretation about what is design, construction, structure, elements, conceptual, and logical.
During an interview with Bill Venners for Artima, Luke Hohmann answered the question “what is architecture” with the following:
“That's like asking, what is culture? Culture is the way you do things in a group of people. Architecture is the way you do things in a software product. You could argue by analogy, then, that architecture is to a software product as culture is to a team. It is how that team has established and chosen its conventions.
Which leads us inevitably to the question of "goodness". How do you know if an architecture is good? Consider an architecture that isn't built using a strong domain model, and instead relies heavily on stored procedures. That might be OK, or it might not be OK. You could have decided that part of your architecture is to use a really strong domain model and not use stored procedures, right? So an architecture is some reasonable regularity about the structure of the system, the way the team goes about building its software, and how the software responds and adapts to its own environment. How well the architecture responds and adapts, and how well it goes through that construction process, is a measure of whether that architecture is any good.”
Now we have reflections on software architecture from it is relevant to attempts at defining it to it exists in all software and we’ll know a good one when we see it. I tend to lean towards Luke’s analogy that “architecture is to a software product as culture is to a team” as a way to explain software architecture.
Further into his response, Luke makes a couple of observations about software architecture that I find important. First, the team building the software should be considered in architecture planning and have influence on how the architecture is implemented and evolves. Second, the ability of the software’s architecture to adapt during construction is a measure of how healthy it is. Adapting with the least amount of friction is essential to keep up with the continuous maintenance and integration workload. It is my opinion that the skills of the team and the software’s ability to change over time are crucial to implementing good architecture.
So, without further ado, here is how I describe architecture:
Software architecture is the perspectives on structural elements of technology assets at an enterprise, application, and component level. The health of these perspectives on software architecture is assessed by its ability to incorporate desired changes and support external integrations within the current context.
And I know that this definition is insufficient for an individual, development team, or organization to act upon. This definition does give a spine to the body of this book. The focus on perspectives of architectural elements at different levels of the organization enables teams to communicate more effectively with parties with different needs. This will provide needed visibility into technology risks on future desired business capabilities. It is also important that teams understand software architecture is more fluid in its structure than building architecture and therefore building for change and clear integration interfaces is essential. On multiple occasions I have spoken with employees of a web startup that built a functional site then the site became extremely popular overnight and the unexpected load causes a rewrite and restructuring of the infrastructure behind the site. Occasionally, I hear of a startup that understood this potential and also built the software and infrastructure in a way that enabled change with less rework and the slowing of adding valuable functionality that comes with rewrites and restructuring.
[bookmark: _Toc113811012]What is Agile?
Agile software development techniques were born before they were codified into values and principles at Snowbird, Utah, U.S.A. in 2001. The software industry has continued to mature in process, practice, and knowledge throughout the years. A lineage going back through systems thinking, complex adaptive systems, Lean thinking, object-oriented design, and pattern languages up to specific methods such as eXtreme Programming (XP), Scrum, Feature-driven Development (FDD), Crystal, Lean software development, and Dynamic Systems Development Method (DSDM). The codifying of a Manifesto for Agile Software Development [1] provided an opportunity to promote a common understanding for how development organizations could work with their business partners to optimize the value of their software assets.
Agile is not a methodology. Instead it is a collection of 4 values and 12 principles that describe how process, practices, and people work together in Agile software development. These values and principles are used as guidance for a team or organization when deciding how a situation they are brought up against should be handled.
The topics discussed in this book should be broadly relevant to all Agile software development methods. Most of the topics are also relevant whether or not your team or organization is using an Agile software development method. There will be times in the book that focus will be put onto particular Agile software development methods, Scrum and eXtreme Programming in particular, so that examples can be shared effectively.

Figure 1.1
Snapshot of the “Manifesto for Agile Software Development” taken from http://www.agilemanifesto.org/.
[bookmark: _Toc113811013]Scrum
Scrum is project management framework invented by Jeff Sutherland. He first used Scrum at Easel Corporation in 1993. The framework constructs practiced at Easel Corporation are almost the same as Scrum teams practice today.
The term Scrum was identified in an article titled “The New New Product Development Game” by Hirotaka Takeuchi and Ikujiro Nonaka for the Harvard Business Review in 1986. [9] This paper discussed six characteristics of product development teams at highly innovative and successful companies. These characteristics are described briefly as:
Built-in instability – Management provides a challenging goal to a team and gives them extreme freedom to implement a product that meets the goal.
Self-organizing project teams – Teams are introduced to the product goal and must organize around this work across functional disciplines.
Overlapping development phases – As opposed to the relay race or hand-off approach to optimize functional phases of product development, teams synchronize their delivery and forces interactivity between functional roles to meet delivery goals.
“Multilearning” – Involves learning at multiple levels (individual, team, and corporate) and multiple functions. Team members through close interaction with external entities and within their team acquire new knowledge and skill sets to assess and use this new knowledge quickly.
Subtle control – Emphasis is put onto a team’s internal self-control. Management will provide sufficient checkpoints to minimize instability, ambiguity, and tension in pursuit of a challenging goal.
Organizational transfer of learning – Teams work to transfer their learning to others outside the group.
If the small taste of the six characteristics described in “The New New Product Development Game” interests you, you can pay for and read the original article to gain more understanding of how these characteristics were applied to real product development. The Scrum framework exhibits these characteristics in response to software product delivery. A focus on these characteristics of Scrum can generate breakthrough innovation, performance, and quality when used effectively.
Another significant influence to Scrum was empirical process control. Ken Schwaber visited Babatunde “Tunde” Ogannaike at DuPont Experimental Station in 1995 to discuss methodologies that were not working well in software development. What was gained from this meeting was difference between defined (plan-driven) and empirical process control models. [10] A defined process assumes that the work can be fully understood. Software projects are more complicated with surprises throughout all aspects of the development process. Empirical process controls use an “inspect and adapt” monitoring of progress to manage the complexity inherent in particular processes such as software development.
The influence of “The New New Product Development Game” and empirical process control led to the ostensibly simple Scrum framework. Below is a short overview of the Scrum framework.
In Scrum, there are three roles: Project Team, Product Owner, and ScrumMaster. Scrum starts when a Product Owner comes up with a product vision. The Product Owner generates the Product Backlog that describes this product vision in more detail. The list of items contained in the Product Backlog is prioritized in stack-rank order and estimated by the Project Team. 
When the Product Backlog contains enough work for the Project Team to implement in a single time-boxed iteration, called a Sprint, then they conduct a Sprint Planning Meeting to decide what to work on. The Sprint was 30 days in the original Scrum literature but it is common to conduct Sprints in three, two, and even one-week increments. In the Sprint Planning Meeting, the Product Owner starts out by describing their highest priority Product Backlog items to the Project Team. The Project Team members ask questions about the Product Backlog items to gain clarity of the feature requirements. Once they have covered what seems to be a sufficient amount of Product Backlog items to fill the Sprint duration, the Project Team will focus on coming up with a plan on how they will deliver those Product Backlog items in their own Sprint Backlog. As a full Project Team, they break down the Product Backlog items into smaller Tasks incorporating all aspects of software development represented on the cross-functional Project Team, such as testing, coding, integration, and documentation. The Project Team commits to a Sprint Backlog after they have sufficiently tasked out a set Product Backlog items to work on.
After the Project Team commits to a Sprint Backlog, they start work. During the Sprint, the Project Team gets together each day for 15-minute time-boxed meeting called the Daily Scrum. They discuss what they have done since last meeting, what they plan to do, and bring up any impediments blocking their work. The focus of the Daily Scrum is not giving status but rather for the Project Team to figure out if they are still on track to deliver on their commitments for this Sprint. If they are not on track then action can be taken immediately.
At the end of the Sprint, the Project Team demos the software created with the Product Owner and any other interested stakeholders that attend the Sprint Review Meeting. The team is expected to have created a Potentially Shippable Product Increment. This means that it contains all of the quality a shippable product would include thus giving the opportunity, if the Product Owner decides, to deploy the software to the users. After the Potentially Shippable Product Increment is reviewed, the Project Team conducts a Sprint Retrospective where they look at the process used this Sprint looking for ways to improve. The Sprint Retrospective results in a list of improvements the Project Team will take on the next Sprint, which starts the next day with a Sprint Planning Meeting.
The Scrum framework has three built-in “inspect and adapt” opportunities. At the Daily Scrum, the Project Team inspects their current Sprint progress and adapts based on their ability to meet Sprint Backlog commitments. The Sprint Review Meeting allows the Product Owner and other stakeholders to inspect the Potentially Shippable Product Increment and adapt the Product Backlog contents and priorities based on their feedback. In the Sprint Retrospective, the Project Team inspects their software development process looking for ways to improve and adapt the process in their next Sprint. Figure 2.2 shows a visual representation of the Scrum framework including what has been described above.

Figure 1.2
The figure above shows an overview of the Scrum framework.
Applying this simple framework has shown to be incredibly difficult for many organizations. Some organizations try to apply Scrum “by the book” but don’t comprehend the focus on “inspect and adapt”. Others incorporate a subset of the Scrum framework and call it “Scrum”. This is referred to as a “Scrum but” implementation of Scrum. For instance, we do Scrum but we don’t meet for a Sprint Retrospective. Or we do Scrum but we do coding in one Sprint and then do testing in the next Sprint so the Sprint does not result in Potentially Shippable Product Increments.
Effective use of Scrum enables project teams to deliver increments of software that are potentially shippable in 30 days or less. The Product Owner then decides whether or not there is sufficient value in what has been delivered for deployment to the software’s users. It is common for Product Owners to find early release opportunities not easily identified in requirements development. These early releases minimize the amount of investment needed to give additional value to the users.
[bookmark: _Toc113811014]eXtreme Programming
Kent Beck, Ron Jeffries, and Ward Cunningham invented eXtreme Programming (XP) during the Chrysler Comprehensive Compensation (C3) System project around 1997. XP is a development process based on values of communication, simplicity, feedback, and courage.
Communication is important since most problems occur because the right people did not speak at the right moment during a project. Teams should be collocated, sitting together in close proximity, so they are able to communicate quickly about issues that inevitably arise. It is also important that the customer remains close to the team so they can answer questions early in the delivery. This reduces the amount of churn a team goes through deciding on how the customer wants the functionality to behave.
Simplicity is doing the “simplest thing that could possibly work”. This is difficult in practice because traditional development methods tell us to analyze and design a solution before implementing it. In XP, disciplined use of practices that help reduce complexity in software development.
Feedback is an essential element of XP. Within seconds during a pair programming session you get feedback about the code being written. Within minutes we are executing test cases successfully for new functionality. Within days we are getting feedback from users about new features put into the software. Within weeks we are deploying to production and getting feedback on how it works for the end users in their daily lives.
Courage to do what is right during a software release cycle can be difficult for teams. When time is running out, believing that continuing to write unit tests and customer tests for remaining functionality. When an architectural element is not working well, having the courage to throw it out and rewrite it. Trying out a new design with just enough discussion to start coding and proving its ability to solve an issue through code.

Figure 1.3
The diagram describes feedback duration for particular practices in eXtreme Programming (XP).
The XP values are enabled through the use of practices in a disciplined manner. XP focuses on reducing the cost of change during feature development through the use of twelve practices. These practices, as described in eXtreme Programming Explained by Kent Beck [11], are:
The Planning Game – Figure out the features that go into the next release.
Small releases – Release the minimum amount of valuable features to production and then follow up with subsequent releases.
Metaphor – Provide a shared story about the software under development.
Simple design – Design the system for simplicity and remove complexity when identified.
Testing – Team members and customers execute tests to validate the software is in good health and features are working.
Refactoring – Modify the software’s structure through small and frequent changes that result in better design without affecting the way it functions.
Pair programming – Two programmers work together on each production artifact.
Collective ownership – Any team member can change any part of the software anytime.
Continuous integration – Build, integrate, and execute automated tests after each task is finished. This happens many times a day.
40-hour week – Work at a sustainable pace and don’t put in overtime hours two weeks in a row.
On-site customer – An actual user of the system is available full-time to the team to answer questions and validate features.
Coding standards – Programmers establish guidelines for writing all code to help communication through the software artifacts.
There are plenty of stories about significant performance and quality gains made by teams using XP. It is also well known in the XP and other Agile-related communities that most teams who say they do XP are only practicing a portion of the twelve practices. Most of practices take a significant change in mindset to be done effectively by software development teams.
When XP is implemented effectively it has shown to significantly reduce entropy as software ages. When scaling to teams larger than ten members, many of the XP technical practices are used within the Scrum project management framework. Jeff Sutherland has written in presentations:
“It is hard to get a Scrum with extreme velocity without XP engineering practices. You cannot scale XP without Scrum.” [12]
This type of statement gives reasoning to why many teams implementing an Agile approach tend to begin with Scrum and some XP technical practices. The close alignment of Scrum and XP values and principles along with a difference in their main focus in software development elements permits them to be used together effectively.
[bookmark: _Toc113811015]How is Software Architecture Different in Agile?
Traditional software development organizations tend to use a Waterfall or similar approach for their System Development Life Cycle (SDLC). The SDLC has multiple phase gates or checkpoints where particular artifacts are completed, verified, and accepted before moving onto the next phase. Within phases of the SDLC that involve technical deliverables there are architecture and design artifacts that must be completed. These artifacts include deployment models, high-level architecture, detailed design, interface models, data model updates, and user-interface design.
The idea behind the creation of these artifacts is to figure out the proper solution before constructing the software. Specifying the solution fully before implementing would reduce rework in the construction phase and assure a better quality solution. Technical specifications are separated from business-focused specifications and must be continually aligned through interactions between designers in each functional area. The requirements and design phases take weeks or months to pass and involve time from leadership in different functional disciplines to learn about and validate the solution. Once the specifications are finalized, functional managers and leadership break the solution down into more detailed specifications and estimate the cost and date for delivering the software into production. This process takes weeks and months to before getting validation so construction of the software can begin and a team put together whose progress is managed by the release plan.
This lengthy process that happens before construction is called “big design up front” (BDUF) or assurance-based development. The reason for specifying business requirements and technical design before construction is to reduce risk. I often hear the phrase “we have to get it right” from teams using this phased approach. There are problems created by the BDUF approach to software development:
Customers don’t know all of the requirements up front and therefore requirements emerge during implementation. Software is an ever-changing industry with technical capabilities emerging on a regular basis. Customers are not always aware of these emergent capabilities, nor should they be, and therefore when they touch and feel the software upon implementation they always have feedback for the development team.
The people that create business requirements and design specifications are not easily accessible once construction of the software begins. They are often busy specifying and designing other software at that time.
Development teams, who read requirements and design specifications well after they were created, often interpret business requirements incorrectly. It is common for testers and programmers to have conflicting understandings of requirement details as they interact with existing components and application logic.
Business needs change frequently and therefore the requirement details specified weeks or months prior are not necessarily valuable today. Any changes to the requirements must be reflected in the technical design specifications so the “correct” solution is developed. An adversarial relationship is developed between business and technology groups because of these changes. Scope must be managed, the technology group believes, and therefore there is need for a change control process for all business requirement modifications to go through.
Generally, the problems with BDUF described above are a symptom of feedback cycles that are too long in duration. The time needed to analyze, specify, and design software before constructing it allows requirements and designs to grow stale before they are implemented. One important aspect of an Agile approach is shortening the feedback cycle between customers, development team, and working software. Agile teams manage their development efforts to get working software in the hands of customers so they can touch and feel it and provide feedback. These short iterations with feedback from the customers increase the possibility that the software will align with customer desires and expectations. This shorter feedback cycle is established in self-organizing, cross-functional, and highly collaborative project teams delivering working software frequently to their customer. Lets go into these three characteristics of effective Agile teams in more detail.
[bookmark: _Toc113811016]Self-organizing Project Teams
In “The New New Product Development Game” [9], Takeuchi and Nonaka provided three characteristics exhibited by self-organizing project teams which I summarize below:
Autonomy – External involvement is limited to guidance, money, and moral support and top management rarely intervenes in the team’s work. The team is able to set their own direction on day-to-day activities.
Self-transcendence – The team seems to be continually striving for perfection. Teams set their own goals that align with top management objectives and devise ways to change the status quo.
Cross-fertilization – Teams have members with different functional specializations, thought processes, and behavior patterns. These differences enhance the product development once team members start interacting effectively.
In Scrum, the entire team, including Product Owner and ScrumMaster, are a self-contained unit. Well-defined interfaces into the team enable the Scrum team to act as an autonomous unit. The Scrum team is expected to make incremental improvements to transcend their existing software delivery process that result in better quality and faster throughput of feature delivery. Multiple functional roles are represented on a Scrum team and their cross-fertilizing tendencies during each Sprint and figure out how to optimize their interactions over time.
[bookmark: _Toc113811017]Cross-functional Teams
Software development involves the work of multiple functional disciplines: design, testing, programming, analysis, user experience, database, and more depending upon the project. In traditional approaches such as Waterfall the goal was to optimize the work of each discipline on its own within designated phases. This focus on local optimization on functional disciplines was riddled with unintended outcomes. At each phase there were changes to be made for functional output that had occurred prior in the life cycle. For instance, a number of bugs are found in testing that must be remedied by programming. Or user experience changes that necessitate rework in programming of involved modules.
Agile teams have team members that are able to cover the functional disciplines necessary for the project. Instead of optimizing functional discipline phases the team looks for ways to optimize the delivery of a feature from user experience to database to testing. New techniques are picked up by this cross-functional team that decrease the amount of time for feedback on health of all work done within functional discipline areas. Monitoring of functional integration could include reports such as: test code coverage, code/design issues, user interface smoke test execution, database unit test reports, and automated acceptance test reporting.
By forcing continuous interaction between team members taking on different functional roles a few things happen. Team members will find ways to interact better so they are neither overloaded or starving for work items to take on. When someone on the team is getting overwhelmed with work items, another team member can look for ways to help them finish the work. This person could have additional work cycles due to the type of work the team took on and will learn how to execute the new functional discipline they are helping with.
This is especially important with specialized roles and shared people the team includes in their delivery. Have you ever wondered how you or somebody else in your organization could ever take a vacation without significant pain to the rest of the organization? This might be a database administrator, system administrator, a manager that focuses on triage of incoming production issues and requests, or other specialized and shared roles in your organization. They are a single point of failure within your organization and losing them for a vacation or if they quit would cause problems for your software projects until other people gain sufficient competency in the work they performed.
If an organization is able to manage most of their workload with cross-functional teams they will find unexpected improvements. “Resource” management, what I like to call “people management”, is less complicated. Organizations will give projects and initiatives to cross-functional teams to work on instead of figuring out how to pull people from multiple existing projects to put onto the “right” team with the “least” impact. The enterprise architecture will also evolve and get significantly simpler over time. This happens because teams must find ways to deliver a feature from user interface to the infrastructure and if it is too complicated they will make many small changes that lead to removal of unnecessary architectural components over time.
It is difficult for organizations to continue an evolution towards fully cross-functional teams since it takes time and improvements are small but continuous most of the time. Also, many organizations have structured their employees in such a way to meet the needs of functional silos. Making the changes necessary to enable cross-functional teams to stay together over multiple projects and initiatives will conflict with engrained ideas around traditional organizational constructs.
[bookmark: _Toc113811018]Highly Collaborative Teams
Interactions between people providing expertise in two or more functional disciplines are frowned upon in some organizations. Compliance with a particular federal regulation or globally recognized standard, such as U.S. Food & Drug Administration or ISO 9001, is interpreted to mean that quality verification and validation must be separated from feature implementation on software projects. This is called independent verification and validation. Restrictions on interactions between project teams and independent verification and validation teams are strict and are thought to be essential for compliance audits.
Even organizations without strong regulatory or global standards compliance have started to separate quality verification and validation from feature development. The idea is that this practice assures more defects will be found before deploying software into production. I will not argue this point or the practice at all. For some organizations this could work.
If your project team or whole organization are going to implement an Agile method of software development these type of practices that separate functional roles will be problematic. Longer feedback cycles between feature development and quality verification and validation will lead to stabilization efforts that are unpredictable in duration and cost. How many defects will be found and how long will it take to fix them? How much of the team will have to be involved in stabilizing the release? We won’t know.
Agile teams look for ways to implement features that verified and validated each iteration cycle. This entails high degrees of collaboration between people in functional roles during the iteration. When the appropriate functional roles for the project are not represented or limited on the team it will show in the software delivery. Team members will either have to cover the work conducted in this functional area or let the work pile up to be done later. When work is left for later it becomes more complicated, overwhelming, and error-prone.
If your organization has government regulation or global standards to comply with you will want to review how other organizations have implemented Agile methods with similar compliance needs. Personally I have worked with companies to implement Scrum that have the following compliance needs:
Health Insurance Portability and Accountability Act (HIPAA)
Food and Drug Administration (FDA)
ISO 9001
Payment Card Industry Data Security Standard (PCI DSS)
Sarbanes-Oxley Act of 2002
Compliance with these regulations and standards did cause the teams to create additional artifacts but compliance was either not optional or gave the companies enhanced market penetration for their products.
Whatever your organization’s guidelines are, find ways that your Agile teams can increase collaboration across functional disciplines. This will enable faster delivery, shorter feedback and change cycles, and higher quality output.
[bookmark: _Toc113811019]Evolutionary Design
Rather than designing significant portions of your software architecture before starting to construct the software, Agile methods identify practices, process, and tools to enable evolutionary design. This is not synonymous with undisciplined or “cowboy” coding of software. Agile methods are highly disciplined. One particular principle behind the “Manifesto for Agile Software Development” identifies the importance of design:
“Continuous attention to technical excellence and good design enhances agility.”
Since design is continuously attended to while implementing features there is less focus on documentation and hand-offs. People who have traditionally provided designs to project teams are expected to work closer with the teams during iterations. The best way to do this is be part of the team. When documentation is necessary or supports the continued maintenance of the software it is created alongside the implementation of features that made visible the need.
Agile teams are asked to think broader than a single component or application when planning, implementing, and testing features. It is important that they include any integration with external applications into their incremental designs. The team is also asked to continually incorporate enhancements to quality attributes of the software such as:
Suitability: Functionality is suitable to all end users
Interoperability: Functionality interoperates with other systems easily
Compliance: Functionality is compliant with applicable regulatory guidelines
Security: System is secure: confidentiality, integrity, availability, accountability and assurance
Maturity: System components are proven stable by others
Fault Tolerance: System continues operating properly in the event of failure by one or more of its components
Recoverability: System recovers from failures in surrounding environment
Understandability: Able to use system with little training
Learnability: Supports learning of system functionality with little external interfacing
Operability: Ability to keep a system in a functioning and operating condition
Performance: Perceived response is immediate
Scalability: Able to handle increased usage on the appropriate amount of resources
Analyzability: Ability to figure out how the system functions
Changeability: Ability to change the system components to meet new business needs
Testability: Ability to create repeatable and specific tests of the system and potential for some to be automated
Adaptability: Ability to change out system component functionality quickly
Installability: Ease of installation and reinstallation
Conformance: Conformance to industry and operational standards
Replaceability: Ability to replace system in the future
Consideration of external integrations, software quality attributes, and the internal design of components and their interactions is a lot of work. Agile teams look for clarity in what aspects of these areas they should focus more of their effort on. For external integrations, find out who in the organization can support your application integrations and coordinate efforts between teams. In the case of software quality attributes, work with your business owner to decide on which quality attributes are most important for your application. As for the software’s internal design, decide how large design changes will be made. Also, figure out how these design decisions will be communicated inside and, if needed, outside the team to external dependents. In all cases, an Agile team looks for ways to consolidate their efforts into practical focus areas that are manageable from iteration to iteration as the application and its design evolves.
[bookmark: _Toc113811020]Summary
In this chapter we discussed how is software architecture defined. My definition involves communication of the software structure for understanding from multiple perspectives. Gauging the health of an application’s architecture involves how easy it is to change components of the application with minimal effects on other parts of the application or externally integrated dependents.
This chapter also described how the Manifesto for Agile Software Development pulled together the values and principles inherent in a group of development methods already in practice. We then focused on two particular software development methods, Scrum and eXtreme Programming (XP), as popular representatives of the Agile values and principles.
Next topic discussed was how software architecture is different in Agile methods. A focus on frequent feedback on smaller increments of work rather than big design up front to minimize risk during construction was a fundamental difference pointed out. An increased responsibility and accountability for Agile teams is important to reduce risk in the frequent feedback cycles of iterations and small releases. Some Agile team aspects that must be supported and fostered are self-organization, cross-functional interaction, and heightened collaboration.
The chapter finished up with the topic evolutionary design. Managing software design risk on a continual basis involves more than identifying smaller features, short iterations, and frequent releases. Keeping a sustainable software application development effort also involves continuous attention to technical excellence and good design as the Agile principles profess. Agile teams must consider external integrations to their application, software quality attributes, and internal component behavior and interactions. Since thinking about all of these completely and at the same time is impossible, Agile teams must find ways to focus their efforts in these application design areas.
The next chapter will discuss the construction of software incrementally. It will point out the change in perspective necessary with Agile from assuring integrity to continuous assessment of integrity. There will be in depth information on processes and tools that help maintain integrity as time goes on.
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[bookmark: _Toc113811022]Communicating Architectures
“Software architecture is not about longevity. Long lasting software is a result of an architecture and design that is able to evolve.”

[bookmark: _Toc113811023]Levels of Architecture
Software has implications at multiple levels of architecture within an organization. Starting with end users, either internal or external, enterprise software and their integrations enable a capability. This capability could be anything from business process workflow to inventory tracking to Internet commerce. Behind the scenes are applications that implement areas of functionality that enable one or more enterprise capabilities. Within an application there are components that perform specific activities such as logging, data persistence, or interact with the end user. Project teams should understand how their software behaves at each level of the organization: enterprise, application, and component.

Figure 2.1
Represents the 3 levels of architecture within a software organization: enterprise, application, and component.
[bookmark: _Toc113811024]Component Architecture
Components within software are self-contained units of functionality. The architecture of a component involves how external users interface with it. Is there an Application Programming Interface (API)? Do we connect to the component through a web service interface? Is our software able to minimize coupling with this component? How will updates to the component affect our software? The main concern for components is how they will reduce friction of future changes where they are being used.
[bookmark: _Toc113811025]Application Architecture
Applications are composed of components to provide assistance with or enhancement of an end user’s work or lifestyle. The architecture of an application is concerned with meeting the user’s needs, the integrated components, changeability, deployment, and maintainability. What features will the users need? Which components can be integrated to provide the best solution for our users? Can the software be modified to meet the new needs of our users? Is the software easy to deploy and sustain in production? How will quality and simplicity be preserved as the application grows to keep it maintainable? The main concern for applications is how they will continue to meet the needs of end users as their needs change over time.
[bookmark: _Toc113811026]Enterprise Architecture
An enterprise is composed of applications along with business processes and Information Technology (IT) infrastructure. Architecture at the enterprise level is concerned with application integrations, optimizing organizational business processes, vendor management, extranet interactions, and the internal infrastructure to support all of this. 
People involved in enterprise architecture take a macro view of the organization and its technology. How can application assets be leveraged to provide new business capabilities? Which business processes can be automated to improve quality and throughput of operations? How do vendors enable and support enterprise capabilities? What business partners are interacting with our company and how do those interactions affect new development efforts? Is our internal infrastructure sufficient and optimized to support upcoming desires of our business?
Traditional viewpoints on enterprise architecture describe it as one or more of the following:
The structure and interactions of internal and externally facing business processes
Diagrams describing the structural design of internal and externally facing business processes
A team that uses particular methods to create artifacts describing the structural design of internal and externally facing business processes
The Massachusetts Institute of Technology (MIT) Center for Information Systems Research provides the following definition of Enterprise Architecture:
Enterprise Architecture is the organizing logic for business processes and IT infrastructure reflecting the integration and standardization requirements of the firm’s operating model.
As opposed to the traditional viewpoints on enterprise architecture, the MIT definition does not focus on the artifacts. I believe this to be an important distinction since I have found many enterprise architecture groups more focused on the artifacts than communicating the organizing logic for business processes and IT infrastructure. Enterprise architecture should be about communicating the current operating model for the intended purpose of supporting strategic planning.
[bookmark: _Toc113811027]Limited Use of Term “System”
System is a term that is used heavily in the software development industry. It is a generic term that is often used to gloss over specifics or hide lack of understanding. Here is the dictionary definition:
system – noun: a set of connected things or parts forming a complex whole
Even the definition uses other generic words such as “things” and “parts” to describe what a system is. Because of the term’s generic nature, I have found it important to limit its use in describing software. Instead I focus on what level of the architecture am I discussing. If it is a component, I am specific about which component is being referenced. If it is an application, then describe what features or internal components are being discussed. If at the enterprise level, what business operations or infrastructure are affected? Communicating software architecture at the appropriate level of abstraction will help drive understanding with people faster than generic terms such as “system”.
[bookmark: _Toc113811028]Utility of 3 Levels of Architecture
Throughout this book, the 3 levels of architecture (component, application, and enterprise) will be referenced. The idea is to describe how particular practices, processes, and tools will affect each level. Knowledge of these effects will give teams ideas about how to identify needs for communication and coordination on architecture concerns. My hope is that teams will put their own agreements together on how to handle architecture concerns in their organization at the enterprise, application, and component levels. Who should we work with? Where do we look for ways these concerns have been handled before in this organization? What impacts will our decision have on our application design? Asking effective questions about each level of architecture to the appropriate people within your organization will increase success of architecture decisions.
[bookmark: _Toc113811029]Architecture is S.A.I.D.
If there is only one or two people with an understanding of a project’s software architecture there is a problem. If those one or two people are not even on the team that implementing the software then we really have a problem. The problem is that the project team will be making decisions about implementation details on a daily basis but do not fully understand how those decisions affect the overall architecture. In traditional project methods, attempts have been made to reduce this risk by centralized coordination of tasks and continual design and code reviews. These methods slow software delivery to a crawl because the project team is only able to implement as fast as they get their tasks and reviews from the central authority.
In an Agile team, we look for ways to spread knowledge across the project team and its technology stakeholders as much as possible. To spread knowledge effectively, there must be known ways to communicate about the overall software architecture. To keep a maintainable architecture, focus on how easy it can be communicated to project stakeholders is essential. Stakeholder, in this case, includes software developers, testers, end users, business sponsors, subject matter experts, managers, and others. To communicate the state of a project’s software architecture, I have found that the following acronym S.A.I.D., based on a form of communicating, helps teams focus on the essential elements:
Structure - how the pieces (components) create a solution (application)
Alignment - the degree to which the application or enterprise structures align to current business objectives and strategy
Integrity - the components that provide stability to the structure (application or enterprise) (i.e. automated tests and builds, service-level agreements, network infrastructure, etc…)
Design - a way to conceptually communicate the planned or implemented structure of a component, application, or enterprise (i.e. system of names, XP practice of Metaphor, information radiators, etc…)
[bookmark: _Toc113811030]Structure
Structure is the reality of the application’s construction. The way components of an application depend on and interact with other components indicates its structure. When people ask about an application’s architecture they are usually interested in a description of its structure. A common way of representing an application’s structure is block diagrams, identifying key components and how they relate to each other.

Figure 2.2
This figure shows an example of a hand-drawn block diagram to describe the high-level architecture of a large, distributed web application deployment.
Another way to diagram an application’s structure is through a UML package diagram. Packages encapsulate components of an application. Understanding how packages relate within an application supports communication of its structure.

Figure 2.3
This figure shows a UML package diagram that represents component areas of an application and how they relate with each other.
An application whose structure consistently resists changes to meet new business demands is brittle. Brittleness is usually a result of high coupling, low cohesion, or overly complex application structure. If you have been in the software development industry for even short period of time you have probably seen applications that are extremely brittle. Even the most basic of functional changes involve excessive analysis and extreme hesitancy. What might break because of this seemingly small change? How will I know that other parts of the application will go unaffected by this change?
Applications with a satisfactory structure will be modular and ready to accept new business demands. Changes are isolated to particular components and have few surprising side effects. When working with an application with good structure, logic is found where you expect it to be based on the readability of the software artifacts. Also, there is little duplication so that changes only need be made in a single location.
[bookmark: _Toc113811031]Alignment
Business needs change rapidly. Traditional software processes resisted change at the expense of business needs. This resistance leads to deteriorating value of software assets because they become less able to change in response to new business needs. Software is a business asset and should be treated as such. If the enterprise or application structures do not align with current business needs then their value to the business is depreciating.
Deteriorating alignment of software assets and business needs can occur in many different ways. Project teams sometimes resist changing a specific architecture and then force-fit new business needs into it. This is done because it once was the right architecture to implement past business needs. Or we paid a bunch of money for the components of the existing structure and are unwilling to sink those costs. Continual restructuring of our architecture to meet today’s business needs is essential to maintain the value of software assets.
[bookmark: _Toc113811032]Integrity
Validating the integrity of our application or enterprise structures should be possible. As business needs change, there will be changes to existing applications and components. Applications that either depend on or interact with these changing applications and components will need their structural integrity reassessed. Automated tests and builds help us keep the structural integrity of our applications intact while these changes are being introduced.
[bookmark: _Toc113811033]Design
Design is a technique for planning and communicating the conceptual structure of components, applications, and enterprise structures. Communicating the conceptual structure is a way to provide essential information about how they will function given certain scenarios. Communicating design helps project team members (existing and new) and project stakeholders gain perspectives on how the architectural structures interact and behave without drowning in the details of code.
Providing people with sufficient information on these structures could involve verbal, tactile, written, and visual examples. For separate audiences, the appropriate choice of example and perspective will be different. For business stakeholders, taking the perspective of user interface design, business process workflows, and automation of manual tasks could be an interesting perspective. On the other hand, a software development could be more interested in integration interfaces, technical infrastructure, and domain-specific entities they will deal with during construction of software functionality. Understanding the needs of your audience is essential to providing the right form of design artifact.
A common misconception about Agile teams is that they do not perform design activities. This perception is a result of associating design with traditional design document templates and big design up front. Filling out design documentation, such as detailed designs, has become synonymous with “good” design yet most software is riddled with defects and decay. Creation of design documentation has not assured the development of well-crafted software that evolves in parallel with changing business needs. Also, writing design documentation, and the practice of evaluating the soundness of these designs, slows the development process and delays essential feedback from stakeholders and users.
Instead of taking an up front design approach, Agile teams design all the time. This does not mean they do no up front design but they focus on only essential design elements up front. A tool that I have found useful is a software quality attributes rating tool. People outside the software development team do not use this tool to inform the project team. Rather, business and technical stakeholders of a project use it to get alignment about the highest priority software quality attributes to focus on. Understanding how different software quality attributes are in potential conflict and which attributes are more important when tradeoffs need to be made will allow for better decision-making and identify risky technical focus areas early. This information can also be useful when discussing, designing, and estimating work items as software is developed incrementally.

Figure 2.4
This figure shows a tool for business and technical stakeholders to identify the most important software quality attributes to focus on the project. The idea is not only focus on the identified software quality attributes but rather to support tradeoff decision-making and high level expectations from business and technical viewpoints.

Figure 2.5
This figure shows the short descriptions of different software quality attributes and categories of focus they align to.
Other elements of architecture are also candidates for up front design. The deciding factor in an element being decided upon early is:
If we are not able to implement upcoming functionality as working software, meaning usable by the intended users, because of a missing design decision then a team should figure out enough of the design to move forward.
Some frequent candidates for early project decisions are programming languages, deployment environments, data persistence platforms, test automation tools, source code repository, and development tools. You might notice that code structures and interface definition are not part of this list. As the development team begins developing desired functionality, based on business value priority, they will decide when these types of design decisions are best made. Not all design decisions can be made right before implementation so teams should be careful to identify instances where some lead time is needed.
When teams need to make a design decision, it is common for them to use some type of modeling technique to create understand amongst members of the team. The rest of this chapter will discuss how modeling, at a high level, works into an Agile approach.
[bookmark: _Toc113811034]Modeling
I spent quite a bit of time during my technical career learning modeling languages, Unified Modeling Language (UML) notation, model-driven methods for delivery, and ad-hoc design techniques. I spent enough time working with UML that I started teaching classes to others on its notation. I used model-driven techniques while working on 3 separate projects along with 1 other project that I consulted on. I would describe myself as a once heavy-duty user of UML and other standards from the OMG (Object Management Group). The time I spent learning UML and other associated standards was not a waste of time. My experiences with UML have prompted me to better understand how it is used most effectively and also probe for more techniques to create models with.
Modeling can be done using textual formats but there is an overwhelming tendency to create visual models for communication. Depending upon the audience, textual or visual models are the appropriate format for communication. On most teams that I work with, using textual representations, either through pseudo-code or actual code examples, for integrating libraries or external services into the project is preferable to, but not excluding, visual models. It is common for teams to conduct modeling sessions to gain a high level understanding of how they will work together on a particular area of the project. These modeling sessions usually involve some visual representations to validate understanding with the group. Although visual models are useful within a team, they are also useful for communicating aspects of a project with people outside the team. Examples of visual models for communication outside the team are business process workflows, high-level architecture diagrams, and deployment diagrams.
[bookmark: _Toc113811035]Using Models for Communication
Deciding on the appropriate format to produce diagrams of models for communication purposes comes down to the following considerations in order of priority:
If the diagram is going to be saved for later consumption
How formal of a format the audience expects the diagram to be delivered in
Style of diagrams the intended audience is used to receiving
Use diagram formats that best describe model attributes in context
We do not always generate diagrams so that they can be useful today and into the future. In fact, most diagrams are short-lived and offer just enough information to get a small group of people aligned about how to move forward. If the diagram is not going to be used in the future than we can throw it away as soon as it no longer adds value. For short-lived diagrams, using transitory mediums such as whiteboards, pieces of paper, and the back of a napkin are sufficient to make the diagram visible to the group. If you are working with people in remote locations, a virtual whiteboard application or sharing of applications across the network could support effective collaboration around a diagram. The basic idea is to allow diagrams that are transient in nature to be erased, thrown away, or deleted when you are finished with them.
Making diagrams “pretty” is a wasted effort in most situations. Using fancy tools might make diagrams look impressive but it is common for most diagrams to be glanced at rather than actually communicating ideas to random viewers. Diagrams tend to be more valuable to those closest to the models they visualize. At the same time, when diagrams are going to be useful either for communicating essential models or for creating executable artifacts it is good to make them usable for future reading and maintenance. Think about how the diagram will be used and make decisions about how formal an approach for capturing it should be used. Teams that I have worked with use photos of diagrams drawn on whiteboards in documentation presented to executives and we have been complimented on not wasting time with beautification of these artifacts.
To understand what form the intended audience for a model finds valuable, I find it best to ask them. Answers could range from flow charts to user interface wireframes to state machine diagrams. The format and tool to produce them are important since the intended audience will not always be able to change their environment to review new modeling formats. This can be frustrating if the team uses different operating systems or tools than the intended audience but having a user-focused mentality goes beyond the software delivered to the maintenance and product strategy. If the intended audience uses Visio to review diagrams, find ways to provide a format that is viewable in Visio. It has been my experience that when the intended audience for a diagram is not going to edit it, the best option is to make it available in a digital image format.
To effectively communicate a model, finding the most appropriate diagram format that will convey the model succinctly is important. When describing a business process workflow, showing people carrying out their specific responsibilities in the workflow rather than a box with text inside will communicate a step more effectively. On the other hand, if the business process workflow will be automated, using the Business Process Modeling Notation (BPMN) to be executed on platforms that understand the standard could be a better modeling language to use. Considering a situation such as business processes that have multiple perspectives, describing the model using different modeling language and elements for each perspective audience is not out of the question.
You might have noticed that focusing on format that the intended audience can use is 3rd in priority. Agile methods tend to put emphasis on users and the fact they are not first in this list might seem interesting. The reason a diagram’s intended audience is not 1st in priority is because most diagrams will not have a secondary audience. The only audience for the diagram is those who are involved in its creation and therefore the diagram can be thrown away without saving for future consumption. Most diagrams are like this and so I have found it important to emphasize should the diagram be saved aspect over a potential future intended audience.
[bookmark: _Toc113811036]Generating Artifacts
Creating models are not always necessary before implementation the model in software. Perspectives of an existing model for design review, maintenance, or getting new people up to speed can be generated from the software instead. By generating artifacts after it has been implemented, a team is able to focus on only essential perspectives for particular uses and therefore reducing wasted effort in creating artifacts that may not be important. Also, artifacts that are generated do not necessitate rework since they are a representation of the actual, rather than the expected, implementation.
[bookmark: _Toc113811037]In Summary
Thinking about software architecture in terms of what level (component, application, or enterprise) is being discussed helps a team focus their communications. Discussions around the architecture of a component will focus on reducing the need for changing applications that use the component when enhancements are made to the component. Focus will be put on keeping up with the ever-changing needs of users and how to keep evolving the application architecture to meet them. Architecture discussions at the enterprise level are concerned with how business processes and IT infrastructure are affected by development across a program of applications.
When describing each level of the software architecture teams can use the S.A.I.D. framework to help them provide appropriate coverage of architecture concerns. When people in the software industry think of architecture, they usually relate it to the structure of components, applications, and enterprise infrastructure. It is important not to forget about how the architecture at each of these levels provides alignment to business needs and goals now and into the near future. When describing the architecture, it is not only important to describe the structure but also to illustrate how the internal integrity will be validated and maintained over time. To communicate structure, alignment, and integrity of the software architecture at all levels, teams use design artifacts within and outside the group to communicate the essential elements for their respective audience.
At each level of the architecture, keeping stakeholders, either inside or outside the project team, apprised of architecture decisions is essential to successful coordination as software is delivered incrementally. The perspective of the stakeholder is important to figure out how much and in what way they are communicated to about architecture decisions. Modeling can be a tool for getting understanding within a group and also to communicate that understanding to others outside the group. Putting representation of models into documentation for communicating proposed designs, architecture decisions, or aspects of software for future maintenance should be done in moderation. If documenting models makes sense in the current context, then finding the simplest way to incorporate them will reduce wasted effort. One method to use is taking digital pictures of whiteboard diagrams and incorporating those into the document rather than recreating the diagrams in a formal tool.
This chapter focused on how software architecture can be communicated within and outside a project team. Rather than focusing on filling out software design artifacts as part of a larger process, focus should be put on communication with the appropriate stakeholders so that architecture decisions can be made and validated. Project teams doing incremental delivery of software are making software design decisions continually and should find ways to communicate with stakeholders about those decisions. The frameworks for these communications, the 3 levels of architecture and S.A.I.D., will help focus these communications.
[bookmark: _Toc113811038]Architectural Integrity
Maintaining a Sustainable Structure While Iterating
“If the cost of change rose slowly over time, you would act completely differently from how you do under the assumption that costs rise exponentially.” – Kent Beck [1]

[bookmark: _Toc113811039]What Influences Architecture Decisions?
Architecture decisions are not only about what technical design is best. It involves consideration of many other factors:
Team makeup
Development platform
Enterprise guidelines
Operations
Business participation
Risk
Strategic initiatives
Schedule pressure
[bookmark: _Toc113811040]Team Makeup
People come together to work on a project though many different ways. A group of people could be put on the project by resource manager decision. In organizations with heightened team empowerment, the team decides who is on the project. Each project team member comes with his or her own personality, behaviors, and experience. Therefore, it is not all that surprising some teams work better than other teams. Resource managers understand the difficult process of getting the right mix of team members together. What seems perfectly logical for team membership may result in a team that cannot resolve it’s own internal conflicts.
Team makeup affects the types of ideas and solutions that are appropriate. Solutions should aim to take advantage of the team’s skill sets while slowly advancing each member’s competencies. When solutions are chosen for project teams that don’t align well with their current competencies, the team will find it difficult to get into a smooth flow of software delivery.
It is important for teams to consider solutions that they believe in. For instance, I have worked with teams in which UML models generating portions of a system was a value added procedure. These teams are comfortable the code generation and are able to solve issues associated to it such as versioning, testability, and build times. The team members were used to thinking of systems abstractly and could modify code generation templates to meet the needs of new functionality.
On the other hand, using code generation with teams that do not believe it is provides value will veer the project towards failure. Some teams, especially with less experienced membership, have trouble thinking about systems abstractly. In those situations, the results were either a partially or an absolute failure. The team did not trust generated code. Modification of code generation templates was considered a waste of time compared to writing all the code that would have been generated by hand.
It is my opinion that teams must be involved in architectural design and implementation decisions. This is backed up in the Principles behind the Agile Manifesto:
Build projects around motivated individuals. Give them the environment and support they need, and trust them to get the job done.
Managers and project initiators should find ways to get them involved early to help direct early architecture decisions.
[bookmark: _Toc113811041]Development Platform
Decisions about which development platform is best for a particular project can affect project and maintenance costs significantly. Understanding how tools, languages, and maintenance shape longer-term costs helps to make better, informed decisions.
If the team or organization decides to use a development platform that does fully integrate the tools needed for efficient delivery, it will take longer to implement the software. The cost of moving between multiple tools just to validate how a change impacts other parts of the software may seem small but seconds or minutes lost with every small change adds up quickly. If the team is not able access or simulate integrated components they will have to build software somewhat blindly. Finding ways to get feedback quickly about embedded or systems integration development will help the team deliver faster.
Nowadays, the cost of development for business applications is higher with low-level programming languages compared to modern general-purpose languages such as C# and Java. Although, using low-level languages to develop drivers for operating systems is more appropriate than a modern general-purpose language. Having knowledge about development platform advances and providing this knowledge to development teams continually will allow the organization to take advantage of new advances.
Maintenance costs for software in operations has traditionally been higher than the construction costs [2]. It is extremely important from a total cost of ownership (TCO) perspective to choose development platforms that sustain lower costs for changes and enable the evolution of the software, as business needs change. Choosing a development that is not considered mainstream or has a cult following could increase costs because the people you hire to work on it have much higher rates. If a new development platform involves adding complexity to your architecture and involves specialized roles to maintain each component of the complexity then the maintenance costs will continue to be necessary and will probably increase over time.
Organizations and teams should find ways to use appropriate and cost effective tools, languages, and platforms to keep the TCO of the software in control. Implementing software on top of a development platform because it seems like it will speed development or is a better technology without understanding maintenance costs is not good business.
[bookmark: _Toc113811042]Enterprise Guidelines
In some organizations there are enterprise guidelines that must be met so a project meets certain standards. Many times these guidelines are put in place to meet regulatory compliance. If regulatory compliance standards, such as Health Insurance Portability and Accountability Act (HIPAA), are not met it could mean heavy fines and affect public perception of the company. Some organizations put enterprise guidelines in place with the belief that higher quality delivery will be a result.
Whatever an organizations reason for putting enterprise guidelines in place, teams must figure out how to meet the intent of these guidelines as part of their delivery process. What documentation must be written? How will we verify quality of the software under development? Which tools and platforms can we use for this project? If enterprise guidelines codify which tools, platforms, and processes can be used on a project, then teams will have to figure out how they will deliver with these constraints. Another option is that the team will work with the body that governs the enterprise guidelines and discuss alternative solutions to meet the intent of the guidelines.
[bookmark: _Toc113811043]Operations
Once software is ready to go into production, it is common for a separate operations department to monitor and manage it. Project teams should get operations involved early in the project to assure platform, deployment, and configuration decisions being made are in alignment with current infrastructure. Identifying needed changes early is crucial since procurement and installation of infrastructure components necessitates longer lead times.
Here is a list of questions that teams could ask operations early in a project:
What environments are available for test, integration, performance, staging, and production for this project?
How should our team instantiate source control for the project?
What kind of project environment permissions will our team have?
Could the team have machines available on “safe” networks that they can have full access to?
What tools and infrastructure components should we have setup for our project?
What type of monitoring tools should our application integrate with?
What artifacts and activities must occur in rolling out an application’s release?
Will the application platform and infrastructure our team is proposing be appropriate given our current infrastructure?
Beyond traditional Information Technology (IT) operations, some organizations also have other departments involved in finalizing an application’s deployment. There could be a department called Software Quality Engineering (SQE) acting as independent verification and validation for each application lined up for deployment. Also, there could be a release management group that is involved in the promotion of application artifacts across environments towards a production deployment. Project teams should learn how to involve the groups that could be in between feature completion and production deployments so that expectations can be set and surprises minimized.
[bookmark: _Toc113811044]Business Participation
Participation of business stakeholders in the construction of valuable software is essential. When teams don’t have close participation during construction, they will work towards user acceptance towards the end of a release cycle and inevitably the users will have comments, questions, and suggested changes. Since the feedback comes to late in the release cycle, the project team is not able to incorporate it before they release the software to the users. Empty promises are made about future enhancements to incorporate the feedback but this always seems to take a backseat to new features. The Principles behind the Agile Manifesto says:
Welcome changing requirements, even late in development. Agile processes harness change for the customer's competitive advantage.
And…
Working software is the primary measure of progress.
In an agile environment, we are focused on creating working software, which means that the software will be used after it is released. Making software that the users want is essential to its being used.
When business is more involved during software construction, the team begins with a closer understanding of what is acceptable. They can iterate on their understanding, show it to users or their advocates, and get frequent feedback to clarify particular acceptance criteria. The result is software that meets the user’s actual needs rather than assuming that words in a document capture their full requirements. Teams should find out how much involvement they can get from key business stakeholders.
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Tom DeMarco and Timothy Lister wrote in their book Waltzing with Bears [3]:
“If there's no risk on your next project, don't do it”
We build software solutions to fix challenging situations. Understanding the risk involved in investing the money to create a software solution helps drive the right priorities and implementation.
Risk can materialize from many sources. Sometimes risk is driven by competition. A competitor has released features in their product that threatens to take away some of your company’s market share. It is risky to deliver competitive features too slowly resulting in problematic customer perceptions about your product. Considering this risk, we might minimize the complexity of a competitive solution by identifying the highest value feature criteria we can deliver to compete in a short timeframe.
Other risks could be in the people working on a software project. Many organizations have constructed software that only involved one or two programmers working on it for 10 or 20 years. These programmers are getting close to retirement age. There is a risk that, if they retire, the software will not be maintainable without their involvement. It is imperative that knowledge gets moved to more people in the organization to mitigate their potential retirement. To do this, the team will have to reduce the pace of delivery to accommodate the knowledge transfer needed.
Identifying risks early allow project teams and stakeholders to mitigate them most effectively. Teams should work with stakeholders to identify risks by reviewing requirements beyond the current iteration and providing feedback.
[bookmark: _Toc113811046]Strategic Technology Initiatives
Focusing on the next task at hand continually will result in a myopic viewpoint and missing key opportunities for the business. Architectural concerns should also incorporate strategic technology initiatives to advance the big picture plans. Reducing costs in operational components of your architecture to consolidation of software assets are types of technology-focused strategic initiatives that have direct effect on solution design.
Addressing strategic technology initiatives in iterative project planning sessions could be difficult if the organization does not articulate and communicate them well. It has been my experience that communication of strategic technology initiatives has been done through “ivory tower” architecture designs. The actual initiative is hidden behind the solution and the reasoning for particular design elements are lost in the communications through documentation.
As an organization applies more agility in their software development methods there is a risk that these strategic technology initiatives will get lost in the translation. It is important that the technology organization furnishes clear communication of strategic technology initiatives to all project teams and work to assimilate specific tactics into the Product Backlog for each affected project.
[bookmark: _Toc113811047]Schedule Pressure
Pressure to meet promises made by management or designated leadership will adversely affect the quality of a solution’s architecture. Teams will work an unsustainable pace, which will decrease their decision-making abilities. Shortcuts will be taken to pull delivery of the software within the constraints of a malformed plan.
Early in the release cycle, the work produced by the team will appear to be meeting the schedule constraints. As the release progresses there will be indications that not all is going well. As the project team attempts to stabilize the release deliverables, the shortcuts taken will be made visible. Integration, testing, and deployment issues will show up on a daily basis and push an already overworked team into an active death march [4].
Schedule pressure is a sure-fire way to build up quality issues in the software. Teams and management must find ways to counteract schedule pressure consequences. The changes needed to curb schedule pressure effects will include cultural change. Therefore management courage to lead a change effort is critical. Teams must also be empowered to negotiate effectively with project stakeholders on schedule, budget, and scope constraints.
[bookmark: _Toc113811048]When Should Architectural Decisions Be Made?
In organizations that deliver software using traditional phased approaches, people will have difficulty imagining architecture decisions being made while constructing the software. This would seem overtly risky and leading to shortsighted architecture decisions and extreme rework. I can assure you that this will be the case if teams throw out existing architecture decision-making tools and processes without putting something equal or better in their place. Following a supposed Agile software development process without changing technical practices will lead to problematic software designs and sometimes project failure. At the very least, project stakeholders, such as management and technical leadership, will not be impressed with Agile and may say something like “Agile software development doesn’t work.”
Architecture decisions should be made at the “last responsible moment”. An organization in the early stages of Agile adoption should make architecture decisions earlier than organizations who have established Agile software development competency throughout. In early stages of adoption, people within the organization still have existing communication channels that must be adjusted to enable adequate architecture decision-making closer to implementation of the decisions.
Organizations and project teams should find ways to move architecture decisions closer to implementation when using an iterative approach since feedback will continually be requested and acted upon even in late in development. This means the traditional “sign-off” of requirements and the assurance of change control processes to avert late requirements are no longer in place. By incorporating technical practices, processes, and tools discussed throughout this book will help project teams design solutions that more easily incorporate feedback as they iterate towards the ultimate solution.
[bookmark: _Toc113811049]Controlling Architecture
The centralization of architecture control is not scalable and forces solutions to conform to best-known understandings from the past. The centralized architecture group looks for ways to exert their authority across the development teams to attain the “best” architecture solution. While development teams look for ways to meet their release commitments by minimizing contact with the centralized architecture group. To do this, project teams and progressive technical leadership workaround the centralized architecture group. The more these workarounds are done, the more complicated and haphazard the overall enterprise architecture becomes. Unfortunately I have been on both sides of the centralized architecture equation, working around and being part of it.
[bookmark: _Toc113811050]Workaround Mentality
While working in a large corporation, I was employed to help create the first dynamic web application that would integrate information from multiple backend legacy software. Early in the definition of the software platform we ran into a problem. The stakeholders did not wish to employ the number of people necessary to satisfy the phased process created by the Information Technology (I.T.) department. The current phased process enforced the execution of system architecture design, functional specification, and enterprise architecture review before moving forward. The corporate initiative that drove this project happened to be the most important for the company and the project leadership leveraged this perceived importance to workaround some of the process gates. Also, the project team chose a system architecture and deployment platform that was not approved by the enterprise architecture group at the time but met the needs of our project.
About two months into the project we ran into our next process roadblock. The typical release management approach for production operations involved attaching your installation request onto a release “train” scheduled every 4-6 months. Our business sponsors wanted to release the initial functionality within 3 months and we had just missed the last scheduled production release train. It only took our business sponsors and project management a couple weeks to find an alternative production release process that again was a workaround for the existing enterprise phase-based process. Again, the importance of our project enabled us to employ a dedicated production release management team of two system administrators familiar with our desired deployment platform.
Our project team was able to workaround many process and tool roadblocks over the next 20 months. We deployed to production with six successful, on time and on budget, releases over that time span. Eventually, those who controlled the corporate phase-based process and enterprise architecture decisions made visible the extent of our workarounds and pressured the project leadership to fall in line with their centralized authority. This was about the same time I decided to leave the project because I could see the writing on the wall. The smell of bureaucracy was lingering in the project’s hallways and this was no place for somebody who was used to the sweet smell of our past freedoms.
[bookmark: _Toc113811051]Centralized Architecture Group
While working at a startup company in Seattle, I was placed into the role of “architect”. Our enterprise architecture involved a Telco-grade data center with monitoring and management tools exposed to our intranet, extranet, and Internet users. I was responsible for integrating the backend software, such as incident management, network monitoring and usage, marketing, customer relationship management, and authentication and authorization, into a coherent online application providing our customers with close to real-time information about their network and server usage.
Since the company was a startup, we were developing all of this on a shoestring budget. We made heavy use of open source and ad-hoc tooling as a result of these budget constraints. Creating a consistent design while integrating heterogeneous architecture components was difficult and I spent much of my time designing our system integrations at a high level. In retrospect I remember being impressed with myself because marketing was able to update the look and feel with dynamically generated content while development teams were able to focus on the application plumbing. It was only a couple of months before I figured out what I didn’t know was occurring below the surface.
One of our departments wanted the capability to retrieve access logs from each customer-facing web site. This data was going to be included in executive briefing reports for regularly occurring strategic planning sessions. The department had no idea that we had already integrated two different open source web site reporting engines, Webalizer and Analog, which could be used for this purpose. If necessary information was missing in the reports, our team could easily modify them to include it. Instead of using these existing tools, they asked a system administrator to give them remote file access to the logs. If this were the extent of their workaround, it would not have been a big problem.
A couple of people in this department had created some basic shell scripts to access the logs remotely repeatedly. The data would get pulled down and integrated into a Microsoft Excel spreadsheet and Access database. They built an extensive database housing parsed access log data into comma-separated value (CSV) files fed into an Excel spreadsheet. This took them 2 months to create.
Near the 2-month mark, they found that the format of the access logs did not all the information that they wanted. Again, they asked the same system administrator for a favor. This time, they wanted him to modify the access log formatter from the common log format to their custom log format. The system administrator made the requested changes and I found out the next day when our marketing department asked why the reporting engines were not displaying any information. It took half the day to find and fix the problem. To our surprise, it broke again only two days later. At that point we knew there was someone modifying the web server configuration files and we were able to track down the system administrator who performed the changes. This led us to learning about the other department who requested the changes. Over the next few days, our team worked out a plan to provide them with the reports they originally wanted while keeping the marketing reports working. It took us 3 days to fulfill the request.
[bookmark: _Toc113811052]Balancing Controls and Freedoms
The workaround mentality of the other department had caused issues and expenditure of unnecessary effort for our development teams and marketing department. I was later contrasting my role at this startup as software architect against that of the project working around the existing enterprise guidelines. It occurred to me that there were plenty of times that our project employed workarounds that caused others grief. I now know that there must be a balance between the centralized control and implementation freedom in an organization.
The corporate project described above was pushing the enterprise to make enterprise architecture decisions quicker and release on a shorter timescale. This pressure was not easy to absorb for those who were involved. If a balance is not found between the pressure for responsiveness and the appropriate process, practices, and tools, then taking an iterative and incremental approach will exacerbate existing enterprise architecture problems.

Figure 2.1
An iterative and incremental approach must balance the development team’s ability to respond to changing business needs and using the appropriate process, practices, and tools to optimize the delivered software.
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Balancing the needs of business against the structural integrity of software involves collaboration between stakeholders, managers, and development team members. Stakeholders must provide input on feature priorities alongside technical requirements to implement the desired features. Management must be involved in supporting communication between groups, filling competency gaps in the development team, and resolving impediments to the team’s delivery. Development team members must deliver under the pressures of stakeholder expectations while being mindful of quality throughout construction of the software. When stakeholders, managers, and development team members are able to play their roles well, the result will be maintainable software and business stakeholders who are less anxious.
The following processes, practices, and tools help sustain this balance between business needs and structural integrity:
Short iterations
Single work queue
Potentially shippable product increments
Definition of Done
Although there are many different methods considered to reside under the Agile software development umbrella, we will use the Scrum framework to support each of their descriptions.
[bookmark: _Toc113811054]Short Iterations
Scrum is a process framework that is simple in its parts but difficult to implement effectively due to business, organizational culture, and technical constraints. Scrum asks teams to commit to delivering a reasonable amount of the most important features desired by the software’s users as prioritized by the Product Owner. Teams deliver potentially shippable product increments through iterations called “sprints” that are 30 days or less. It is common nowadays for Scrum teams to use a 2-week sprint length because modern software development tools and infrastructure has progressed since its early days.
Scrum allows business stakeholders to review a potentially shippable product increment at the end of each sprint and give feedback on how it can be improved for the users. The Product Owner decides whether to continue developing more functionality or release the software to users based on the output of the team and feedback from stakeholders. The frequent interaction between business stakeholders and development teams increases alignment between business and technical needs. Trust is enhanced each sprint as progress is demonstrated by the development team and business is able to make tradeoff decisions on the software’s current state.
An initial influence to the creators of Scrum, Jeff Sutherland and Ken Schwaber, was empirical process control as espoused by Babatunde A. Ogunnaike and W. Harmon Ray in “Process Dynamics, Modeling, and Control” [5]. The basic idea is to control a process through frequent inspection and adaptation. It is best used when a process does not generate the same output given a specific input. A quote from Ogunnaike and Ray’s book encapsulates this well:
“It is typical to adopt the defined (theoretical) modeling approach when the underlying mechanisms by which a process operates are reasonably well understood. When the process is too complicated for the defined approach, the empirical approach is the appropriate choice.”
Software fits this description since the same input of requirements given to different implementers will result in at least as many different implementations. This is a result of at least two forces that make software development a complex process: requirements evolution and technology uncertainty. Business stakeholders and development teams must find ways to balance requirements evolution and technology uncertainty as they go in an iterative and incremental process framework such as Scrum. Scrum contains artifacts and ceremonies that are used by the Scrum team to balance these forces. These artifacts and ceremonies are delivered and reviewed in short iterations so stakeholders can see progress and provide frequent feedback to the team.
[bookmark: _Toc113811055]Product Backlog as a Single Work Queue
In Scrum, the Product Backlog is a list of desired features prioritized by the Product Owner. Prioritization is done by the Product Owner to optimize value of the software delivered to the users. Instead of prioritizing within levels of importance such as high, medium, and low the Product Owner must prioritize in “stack-rank” order. This means that no Product Backlog item has the same priority as another item. This form of prioritization gives clear directions to development teams about what the most important feature is next to work on.
A healthy Product Backlog contains not only new features but also technical requirements to support the next Product Backlog items in priority. The development team is expected to review the Product Backlog frequently to provide cost estimates for Product Backlog items to help the Product Owner prioritize based on both cost and benefit. During the development team’s review they will suggest Product Backlog items that are missing from a technical point of view in the product definition. These technical Product Backlog items will be discussed with the Product Owner so they are able to prioritize them effectively. It is essential that the development team explain why each technical Product Backlog item is important to support other upcoming items. If this is not expressed the Product Owner could be inclined to demote those technical Product Backlog items because the value of them is not understood enough.
When issues are found in the software they usually come in three varieties:
Enhancement – a suggestion for improving the current state of the software from a user’s point of view
Defect – a system fault that occurs while using the software
Fire – a system fault that is inhibiting significant usage scenarios in the software and must be fixed immediately
Enhancements are requests for improvements to the software based on the perspective of the user. These improvements should be prioritized based on their value against all other Product Backlog items. An enhancement and defect issues are hard to distinguish from one another at times but that is fine. Defects are system faults that users are able to workaround but should not be happening from a user experience and/or technical perspective. Since we are able to work around these defects and the development team is able to provide a fix in the next iteration they are placed into the Product Backlog and prioritized against all other Product Backlog items. Fires are defects that cannot be worked around and cause serious problems for users of the software. In healthy software applications, fires should be a rare occurrence. It is important that a fix is implemented right away and may interrupt the work getting done in the current iteration.

Figure 2.2
This flow diagram describes how an identified issue is triaged in an iterative and incremental approach such as Scrum. If the issue is an enhancement or defect that can be worked around for now it goes into the Product Backlog and prioritized based on its value. If the issue is a “fire” or defect that cannot be worked around then it must be fixed immediately. The development will put the fire into their current list of work in the Sprint Backlog and figure out how it effects their commitment to deliver on their current iteration.
Defects are captured in bug databases in many organizations. Teams using the Scrum process to manage their software development find themselves in a predicament. Do we continue working from two lists, the Product Backlog of desired features and bug database? Or do we incorporate items from the bug database into the Product Backlog? I suggest all teams should incorporate defects into the Product Backlog. There are multiple reasons to do this:
Development team does not make priority decisions for the business stakeholders. If the development team decides to work on defects rather than desired features then they are deciding the defects are higher priority than the desired features without including the Product Owner in the decision-making process.
Minimizes the amount of hidden work done by the development team. By providing visibility into the defects, the development team is being transparent about the state of the software they are working on.
Provides the Product Owner with an opportunity to prioritize the defect lower. The Product Owner could decide the defect is not important enough to fix at this time.
Allows development team and Product Owner to design a solution for dealing with defects. From time to time the defect provides insight into a design flaw that the Product Owner would like to improve.
Ultimately, the development is able to maintain alignment with business priorities for the software. Priorities are decided based upon the full reality of the software, new features and defects included.
A Story About Prioritizing Defects
While helping a team initialize their first Scrum sprint, the Product Owner asked me “how do I prioritize defects in the Product Backlog?” A few members of the team, including a QA Lead, were in the room. The QA Lead leaped up and gave the following example on how they could be prioritized:
“You remember that defect which describes a message that pops up for the user but is too general for the user to comprehend and respond to? This message tells the user to call our customer support center for help with the issue. This defect gets triaged down in priority every month yet it is something we could fix very quickly. It would have tremendous value since it would reduce the number of customer support calls by approximately 100 per week from early analysis. Each of those calls cost us between $5 and $13, therefore the savings would be anywhere from $500 to $1,300 per week.”
The Product Owner turned to me and said “I think I can figure out how to prioritize defects in the Product Backlog now.”
A single work queue, such as the Product Backlog, provides visibility to the development team about current expectations about upcoming work. The Product Owner should share the Product Backlog with the development team and discuss the direction of the product beyond the next iteration. As the development team gains knowledge about the direction of the product they will be able to provide input into the Product Backlog. This visibility is important so Product Backlog items do not surprise the development team when it is too late to prepare a proper solution.
[bookmark: _Toc113811056]Potentially Shippable Product Increments
Scrum asks that you create “potentially shippable product increments” each sprint. This means the code is tested, coded, integrated, documented, and whatever else must be finished to provide software with the quality of a releasable product. This forces development teams to modify their processes for delivering software.
Teams who are used to a sequential development process will find difficulty implementing the Scrum framework successfully. The reason these teams have difficulty is that the sequential process of design, code, and then test has been engrained into their psyche. It is hard to see that quality software development could be done in any other manner. These teams start out conducting their sprints using what is commonly referred to as “Scrum-erfall” or “FrAgile”. This is a sequential development process retrofitted into a sprint.

Figure 2.3
The theoretical fit of a sequential process into an iterative process such as Scrum commonly referred to as “Scrum-erfall” or “FrAgile”. The desired outcome of potentially shippable product increments, fully tested, coded, integrated, and documented, each sprint in Scrum is not usually delivered using a sequential development approach.
Development teams using a sequential process inside a Scrum sprint usually find themselves scrambling to complete all the features they committed to in the final days of the sprint. It is common to find that testing gets cutoff before it can be completed because the team has run out of time. This failure to test the functionality thoroughly leaves behind unfinished and buggy features. The addition of bugs into the software causes the development team to take on less work so they can leave a buffer to fix the bugs. As the team commits to less work and perception of the software degrades the business stakeholders become less supportive of the development team.

Figure 2.4
In reality, most teams that take a sequential approach to development while implementing Scrum to not create potentially shippable product increments that are tested, coded, integrated, and documented. This leaves features that have not been fully tested and an increased chance of bugs to be dealt with later.
Development teams who help their Product Owner break up work into thinner slices of functionality and implement those slices in even shorter cycles than a sprint usually have more success. With a sequential development process, the risk is that all or most of the features will not be finished at the end of a sprint. This is because all of the features are in development and testing at once. Implementing thinner slices of functionality in shorter cycles allows the development team to finish features early in the sprint before moving onto the next feature they committed to. The risk profile changes from not finishing most or all of the features to not finishing one of the features. This allows business stakeholders to review fully tested, coded, integrated, and documented software each sprint. The development team will incur fewer bugs to deal with as more functionality is delivered. Also, progress will be shown with truly working software rather than partially working software.

Figure 2.5
Implementing thinner slices of functionality in shorter cycles within a sprint allows the development team to deliver potentially shippable product increments that are fully tested, coded, integrated, and documented.
Developing potentially shippable product increments help align business stakeholders and development teams through continuous delivery of working software. Business stakeholders will understand the progress being made through their interactions with the software. Development teams will create the structure necessary to support each feature to be tested, coded, integrated, and documented. This balance created through working software will build trust with business stakeholders allowing the development team to focus more of their effort on maintaining the overall structure and integrity of the software.
[bookmark: _Toc113811057]Definition of Done
Many years ago a project manager asked me if I was done with a feature for our project. I replied, “Yes, as far as I can take it”. She excitedly responded, “Great, I will get the user acceptance testing going right away”. To which I retorted, “Wait, wait, it isn’t ready for user acceptance yet. There were some environment issues that stopped me from testing it fully. Also, we must execute a full test pass on the feature once the environment is up and running”. Immediately her face looked perplexed and she quipped, “but I thought you said you were done?”
While reflecting on this experience I noticed a couple of things. Firstly, my original answer of “yes” had a caveat that I assumed was understood, “as far as I can take it”. Not only that, I was answering with the intention of figuring out what work I should focus on now with the project manager. This was my own perspective without considering the potential interpretation or intentions of the project manager. The project manager asked if I was done and assumed a definition for done that was not shared by me at the time. These competing perspectives on “done” created frustration and misunderstandings between us.
Working with teams I have found similar situations. Programmers tend to focus on how much effort is involved in coding when estimating the cost of a feature. The effort to test the functionality is not considered in these initial estimates and may even be assumed simple therefore innocuous to the effort estimation process.
Scrum asks that a team be cross-functional with the ability to deliver a potentially shippable product increment each sprint. This means tested, coded, integrated, documented, and whatever else is needed to create quality increment of software in their particular context. This means that teams must incorporate the effort to test, integrate, document, and any additional work needed into their estimates.
A tool that helps teams understand the full effort involved in delivering potentially shippable product increments is the “Definition of Done”. The point of this tool is to capture a collective understanding of what “done” means for a development team, including testers, analysts, technical writers, architects, programmers, and other software development roles for their project.
Exercise: Creating a Team Definition of Done
Following is an overview of steps a team can use to create their own “Definition of Done”:
Brainstorm release artifacts – write down all artifacts essential for delivering on a feature, iteration, and release
Identify release stabilization artifacts - separate artifacts that cannot currently be updated or finished in an iteration
Capture obstacles - reflect on each artifact that is in your release stabilization list and identify at least one obstacle keeping that artifact from getting delivered in an iteration
Team commitment - get a consensus on the Definition of Done, list of artifacts to be delivered every iteration, with the whole team
Brainstorm Release Artifacts
Ask each team member to write down one artifact per sticky note that is essential for delivering a feature, iteration, and ultimately a release of the software they are currently working on. Explain that this exercise will capture those artifacts that constitute a potentially shippable product increment. Also, we will identify those artifacts our team must finish before the software is released into production.
Here are some examples of artifacts that have gone into a Definition of Done:
Installation Build (golden bits)
Pass All Automated Tests in Staging Environment
Sign Off
Pass Audit
Installation Guide Accepted by Operations
Release Notes Updated
Training Manuals Updated
It is important to note that these are not features of the application but rather the artifacts that are generated for a release.
It is common to find out that some artifacts are not necessary. Asking the following questions will help find out if each artifact is essential to deliver a quality release:
Who is the target audience for this artifact?
Is this a transitory artifact for the team or stakeholders?
Who would pay for this?
Is it practical to maintain this artifact?
Identify Release Stabilization Artifacts
On a whiteboard draw a line about 3 sticky notes from the bottom 5 sticky notes across. Write “iteration” above the line and “release” below the line. Take each artifact from the brainstorming step and decide if that artifact can be updated for the features getting delivered every iteration. If the artifact can be delivered every iteration place it above the line. If the team believes the artifact must be finished after the last feature is delivered for the release place it below the line. The artifacts below the line represent work to be completed in a release stabilization period. Your whiteboard should look something like figure 2.7.

Figure 2.6
Example of separating artifacts in a team’s iteration Definition of Done from the artifacts that must be finished in a release stabilization period following delivery of the last feature in the release.
Capture Obstacles
Look at each of the artifacts in the release stabilization period and discuss all obstacles that stop them from getting delivered or updated every iteration. This is a difficult task for some teams because we must not hold ourselves to the current status quo. Inform the team that answers such as “that is just the way it is” or “we can’t do anything about that” are not acceptable answers since we can not take action on those. Each obstacle, no matter how large the effort to remove it may seem, is essential information for management about how they can support the team in releasing with more predictability. If the artifacts in our release stabilization period take an unknown or variable amount of time to finish then it will be difficult to predict an actual release date.
Some example obstacles are:
Testing is handled by a different department and nobody from there is assigned to our team
Compliance audits cost too much to do them every iteration
Executing entire regression test suite takes too long
Over time, the team may overcome an obstacle and the artifact dependent on that obstacle in the release stabilization period can now be completed every iteration.
Team Commitment
It is time for the team to commit on a Definition of Done. The Definition of Done is the list of artifacts above the line in the iteration section. These artifacts constitute what the team believes is a potentially shippable product increment. Ask all team members to show their commitment using hand signals. If the team agrees with the Definition of Done then we are finished. If there people on the team who are not on board yet it is time to discuss their issues and work towards a consensus. It is important that all members of the team agree to the Definition of Done since they will all be accountable to each other for delivering to it.
The following figure is an example of an actual team’s Definition of Done:

Figure 2.7
An example “Definition of Done” depicting artifacts that must be finished for each feature (story) and iteration (sprint) in a release. This example also captures those artifacts that are not delivered each sprint and must be resolved before releasing the software in a stabilization period.
The Definition of Done can have many ramifications, including:
Creating a list of team obstacles for management to resolve so the team has more predictable releases
Organizational awareness of problems stemming from organizational structure
Team better understanding expectations of their delivery objectives
Team awareness of other team member roles and their input to the delivery
It is important that the resulting Definition of Done is made visible in the team area and also used to evaluate feature “doneness” a few times so it is tested against reality of delivery. It may take a couple of reviews by the entire team to identify the appropriate Definition of Done that is based in reality of their iterations and environment. They should be reviewed in iteration planning if there are changes needed.
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There are many things beyond technology concerns that influence architecture decisions. Incorporating team makeup, development platform, enterprise guidelines, operations, business participation, risk, strategic initiatives, and schedule pressure into architecture decisions will enhance the solution to better meet the context of your project and organization.
Agile software development asks organizations to empower teams. When certain entities, such as centralized architecture groups, try to control architecture decisions, some project teams will find ways to circumvent this control. This workaround mentality can also lead to unnecessary work for other groups because certain enterprise concerns are not considered sufficiently. It is essential that organizations learn to balance controls and freedoms for their software development efforts.
To successfully implement an iterative and incremental approach to software delivery, business must be closer to software development efforts. Short iterations, a single work queue, demonstrating potentially shippable product increments every iteration, and adhering to a definition of done to describe what constitutes internal quality of the software being delivered help teams maintain architectural integrity as the project progresses.
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[bookmark: _Toc113811062]The Illusion of Control
Software became an essential part of doing business for companies during the 1990s. Companies found themselves creating IT divisions that developed and managed their own software assets. Most software projects delivered small pieces of functionality that were easy to implement. High value victories with these small software projects lead to the creation of larger software endeavors that would involve an increased base of users. These projects were more difficult to budget for and therefore we needed a mechanism to control costs and yet deliver the value intended.
IT organizations used sequential project planning techniques that included some initial analysis and design before budgeting the full project. Business folks would be involved in development of the system requirements and members of IT would take those requirements and derive the cost and schedule. This seemed to work until the business wanted to change requirements after construction of the software started. Business owners would see early versions of the system and responded with changes and additions to the existing requirements. IT organizations found this feedback detrimental to their plans and named this response from business “scope creep”.
Since “scope creep” caused IT to rework what had been developed thus far, it was apparent that the changes needed to be managed. Projects implemented a change control process that would assess the cost above the initial estimates from IT for requested changes to requirements once implementation started. This involved analysis of impact for the requested changes and modification of the original design to incorporate them. Business owners were shocked by the additional costs for changes they believed to be small in nature. Not only did they have to pay more but they also had to accept a later delivery date for their desired software solution.
Trust in the plans and capabilities of IT organizations degraded as budgets and dates were missed more frequently. IT complained that changes from business owners were causing these project outcomes. To minimize risk business owners began lengthening their requirements gathering phase. This would allow them to think of and include all the requirements they might want before construction started and reduce the potential for surprise costs from change control evaluations. The projects got bigger and the ambiguity of requirements increased. The expectations of the business became commitment to fixed budgets and dates for an enlarged list of requirements.
Did this work? Well, sometimes it did work. Was it consistent and predictable? Research shows that this was definitely not the case. Not only did most projects go over budget, miss their dates, and produce less maintainable software but also over 60% of the features put into software is hardly used [1]. 

Figure 3.2
Standish Group Study Reported at XP2002 by Jim Johnson, Chairman
The projects that were deemed successful gave a false hope for future projects that generalized software development methodologies could recreate successful outcomes predictably. Control through defined plans is an illusion that has lead to unintended consequences. William D. Gooch wrote the following in a message on the comp.lang.smalltalk list in 1995 that I believe sums up the issue of this illusionary state of business and IT in project plans:
“…I do agree that MS Project and tools like it are not ideal, but that's true regardless of what type of software you're developing. 
The main problems are (1) there is no planning component in Project, everything is a schedule with dates and durations, (2) schedules are necessarily based on guesswork about what will happen during projects, (3) software projects are typically ventures into the unknown to some degree (more or less depending on the specifics), which means that schedule estimates are likely to be wrong, and (4) management often doesn't really understand (2) or (3), so they expect schedules to be met. And this doesn't even consider the changes and extraneous problems that get thrown at us in the midst of projects.” [2]
The Scrum framework is based on the premise that all projects are different and there is no generalized solution that will make projects successful. This can be uncomfortable for people in an organization who are hired to deliver projects successfully. People in these positions are in search of processes that will be more successful and predictable. This leads to belief in magic and the illusion of control.
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This illusion of control crept into application design, as well. Organizations developed templates for application design artifacts in the attempt to assure consistent and predictable quality standards for their software. Unfortunately, this was also unsuccessful because each application has its own complexity and nuances. What is helpful for one project is not necessarily helpful for another project. Even with the passing of time, the advances in technology and types of functionality that users desire continue to evolve making application design change with it.

Figure 3.3
[Need references for Ralph Stacey complexity matrix and Scrum book]
Instead of developing generalized approaches to design in an attempt assure quality, we must find ways to apply and share knowledge of application design techniques continuously to enable software development teams to meet their current needs. Therefore, organizations should focus on a few principles of application design:
Application design is about changeability, not locking down the right design
If an application’s design is not able to change as the needs of our business change then the application will eventually become a liability.
Application design decisions should be made by those who are closest to the implementation details and with external support when needed
If someone other than those who are implementing the solution is making application design decisions then important information will be lost in translation of the design to the team.
Application design is not only about our ability to design a new solution, but also knowing what components, applications, and solutions already exist that provide the solution
Continuous gathering of knowledge about new and existing tools and infrastructure will enable teams to implement solutions faster and will keep people motivated and innovative.
The value for change in the design of a component, application, or enterprise solution is directly proportional to the cost of not addressing
The value of software architecture elements can be described by the cost incurred if they are not well maintained and evolved in parallel to feature implementation.
To apply these principles, teams should be equipped with information about design issues to watch out for, how to assess their own designs incrementally, and what tools are available for effective design. The following sections will provide information on each of these topic areas.
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There are many reasons that design decays as software ages. Here is a partial list of reasons for decay in design:
Pressure of a deadline
Inexperience
Lack of automation
Premature design decisions
Testability
Ambiguous functional requirements
Carelessness
Each of the reasons listed above are correctable but not easily. Hidden behind these issues is dysfunction in organizational culture, poor technical practices, individual neglect, and problematic hiring processes. These issues will not be resolved across an organization overnight. An organization will have to identify and communicate goals that enact positive change over time and apply principles for good design decision-making across the teams.
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After working on many applications over the years, I consider the design of some as better than others. How did I assess this “good”-ness? Well, as I gained more experience with software development there were a number of issues that made delivery of requested changes more difficult. This meant that a certain amount of decay had already been introduced into the software artifacts. The applications and components of them that were easy to work with had better design since they enabled change. Thinking back there were a few characteristics that these better designed applications exhibited:
Able to execute full build with little to no configuration per environment
Test cases existed, either manual or automated
Easy to find places where changes should be made
Changes in one area of application does not adversely affect other areas unexpectedly
This list looks rather short, but if the teams were able to work on these applications without grappling with decay each day they would have delivered software faster. By delivering working software faster, we could increase feedback from stakeholders and deployment environments. Frequent feedback would allow their applications to evolve into software that fits the needs of the user better and reduce the number of defects found outside team.
On applications lacking these characteristics, our team usually spent significant time finding ways to workaround the decay. Generating a successful build that we could deploy in any environment took additional time. Not knowing how certain functionality was supposed to work because test cases were missing and the requirements were difficult to interpret increased time to deliver. Reading line after line of code to find that one spot where a simple change could be made took extra time. After making what seemed to be a simple change, we find out that other areas of the application, areas that don’t seem to have anything to do with what changed, are no longer working. In other words, day-to-day work with these applications was a test of our patience and diligence. Also, it means wasting time working around decay and therefore delaying delivery to the users.
Assessing the “good”-ness of software design does not come in one simple set of rules. It depends on team member experience and background along with the platforms used and domain of application. If I am a procedural programmer, I might not appreciate the separation of concerns or abstractions created in an object-oriented software. If I am an experienced programmer, I might not see the value in writing automated unit tests for a significant portion of the code since I can figure out where to make changes easily enough already. If I am a manual tester, I might not see the value of automation because our organization has compliance concerns and the independent verification and validation group will have to execute all the automated tests manually anyways.
The previous listing of characteristics I found in applications with good design might not work for every project. Rather than following a list of suggestions on how to make good design decisions, it is important to identify how the application design is decaying early as possible. With this information we can work on fixing the design issues before it becomes too costly to fix. Instead of assessing whether the design will be satisfactory, look for ways to continuously improve the design each day. The chapters in the Managing Software Debt part of this book will go into more detail about how teams can identify decay of software earlier.
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When first introduced to Agile methods such as Scrum and eXtreme Programming (XP) many people wonder how much “up front” design is necessary to be successful. There are multiple reasons that this question arises:
How will we know the overall design is consistent and robust?
If we only focus only on what we are implementing this iteration, won’t the overall design become chaotic and hard to work with?
How will we ensure the software is implemented with the “best” design?
Won’t the software become too complex if we don’t create an overall design before coding?
Won’t integrating across dependent teams get problematic without all interfaces between them defined?
Isn’t this suggesting teams just do “cowboy coding” with no accountability?
These are valid concerns and teams must understand their current context and capabilities to provide the right level of initial design. The amount of up front design needed in an iterative and incremental approach should always be less than a plan-driven approach such as waterfall. Depending upon the type of application being developed, user-specific design needs, and current infrastructure, the up front design could be anywhere from a pair of developers quickly sketching on a white board for a few minutes all the way to providing usability studies for particular desired features.
There is a difference in the rigor necessary to design a data-driven internally used IT application versus software monitoring a nuclear power plant. The data-driven application will not have the same compliance and potential for negative ramifications as the nuclear power plant monitoring software. Therefore, teams should put more emphasis on up front design on the nuclear power plant monitoring software. When using Scrum or XP on safety critical applications, there is a need to spend a bit more time in design but teams should do design closer to time software is getting implemented. The principle for how much design should be done up front is:
Design whenever there is a need to understand at a higher level but focus the design only on the functionality you are working with right now.
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In eXtreme Programming (XP), the concept “simple design” originally included the following steps in order of priority:
Runs all the tests.
Expresses every idea that we need to express.
Says everything once and only once.
Has no superfluous parts.
These steps, when put into practice, force the code to become simpler to work with. If we are always able to run all of the practical and relevant tests then we can verify the code’s behavior continually. If the code expresses every idea it needs to express then the right behaviors will be verified with the tests. If the code expresses a single idea once and only once then when a change is needed, there will only be one place to change it. If the code does not express ideas that are superfluous, then it will be the smallest it can be and therefore lighter weight from a maintenance point of view. 
Applying these steps for simple design is definitely not easy but neither is software development. It takes discipline needed to apply simple design to software development. With that discipline will come highly factored, low coupling and high cohesion, software that remains easy to modify as time goes by.
One of the most common questions in teaching and coaching agile processes to groups is:
“How do we design our software while delivering iterations of potentially shippable product increments?”
Scrum asks that each sprint deliver a potentially shippable product increment. There is emphasis on potentially shippable since it is quite common to have releases that involve running multiple sprints to accrue enough value for the users before releasing. Potentially shippable product increment means the software is of an internal quality that a releasable version of the software would include. Each feature implemented during the sprint should be tested, coded, integrated, documented, and whatever else verifies that it is of high internal quality. Scrum teams gain a better understanding of what deliverables are necessary to make this happen by creating a Definition of Done, which will be described later in this chapter.
If teams using Scrum are focused on delivering the current sprint’s features, then how does architecture, that is less defined early in delivery, get attended to? I use a diagram that I believe Mike Cohn created to help teams visualize how architecture fits into software development using Scrum. Here is my interpretation of the diagram:

Figure 3.4
The graph represents the percentage of effort developing the software’s architecture versus feature development during an initial or heavily redesigned software release.
This diagram shows that in new software product development efforts, more emphasis is put into architecture elements in early sprints of the release cycle. As the architecture is more fully defined and implemented in later sprints of the release cycle, emphasis turns increasingly towards pure feature development. In the last sprint of a release there will be little to no architecture implementation left. This diagram demonstrates the expectations of early technical architecture implementation to support feature delivery. It also shows that every sprint in the release should deliver features that a user can review.
After the first release of the software, there will usually be less architecture emphasis in early sprints of following releases. This is shown in a modified version of the diagram:

Figure 3.5
The graph represents the percentage of effort developing the software’s architecture versus feature development during follow-up releases of a software product. The amount of effort has declined because an initial release of the software has stabilized the architecture so subsequent releases can easily build on top of it.
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After describing these incremental architecture diagrams to a developer named David Wright, he approached me to validate his understanding. Within 10 minutes of my description on incremental architecture, he had developed a new diagram perspective that I thought was brilliant. His diagram involved two axes, the x-axis representing the surface visible to users and the y-axis representing depth of the architecture. In sprint 1 of a multi-sprint release, a portion of both the surface and architecture depth are realized.

Figure 3.6
Surface, what is being made visible to users, and architecture depth implemented (represented by black cells) in early iteration of a release (represented by all cells).
As a release progresses the amount of surface visible features and architectural depth implemented is incrementally built upon towards a fully releasable product version. The architecture depth implemented to support the amount surface functionality is growing.

Figure 3.7
Surface, what is being made visible to users, and architecture depth implemented (represented by black cells) in a later iteration of product release (represented by all cells).
The application of an incremental architecture approach comes with a potential issue. Since less is known about the design of the overall release architecture at the beginning, new knowledge could impact existing implementation of architecture elements. In order to manage this issue, we must implement disciplined practices to enable the software to accept change as we gain more knowledge. This is why the eXtreme Programming (XP) technical practices such as Test-Driven Development (TDD), Continuous Integration (CI), Pair Programming (a.k.a. continuous code review), and Refactoring have become so common on Scrum teams. TDD gives our design an executable way to prove we have not broken existing functionality at the component and application levels. This does not negate the need for exploratory testing by a person but it will keep manual testing to a manageable level. CI automatically runs builds, automated tests, and deployment scripts for the application then provides feedback to the team about the current state of the integrated system. Pair Programming increases knowledge transfer across the team and provides coherent communication of the products domain into the tests, code, and supporting artifacts. And finally, Refactoring is used to continually improve the design of the application. As we gain new knowledge about the application’s architecture, the team will find opportunities to improve the design of internal components. If the team has been applying simple design as they go then changes for each component will be focused in a single location for each new design idea to be expressed.

Figure 3.8
Surface, what is being made visible to users, and architecture depth implemented (represented by black cells) in a later iteration of an entire product release (represented by all cells). The feature being developed has provided new knowledge to the team. The team decided to improve the overall application design through refactoring (represented by dark gray cells) of existing components in the application to support change necessary with future functionality.
Each refactoring may be small changes but lead to larger positive impact on the application design over the span of a release. Effective use of refactoring keeps our architecture flexible and therefore able to meet evolving business needs.
I have used David Wright’s model to describe incremental architecture to other clients in conjunction with the original diagram from Mike Cohn. It has helped provide a clearer picture of incremental design and how to incorporate it into real world projects. With David’s permission I named it the “Wright Model” and will continue to use it in the future. Thank you, David.
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In the past, I misunderstood the value of software tools to help in the design process. I believed that the software tool would cause our team to implement effective designs. We used some expensive UML modeling software to enable design and development and yet the software had many of the same issues we had before using the tool. How could this be? As Gerald Weinberg expresses as the “The Second Law of Consulting” [1]:
“No matter what the problem is, it’s always a people problem”
Although we were using good software tools, success was based on our own effectiveness as a team working on the project. This realization did not come over night. Through some fortunate circumstances I found myself on teams that used team consensus and visible charts to capture common understandings about how we work on the project together.
Over the years, I have found that these team tools fall into three categories:
Design tools
Definition of Done
Common environment
Working Agreement
Teams use design tools to enhance communication within the team. The Definition of Done is an artifact that establishes the criteria for a cross-functional team to say they are finished with a feature at the end of the iteration giving the decision of whether to release the feature to the customer. Creating commonality in essential parts of team’s environment permits tighter collaboration and sharing across the team. A working agreement will set expectations about how the team will expect each other to act in the project and thus provides a stable platform for individual accountability within the team. Each of these team tools will be detailed in the following sections.
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Agile teams that I have worked on don’t just design software at the start of the project. The team instead takes the viewpoint that we should…
Design all the time, continuously throughout the project.
To support this continuous design, teams need tools readily available to use for communicating about design. In most situations, I have found that a white board is the most useful design tool there is. A white board allows team members to gather around it, share control of design discussion, and assists participants in aligning their design ideas quickly.

Figure 8.1
Role interaction whiteboard session results to provide a stable point for discussion between customer and team.
There are many opinions out there about how much time should be used to design without writing code. Ron Jeffries in the book Extreme Programming Installed suggested the following:
Get a few people together and spend a few minutes sketching out the design. Ten minutes is ideal – half an hour should be the most time you spend to do this. After that, the best thing to do is to let the code participate in the design session – move to the machine and start typing in code. [2]
My rules of thumb for how long to design outside the code are:
If your team is doing test-driven development (TDD) and continuous integration effectively then you should spend less than 30 minutes in any whiteboard design session. When using TDD with automated builds teams are able to write experimental tests that could evaluate one or more design solutions quickly. This would be preferred to thinking harder and longer about what the “best” design is. If team members are going longer than 30 minutes there is enough ambiguity that experimental tests will provide needed clarity.
If your team is not doing TDD and delivering using Scrum or a similar iterative and incremental approach, I still suggest that whiteboard design sessions last no more than 1 hour. If this is not enough time then the ambiguity is sufficient to cause need for clarification. I would suggest that teams create one or more “spike” solutions, write throwaway code that verifies a potential solution. This will provide essential understanding of the benefits and problems with a potential solution so the team can again conduct a whiteboard design session to figure out the collective direction.
Traditionally, teams would be expected to launch modeling software and document the design decision. Unless there are business reasons, such as regulatory and enterprise guidelines, teams should not work on beautifying the design decision in a software tool. It is much cheaper to spend money on a digital camera with sufficient resolution to take a picture of your whiteboard design session output if it must be documented. Remember, it may be sufficient to just have the design session and not document the design at all since the people who are involved in it’s execution were in the room. Sometimes a team member is not there or we decide capturing the information is important and therefore we take a picture and email it to the entire team afterwards.

Figure 8.2
This diagram shows the results of a whiteboard session describing the major components of a workflow processing system.

Figure 8.3
This picture is following a whiteboard session identifying points of interest in the platform architecture. Activities in development and monitoring of a web application platform are identified and labeled.
There are plenty of tools out there that can generate visual models of different aspects of your software. Some teams find it useful to put up a printed chart of these visual models on the wall in their team area. It is common for me to see database schemas and API (application programming interface) visual charts hanging in an Agile team area. Please remember to remove old versions and charts that are no longer necessary.
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As teams initially form, there are usually conflicts about tool usage, accepted practices, and essential artifacts for successful software delivery. To resolve these conflicts there is a need to create the foundations for a common environment that the team agrees upon and can attach their own comforts around. Creating a common environment will supply the team with explicit expectations and boundaries for internal interactions and delivery.
A common environment includes one or more of the following:
Work area configuration
War room
IDE
Coding standards
Location of common team tools
Build and deployment profiles
Making these environmental attributes explicit will allow team members to contribute their perspectives enabling the team to address conflicts early. Conflicts around these attributes of a project tend to stifle productivity as team members find ways to collaborate through problematic environmental conditions.
Work Area Configuration
A teams work area can have profound effects on the software that is delivered. Even a short walk to someone that you have a question for can cause asking the question to be delayed a substantial period of time. Documentation is prone to misinterpretation and lacking appropriate detail. Software tools can offset some of this delay but come with a lower communication bandwidth than face-to-face conversations. Based upon your context, whether collocated or remote, it is important to setup the highest bandwidth communication channels possible to increase frequency of feedback. This will reduce indirection, misinterpretation, and rework later in the software delivery cycle. We must also find ways for team members to get private focus when surrounded with higher bandwidth communication channels.
There are a few common work area configuration topics that affect software design directly.
Access to whiteboards
Collaboration tools
Vicinity of team members
Ability to work together
Height of walls
Access to Whiteboards
Teams with accessible whiteboards tend to use them, in my experience. They will use whiteboards to gain clarity amongst each other on software design, user interactions, and other quality attribute subjects. When teams do not have easily accessible whiteboards they will improvise by relying on more written communication and software-based modeling tools. Although documentation and modeling tools are useful, it is important that team members are not relying too heavily on these tools to communicate with each other. Whiteboards support frequent and quick collaboration amongst team members and then get back to delivering working software.

Figure 8.6
Ceiling to floor whiteboard in the collocated team area. The whiteboard has team values, topics of interest, important project build commands, and component interaction diagrams for the software we were developing.
Collaboration Tools
If your team is not collocated, what do you do? Teams must compensate for the lack of physical presence with software collaboration tools. Teams I have worked with used the following tools to enhance remote communication:
Instant Messaging (IM)
Online whiteboard tools
Voice over Internet Protocol (VoIP)
Virtual Network Computer (VNC)
Internet Relay Chat
Telephone conferencing
Remote video
Documentation
Email
Software collaboration tools with voice and video have worked well except that they are unreliable at times. There have been many occasions where video and voice did not work and we then fell back on telephone conferencing.
Tools such as IRC and IM enable team members to have a continuous presence with each other but communication is slow and difficult at times. IRC and IM are good for quick and easy questions or comments that are not as prone to misinterpretation.
Online whiteboard tools are great for sessions where visualization helps the communication. Online whiteboards and VNC sessions are usually supplemented with VoIP or telephone conferencing to allow conversation about the pictures being drawn. It is important to find online whiteboard tools that allow for multiple people to interact at once but make sure to get acceptance for method to communicate with other participants about changes in whiteboard control. VNC is best used for two people to pair on a single remote computer with appropriate tools available to support their intended outcome. Usually writing code, test cases, and documentation are done using VNC.
I have found documentation is best used in dispersed teams to capture the results of conversations using software collaboration tools mentioned earlier. This allows team members to validate that what was discussed using video, voice, and online sharing sessions. Email could be the tool used to disperse or capture the documentation but it has been my experience that email is the least reliable communication tool. People are inundated with email these days and tend to pay less attention to lengthy emails therefore people actually validating the information is less likely.
Vicinity of Team Members
In the past, I have been in working environments where everyone or special team members were put into offices. There have also been times that our “team” was made up of people on the other side of the building, on different floors of the building, or in an entirely different building or location. Feedback between team members was delayed just due to the lower bandwidth options available such as those described for remote teams above. Even walking down the hallway or taking the stairs or elevator are obstacles to necessary communication. Nevermind if you are in different time zones or on the other side of the world.
If these obstacles exist in your team then software artifacts will be integrated less frequently and design decisions will be delayed or made with less consistency across the team. It is common for teams in this situation to attack a similar problem, such as logging or data access, with entirely different solutions. This causes internal team discussions to commence after each team member has already made assumptions, value judgments, and integrated the design. This makes the conversation about the design that the team should move forward significantly more difficult than if they had been collocated and discussed options before this effort was put into the solutions.
Putting team members in the same location within a couple meters or yards from each other on the same building floor is optimal. There are a couple of configurations that have been highly effective in my mind. The first configuration involves sitting as a team in a circle or rectangle with our backs to each other. This allows team members to focus on their work, either in a pair or individually, facing away from the rest of the team. It also enables ad-hoc collaborative sessions amongst team members through a single motion of turning around. The second configuration involves short desks up against each other with team members facing each other with their monitors in between. The monitor location supports focus but again ad-hoc collaboration is supported with team members leaning to left or right and talking.
If you are not able to get collocated with your team like this then setting up not only one-to-one communication tools such as IM but also continuously running channels such as IRC are helpful. If all team members have an IRC client running continually they will get used to watching for questions or important information from others on the team. This will increase communication and feedback thus enhancing team decision-making and consistency.
Ability to Work Together
Problems in software development are complex and many times necessitate more than one person working on them. If our individual work areas do not easily allow others to work together than working on these problems together becomes more difficult. In the section “Design Tools” discussed earlier in this chapter, I suggested that no more than 30 minutes is used thinking about a problem and then team members should try out some options in their development environment to learn more. Getting more than one person working in a single development environment is beneficial to designing an appropriate solution quickly.
If you are using eXtreme Programming or at least the technical practices then your team probably has pairing stations. Pairing stations are configured in a manner that allows two team members are able to conduct software development activities together. All team members are able to use these pairing stations to work with another team member. Many teams that utilize pair programming will only work on production code at a pairing station with at least one other team member involved. These teams become more effective at working together since their environment supports it.

Figure 8.7
Paul Dupuy and I are sitting at a pairing station with two keyboards, two mice, two monitors, and a single desktop. We are looking at the same code and exchanging control of the workspace frequently to provide our input and feedback.
Even if you are not doing pair programming, setting up your work area to allow others to work with you comfortably is helpful. Instead of sitting in a corner find a way to configure your work area to be able to sit side-by-side with another member of your team. This way you give them equal access to make changes and provide feedback. When a person sits behind or at an odd angle to the person in control of the workspace they are less able to provide adequate feedback and get uncomfortable or feel that their time is not being spent well. Sitting side-by-side creates an environment where each team member starts with an equal opportunity and then it is up to them to communicate effectively so both of their time feels like it is used wisely.
Height of Walls
There are many organizations that have cubicles. Some of those organizations will not allow these cubicles to be modified into unsanctioned configurations. To optimize team member interactions and feedback, it is important to empower teams to configure their own environment. Reducing the height of cubicle walls in between team members is helpful if allowed by your organization.
If the cubicle walls are not easily modified, your team could find ways to work in common areas. Some teams I have worked with have taken over conference rooms so that they can communicate and provide feedback more quickly. Find ways to keep the walls in between team members from becoming an impediment to collaboration. It will affect the frequency of interaction and feedback, which will delay design integration and consistency.
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While coaching teams I have found the creation of a Working Agreement an essential step for establishing healthy interactions within a team. Although there is no single reason or way to facilitate a Team in the creation of their Working Agreement, here is what I have found to be helfpul.
As a facilitator you can help the team understand the reason for creating a Working Agreement by discussing the need for understood team norms because agile frameworks involve increased collaboration. Becoming a Team involves commitment to working together and supporting each other in our common goals. This commitment is supported by writing what all team members believe are important protocols for the Team to comply with to maximize their capabilities to deliver faster and with higher quality.
With Scrum Teams I have found the following topics are a good starter list to start the creation of a Working Agreement:
Time and location of Daily Scrum
Testing strategy (unit, functional, integration, performance, stress, etc…)
Build and infrastructure plans (shared responsibilities)
Team norms (be on time, respect estimates, help when needed, etc…)
How to address bugs/fires during Sprint
Product Owner availability (phone, office hours, attendance in Daily Scrum)
Capacity plan for initial Sprint(s)
A common way that I facilitate is to put these topics on a white board or piece of easel pad paper and then ask the Team(s) to create their working agreement with these as guidance. If they find other topics that are important please add them to the list. I highly recommend creating a Working Agreement for your Team. It helps all team members understand what are common protocols for the Team and an opportunity to work through conflicts in practices.
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Designing software that meets the needs of users is a learning experience. The belief that project teams can identify all of the requirements before constructing the software is a false hope. Software organizations have put significant effort into generalizing processes for all projects. The thought is that if we control the processes for all projects they will become predictable. Yet, we have found that this has not led to predictable success and only results in an illusion of control. Once users touch and feel the software they will have feedback that will affect the design.
Instead of attempting to control requirements, project teams should incrementally deliver portions of the application and gather feedback. Application design is involved continually throughout the construction and teams must be able to identify design issues so they can be managed effectively. This chapter described many team tools for applying effective design in an iterative approach. These tools help teams take responsibility for the application design. This is essential since “good” design happens each day and must be a result of decisions made close to functional implementation.
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[bookmark: _Toc113811075]Emergent Architecture Elements
Allowing the Software’s Design to Emerge
“The perfect is the enemy of the good”[1] – Voltaire

[bookmark: _Toc113811076]Allowing for Emergence
The structure of software is not rigid like the walls of a building by nature. Software is malleable and able to be restructured given certain structural integrity. The decisions we make can be reversed if we are only dealing with software.
If the software being developed is highly coupled to hardware, such as in appliances, it becomes more rigid. Although, this does not mean that all decisions must be made up front about the software or hardware to implement the product. Whether teams are developing software to run in an environment or software that controls physical hardware, making decisions too early can eliminate valuable emergence and generate unnecessary rigidity.
Agile teams must find ways to balance decision making against allowing emergence as knowledge about the product implementation details becomes clearer. This chapter will discuss how teams can maintain this balance as they develop the product.
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Throughout a software development effort, there are decisions that must be made regarding structural components and their interactions. These decisions are not the simple or low cost parts of the implementation. They tend to include additional costs or long-term effects on the application. Since these costs or effects may be known early in the release, project teams gravitate towards deciding on details before gathering more knowledge through implementing other parts that will impact the component or its interactions.
When the need for major design decisions become known, it is important to keep options open until the team has sufficient knowledge to make the decision. Getting sufficient knowledge involves implementing related components of the application to drive out the solution. As a team, a way that I have found to help our team wait until we have sufficient information is:
Decide when to decide
Instead of making the decision, decide when to decide as a team. Figuring out how long the team can wait before making a decision can alleviate the anxiety around the need to make a decision. If the design decision involves a component that necessitates a lead-time to incorporate, such as hardware, then we can backtrack from the time the component must be working to the latest date the decision must be made. By not deciding too early, the team is reducing the risk surrounding the design decision through the gathering of knowledge.
[bookmark: _Toc113811078]Technology Evaluations
It is common for teams to use existing libraries, applications, and platforms to develop solutions upon. Evaluating the best technologies for the context is difficult. To teams that developing a solution with unknowns in the technology to be used, committing to a plan can seem impossible. Conducting evaluations is not always a well understood competency within teams either, which adds to the risk. To implement solutions in a timely manner, it is important for teams to evaluate technology solutions quickly and effectively. There are 3 particular ways of conducting evaluations that teams I was close to used and that seemed to attain reasonable results using an Agile software development approach.
Set-based Design
Evolutionary technology evaluations
Disruptive technology evaluations
This chapter is focused on emergent technology decisions and therefore will provide information on set-based design. The idea behind set-based design is to implement multiple solutions to a problem in order to find a solution using parts of the solutions together or choose a single solution. This means that for a feature, the project teams will be implementing it in multiple ways to allow the solution to emerge. This is usually used when there is a critical element of the architecture to implement. A critical element could be a component that is used extensively by many external parties or other components internal to the software under development.
The next couple of chapters will go into more detail about evolutionary and disruptive technology evaluations. Evolutionary technology evaluations are focused efforts to enable the project team to cost the implementation of a specific feature. The need for an evolutionary evaluation is the team does not understand the solution enough to estimate and will need to write code, conduct research, or slice off a small piece to gather more information. Disruptive technology evaluations are used to tackle large portions of the application solution, such as integrating off-the-shelf solutions or modifying the application component interactions in a manner that there is significant risk to keeping the existing software running functionality and over time. The upcoming chapters will go into more detail on these technology evaluation methods but for now we will focus on set-based design.
[bookmark: _Toc113811079]Set-based Design
Sometimes a development team does not know the best solution to an upcoming system feature. Spikes are used when we have an idea about a reasonably good point solution for a feature. In some cases we may need to try out multiple potential solutions to identify if one, a combination, or none of the solutions will fulfill the need. One approach to this is set-based design.
Set-based design is an approach that looks to reduce risk of an unknown technology or process improvement solution that is core to successful delivery. If the team does not know what the most appropriate solution for the situation is and it is essential for moving forward, then implementing multiple solution candidates at once will reduce the risk of learning the appropriate solution or lack there of too late thus causing delivery failure. This approach can be used in research and development efforts, new feature development, and process improvement efforts.

Figure 5.1
This diagram shows the time needed to evaluate candidate solutions for an unknown technology or process improvement in a synchronous fashion. If the 1st solution candidate is correct then the team will deliver just fine. But since the solution is unknown this is not a likely outcome and the team will need to iterate multiple solution candidates before choosing the appropriate one. Set-based design would put multiple solution candidates into implementation at once delivering on the same objectives so that the team reduces risk of failing to identify solution early enough.
It is also important to understand that taking a set-based design approach does not mean finishing evaluating all aspects of each solution candidate. It is an iterative learning process with frequent checkpoints for early identification of any failure of a solution candidate to meet the identified needs. If appropriate, the team will decide to stop evaluating the failed solution candidate and then decide how to move forward on the remaining effort.
In the book “Implementing Lean Software Development”, Mary and Tom Poppendieck define set-based design in the following manner: 
“Develop a set of alternative solutions to a problem, see how well they actually work, then merge the best features of the solutions or choose one of the alternatives.”[2]
The following steps describe the set-based design process from a high level:
Define the problem
Analyze the situation
Create a hypothesis
Perform experiments
Verify results
Follow-up/standardize
The following sections will take you through each step of the set-based design process and throw in an example of each step in practice to help clarify its usage.
[bookmark: _Toc113811080]Define the Problem
Before identifying potential solutions it is important to define the problem. I have seen individuals and teams choose solutions based on limited knowledge for a problem that either did not actually exist or was the wrong one to fix. For instance, a successful project to migrate four versions of a platform into one comprehensive platform ran into an issue. Each of the four distinct platforms used a different programming language and database product and was quite costly to maintain. The original reasons four separate platforms were developed were four distinct customer brands and requests for customized content along with inexperienced developers attempting to meet all these demands in parallel. Although we had migrated all of these distinct platforms into one the way sales worked with its customers had not changed. Requests for customized versions of the platform continued to bombard the development staff. How would they deal with custom releases for each customer with a single database?
The team assumed that the issue was a database deployment issue and that we should keep four instances of the database model, perhaps on multiple versions of the platform, to serve each customer. Although this was not as costly as the four platforms with different programming languages and database servers it was going to increase the release management costs in development, maintenance, and operations. A complex strategy that was hard to execute on across the team was put into place and product operations bought more servers, added another system administrator, and maintained more instances of the platform for test, staging, and production use.
None of the team members understood the additional costs they were introducing. If we were to look at root causes for the original issue we would find that the sales approach was not aligned with the platform development. If sales were trained to sell the company’s ability to release updates to the platform often then the need to create multiple instances of the platform would have been minimized. The development team fixed an organizational process problem with a complex and costly release management strategy and tooling.
Defining the problem usually starts with a customer need. Following are examples of customer needs and context of the application that may initiate a set-based design process to find a solution:

Figure 5.2
The 2 user stories shown above along with the problem identified in implementing the user story show how a problem could be defined.
These examples describe why the solution is needed and how it affects our system. It is also important to gather data about the problem that we can use during analysis later. How many systems are involved in a single customer transaction? What is a reasonable amount of line items that could be updated simultaneously in our application? What security requirements do we need to comply with when moving files over Bluetooth between mobile devices? Once we understand the problem we can further analyze the situation with confidence to create a sufficient solution.
[bookmark: _Toc113811081]Analyze the Situation
It is not always easy to create a hypothesis directly from the data collected. It is always a good idea to take a step back from the problem definition and check for understanding of the context. Is there any way that problem could be solved without writing code? Are there solutions out there already for this problem? How would you know that the problem is solved?
If the problem is easily solved then we can stop the process early and redirect our efforts to other matters of importance. If the problem is yet to be solved then it is time to identify quantitative and qualitative ways that we can evaluate the problem. A team may develop acceptance tests or evaluation tools to support the evaluation process. Some examples of evaluation techniques for the problems discussed above are:

Figure 5.3
The 2 user stories that had a problem defined have now went through some analysis to generate insights into a potential solution’s attributes.
The analysis of the defined problem generates insights into what a solution must provide to sufficiently solve the problem and could make a team aware of attributes that be helpful or discussed with the customer to verify their importance. Once we have analyzed the problem enough we can create a hypothesis about potential solutions.
[bookmark: _Toc113811082]Create a Hypothesis
The team has defined and analyzed the problem. The next step is to think of one or more potential solutions. As a team we generate a list of potential solutions that will be later evaluated against the definition of our problem and the analysis that has been done.
It is important to remember that software is not always the answer. When creating hypotheses, think about the following question:
“Could we solve this problem by changing business processes rather than software?”
This question allows us to find a solution that would cost less and implemented by the people who identified the problem. You might find that a change in a person or group’s processes can create the desired effect.
A team can generate hypotheses through a quick brainstorming session and may find it valuable to invite other people from the organization who have additional knowledge in the problem domain. A couple of hypotheses for the continuing examples are:

Figure 5.4
The teams for each project have developed some hypothesis about ways the problems can be solved leading into performing experiments to test them.
Once we have developed hypotheses that are believed to meet the problem domain satisfactorily we can begin to implement multiple solution alternatives simultaneously in order to identify the best one.
[bookmark: _Toc113811083]Perform Experiments
Thus far we have defined the problem, analyzed the situation, and created a hypothesis about what a solution to the problem would be. A team can take this information and begin producing multiple prototype solutions simultaneously. Each prototype will develop similar functionality during which data will be generated and collected to compare solution alternatives later.
Some managers think of developing multiple prototypes at once as waste although small problematic design decisions can increase design debt dramatically over time. Set-based design allows for software design risks to be reduced at the appropriate time during the product development cycle, during implementation of the feature that utilizes the design elements involved. Software development is a knowledge-gaining endeavor that is continually evolving and introducing new alternative design solutions. Set-based design allows for a team to learn and include empirical learning into the software product for the competitive advantage of the customer.
It is important that teams do not box themselves into a particular line of solution prototyping. While consulting on a multi-team gaming platform development effort I was posed with a question about Enterprise Service Bus platforms:
“Since the customer has declared their preference for .NET solutions is there any alternatives to BizTalk for managing messages between architecture components?”
The reason this question was posed is that multiple members of the product development teams had difficulties working with BizTalk in the past. They were weary of implementing integration points with BizTalk and wanted to understand alternatives that I may know of and how they would support the .NET preference of their customer. As is the case with many products, BizTalk is well suited for specific needs and works rather well in those cases. In this particular case BizTalk was not the best tool for the integration of the specific architecture components.
My response started by naming a few products that may be of interest to the teams. More importantly I provided alternative product descriptions that would allow team members to find other products I was not experienced with. Some these product descriptions were defining integration points using .NET programming languages, WS-* (web services standards) compliant integration platforms for messaging with integrated components, service provisioning platforms, and more. As I began to instigate this initial brainstorm from my experience the team members I was meeting with started throwing in more alternatives they had not brought up thus far. This lead the team to develop prototypes of similar functionality on multiple integration platform alternatives and removed the constraint of Enterprise Service Bus defined platforms.
Some prototypes that could be developed for our example features are:

Figure 5.5
The 2 user stories have a list of candidate solutions to perform experiments on to identify their validity for solving the original problems.
Alternative solutions may also come with different costs associated to their implementation such as with commercial product licensing, development effort, and additional operational management overhead. These should be taken into consideration as data points for each alternative solution in the decision making process.
[bookmark: _Toc113811084]Verify Results
Once we have developed multiple solution alternatives we can aggregate the results for review. Based on how well each alternative met the defined problem we can make an informed decision about which one to choose or the parts of multiple solutions to be used together in solving the problem. This is the time to scrutinize experiment results against our hypothesis and analysis of the problem.
We must curb our desire to just choose one of the alternative solutions and not consider that none of them met our desired solution adequately. Teams should validate their results using qualitative and/or quantitative evaluation artifacts to verify each solution alternative. If one or more solutions meet our needs adequately then their results can be weighed against each other to choose the solution composition. If none of the solutions are found to be adequate then we can come up with a new hypothesis and experiment with more products or create a custom solution to the problem.
[bookmark: _Toc113811085]Follow-up/Standardize
A solution to our original problem has been chosen and it is time to implement it into the product. Teams should consider whether or not the chosen solution would modify their development process and institute a standard for incorporating and working with the solution. A chosen solution could impact more than one team and product within your organization so it is also important to involve impacted groups in the implementation design discussions. This may result in enterprise standards for the chosen solution space.
[bookmark: _Toc113811086]Set-based Design in Practice
Management does not easily understand taking a set-based design approach. In the past, experimentation was reduced to up-front design sessions around specific technical aspects. Decisions were made early in the project and the development team would just implement those decisions. Or so it seemed. I have been on many projects where early design decisions were not truly applicable during the actual construction. In these projects, problems arose because of poor communication of the solution, not understanding the skill set of the development team, and mostly plain old bad design decisions made without experimenting with real scenarios.
When applying set-based design, understand that it is a method to reduce risk through experimentation using real scenarios. It is used in contexts where the design of the software has particular risk and where multiple solutions are possible to attack that risk. The organization can use the knowledge gained from set-based design across teams after experiments have been completed and decisions have been made. Truly investing in organizational transfer of learning, even in small portions, is important to enable incremental delivery while reducing duplication of effort and solutions. This organizational transfer of learning can be transmitted in writing, through formal sharing sessions, and applied mentoring programs across teams.
[bookmark: _Toc113811087]In Summary
Increasing agility in the software development process involves continuous learning and adaptation. Allowing knowledge to emerge as the team works towards delivery must be balanced against the need to make decisions in a timely manner. Teams should delay decision-making but only if they decide when a decision must be made. 
Technical decision-making usually revolves around evaluating solutions for a particular problem. Teams can take many approaches to evaluating technology solutions. One method that is useful in reducing the risk around knowledge gaining and identifying a solution too late is set-based design. Set-based design is a method that involves:
Define the problem
Analyze the situation
Create a hypothesis
Perform experiments
Verify results
Follow-up/standardize
The hypothesis created by the development team could leads to multiple experiments that are executed in parallel to the extent possible. Learning is iterative and continuous. Therefore, it is important that new knowledge is communicated with each team or individual that is involved in the experimentation so that decisions on how to move forward can be discussed. If a solution candidate is found to be not appropriate in the experimentation then the group should decide if further evaluation of that solution candidate should continue or if not then how should they proceed.
Set-based design could be counterintuitive to your organization’s management culture. The thought of working on the same idea in multiple ways all at once seems inefficient to traditional management. Remember to discuss the reasoning for set-based design to management. It is a method that will reduce the risk of identifying a true solution too late in a core part of the technology or processes integral to successful delivery. If the development team takes a synchronous approach to evaluating solution candidates, there is greater risk of not identifying the appropriate solution before the decision must be made for successful delivery.
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[bookmark: _Toc113811089]Evolutionary Technology Evaluations
Finding Solutions as a Team Iterates
“Faith is the great cop-out, the great excuse to evade the need to think and evaluate evidence. Faith is belief in spite of, even perhaps because of, the lack of evidence.” – Richard Dawkins

[bookmark: _Toc113811090]Evolutionary Technology Evaluations
While working on a mobile entertainment platform we decided to use Hibernate, an open source object-relational mapping (ORM) product, to handle our relational database transactions. After working for a few months we realized that the relational database connection pool component integrated by default with Hibernate was not sufficient for our application’s needs. Fortunately, Hibernate has configurable components and allows for the connection pool library to be exchanged for another implementation. Our team found 3 potential open source libraries for handling relational database connection pooling. Over the next week a subset of our team evaluated each of the potential solutions and ultimately settled on one that allowed sufficient configuration and could be optimized for our needs.
The evaluation of database connection pool solutions only cost one week of the team member’s time and the domain was constrained to the application we were currently working on. There are multiple reasons why an evolutionary technology evaluation may be conducted:
Understand costs for future work
Add a new capability to the current system
Exchange or upgrade a system component
Product requirements evolve through managing a list of features desired by end users to be implemented by a development team. Some of these features will involve skills or knowledge that the development team does not currently have. In order to help the customer understand the cost of these features the team will need to gain enough of the skills and knowledge necessary to estimate the implementation. The team may ask a customer to budget for this skill and knowledge-gaining time in their release plans so that it may be properly accounted for and used in prioritization of features.
Evolutionary technology evaluations are conducted using one of the following methods [1]:
Research: broad, foundational knowledge-gaining to decide what to Spike or give ability to estimate features desired in the future
Spike: a quick and dirty implementation, designed to be thrown away, to gain knowledge about a larger feature or integrating technology
Tracer Bullet: narrow implementation in production quality of an large feature to be implemented into the product later that will enable team to better estimate the remaining feature work
[bookmark: _Toc113811091]Budgeting for Evolutionary Evaluations
Research and spikes are budgeted activities that is estimated by the team and proposed to the customer for deciding on its priority. These evolutionary evaluations can affect a product release plan negatively if not communicated beyond the development team. Unexpected costs and risks handled too late in the release cycle are examples of these negative effects. Therefore the customer is involved in deciding if the budget should be used to further explore solutions or move onto other priority features of the product that do not require these evaluation costs.
The customer should not take the need identified for an evolutionary evaluation by the team lightly. If the team has a question related to implementation of an upcoming feature the evolutionary evaluation process allows for risk to reduced significantly and could save downstream costs to the customer as new features are implemented into the product. On many projects I have worked on in the past technical risk areas are delayed until later in the release cycle. If the customer is fairly certain that the feature in need for technical evaluation is going into the current release such delays should not be entertained. Delayed risk on release implementation unknowns result in late surprises leading to additional costs and missing the scheduled release date.
Tracer bullets, on the other hand, are used to take a small slice of a complicated feature to figure out how difficult it will be to implement the remaining portions of the feature. Therefore it is treated as a normal elaboration of the feature request and not as a budgeted activity. From this narrow implementation the customer will get a better estimate of the work remaining to implement the feature. The team can be help the customer describe a tracer bullet of functionality that will inform them about technical unknowns and still establish progress towards to the completion of the larger feature.
[bookmark: _Toc113811092]Identify Need for Evolutionary Evaluations
The need for conducting an evolutionary evaluation can be identified while managing future work items or during planning for the next iteration. When customers ask for estimated costs for future work items the team may identify technical implementation unknowns that hinder their estimating. The team can suggest that an investigation into these technical implementation unknowns be conducted using research or spike evaluation processes. This may take the form of an additional work item created with a description of what will be evaluated along with a budget, usually in the form of team member time, for conducting the investigation.

It is important that the evaluation work item communicates the desired functionality it has been created for to clarify technical implementation unknowns. Evolutionary evaluation tools enable teams to provide creative product implementation alternatives. They can also be extremely fun for development teams to conduct but if the team is conducting an inappropriate amount of these evaluations a release can be thrown off course. If this is happening then we may look at the current team makeup as a group and decide whether we are missing critical capabilities for implementing the product. Evolutionary evaluations should enable progress towards a product release and not just used for technical perfectionism.
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When a team does not already have a potential solution to an issue or for an upcoming feature then they have to conduct some research. In recent years research has become considerably easier with the quality of search engines and information provided by vendors, open source teams, and passionate developers who enjoy sharing their experience with the online community. Teams, and indirectly their customers, are able to take advantage of increased and higher quality information that is provided to build better products faster. In addition to the web there are many magazines, books, and local special interest groups that represent a potential source of information.
Research usually begins with a list of desired solution attributes for our issue or feature. While working on a Multimedia Messaging System (MMS) performance-monitoring tool we recognized the need for a Wireless Application Protocol (WAP) stack. The WAP stack would allow our tool to connect with the WAP gateway to send an MMS message through the cellular company’s network. Some of the desired solution attributes for the WAP stack were:
Can be used to initial an MMS transmission through the WAP gateway
Able to develop in Java and interface with WAP stack API
Configurable at runtime
Based on this short list of desired solution attributes we were able to search for some potential solutions. Our team took one week to search the web, ask experienced WAP stack developers, and score the tools based on our initial criteria. Upon completion of this research we found a WAP stack that met our needs well enough. We were unable to find a mature WAP stack written in Java so we went with one that was written in C++. I had done a fair bit of Java Native Interface (JNI) development in the past so we decided we could easily integrate the WAP stack into our tool.
Over time I have found that research should be discussed with the customer to help them understand what the team is going to achieve through the research. Through this discussion we are able to provide the customer with an approximate cost for the research. As in the story above, we explained to the Project Manager for this tool that we needed one week of 2 people’s time to complete the research. At that point the customer is able to make a decision about whether the issue or feature is worth spending this portion of their budget on. In our case connecting with the WAP gateway was an essential feature of the tool and it was a no brainer to move forward with the research.
[bookmark: _Toc113811094]Spike
While working on an application that captured meta-data around mobile content an issue arose. We needed to find a technical solution that delivered mobile content and played it in the web browser without giving access to the actual file. The current client application was using Macromedia Flash as the client presentation technology. Our team researched which media formats and bit qualities could play in the Flash Player and the results seemed mixed about actual content specifications that work. The mobile content we delivered came in 7 formats each with multiple bit qualities. We decided to conduct a spike in order to figure out which of the formats and bit qualities actually worked.
Since the mobile content server platform already allowed for us to find all of the media file variations for a particular piece of content we created a small integration test that played these files in the Flash Player client. The tests would reload the client with each format and bit quality of the media content then reported success or failure results back to the server. Upon completion of this test we were able to verify the variations content formats and bit qualities that worked. This information showed our customer that this solution worked well enough to put out version 1.0 within the Flash Player.
The spike that was conducted in this scenario was a quick and dirty implementation of a potential solution to learn if it met the customer’s desired feature criteria. Our team knew that the code written for this spike would be thrown away but that its intent was to verify the potential solution. Code written for spikes should always be thrown away. This may seem arbitrary but when testing a potential solution we do not focus on the design of our code. Instead we put much of our effort into just getting it to “work”. In my experience, if emphasis is not placed on the act of throwing away the code from a spike that this code may slip into your production deployments. Have your seen a prototype developed and then somehow end up in production systems later? Please do not check in the code and find ways to throw it out at an appropriate time.
Now that we have beaten the “throw away the code” drum effectively I want to discuss some practical uses for this soon to be thrown away code. Although the code was written in a way that focused on getting it to just “work” we may be able to salvage some of the more important lines for the actual feature implementation. The following real world spike solution code example will walk us through a scenario that introduces the need for a spike, the code written in response to this need and its partial use in the actual feature solution.
The system I was working on was a distributed file system that had a basic data access module that interfaced with any relational database with a basic Java Database Connectivity (JDBC) driver. The next requirement for our system was “enable higher performance data access than the relational database implementation”. I had some experience with development on commercial Object-oriented Databases (OODB) in the past. These OODB products provided significant increases in data access performance over our relational database access. I found a simple open source OODB solution with some quick research and decided to conduct a spike to find out if it would perform significantly better than the current relational database implementation. I started out by creating a new project in my Integrated Development Environment (IDE) that included the OODB library reference. Once the project was ready it was time to write a unit test that would enable me to evaluate the OODB library’s capabilities compared to a relational database implementation. The relational database took approximately 650 milliseconds to insert 1000 records and 500 milliseconds to read them back out one at a time. The test case for the OODB would cut these in half to see if it was at least twice as fast. Here is the code for the test case:
public class OODBSpikeUnitTest {
@Test public void checkIfFasterDataStore() {
HTree recorder = getRecorder();
long beginning = System.currentTimeMillis();
	
for (int i = 0; i < 1000; i++) {
recorder.put(String.valueOf(i), "Info " + i);
}
	
long totalTime = System.currentTimeMillis() - beginning;
assertTrue("Took " + totalTime + "ms",(totalTime < 325));
	
String key = null;
FastIterator iter = recorder.keys();
beginning = System.currentTimeMillis();
	
while ((key = (String) iter.next()) != null) {
// Iterate all of the items
}
	
totalTime = System.currentTimeMillis() - beginning;
assertTrue("Took " + totalTime + "ms", (totalTime < 250));
 }
}
Running this initial test showed that the OODB had the potential to be at least twice as fast. Although this did not prove the OODB solution would perform at scale it did show good promise. We went on to develop a few more tests that opened up multiple data recorders on different threads and then conducted similar tests for each with 10,000 records. These tests allowed us to feel fairly comfortable that this solution would meet our purposes.
Upon completion of the spike we decided to keep a couple of methods that created a record manager and associated data stores with some minor changes for configuration. We were careful to write a unit test that tested creation of a record manager successfully and with invalid configurations. It is important to not assume we understand the implementation so well that we forget good test-driven development practices in our production code.
You may have recognized that a spike looks similar to the scientific method. We first observe a need to gain understanding about a problem. The next step is to form a hypothesis about a solution to the problem. This may come in the form of an existing solution. After we have a potential solution we make reasonable tests that will validate the solution meets our needs. Using the scientific method makes use of an entire history of science that produces results from observation, experimentation, and execution tests to verify a solution.
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Dave Thomas described the use of tracer bullets in gunnery artillery as:
“If your target is moving, or if you don't know all the factors, you use tracer bullets—little phosphorous rounds intermixed with real rounds in your gun. As you fire, you can actually see the tracer bullets. And where they are landing is where the actual bullets are landing. If you're not quite on target—because you can see if you're not on target—you can adjust your position.”[2]
The idea behind a tracer bullet is to get feedback quickly about how close we are to the target. In software this means that we take a thin slice of a feature and implement it through the entire architecture. If we are too far off the requested target then we can redirect our efforts and we have only lost the time to construct a thin slice. Through that low cost effort we have gained valuable knowledge about the entire feature. If we are close to what is requested then we can give the customer a fairly good cost estimate for the rest of this feature.
From a planning perspective, a tracer bullet is estimated just as a team would any other feature request. A tracer bullet is to be implemented in production quality and will be kept in the product. Many times the initial tracer bullet will be enhanced during implementation of subsequent portions of the larger feature. This means that it is important to make the initial tracer bullet implementation easily changeable using good design constructs. I am not advocating designing up front but rather leave the implementation in a healthy state upon completion.
During a consulting engagement the four teams I was working with came to a large feature with some technical obstacles to overcome before they felt comfortable breaking it down or estimate its cost. The teams were implementing a system using an Enterprise Service Bus (ESB) to integrate multiple platform data sources. Most of the team members had not worked with the ESB platform before so they needed to learn more about it. One team took on this knowledge gaining activity by breaking out a small slice of functionality from the original feature and pulling it into their iteration plan. The original user story was:

The team discussed how they should break up this large user story into a slice that would minimize data manipulation and still integrate data from all applicable platforms they were working with. They wanted to put emphasis on the technical challenges rather than the user experience since this is what they knew least about at this time. They decided that presenting the customer’s name along with associated unique identifiers from all platforms would prove that they understood the technical integration issues and were able to present data to the users. Here is the user story that represented a tracer bullet sliced from the original feature:

After implementing this user story in the product the team understood the configuration of the multiple platform integration interfaces on the ESB along with potential data management issues to be worked out in later iterations. The team then helped the customer break down the larger user story into a list of smaller user stories that could be estimated.
A tracer bullet allows the team to take a thin slice of functionality from a larger feature and learn about its technical implications before having to deal with the intricacies of the user’s needs. Once the team understands more about the technical solution then they can focus their efforts on delivering the right software for the users. 
[bookmark: _Toc113811096]When to Conduct Evolutionary Evaluations
 Since evolutionary evaluations are identified either during future work item management sessions or during iteration planning there are a couple of options regarding when we conduct the actual evaluation activities. Many teams identify the need during or fairly close to actual iteration planning activities. In these cases the amount of time available for conducting the evaluation is limited and usually not enough to allow the team to make a commitment on the desired customer work item that produced the need. Therefore there is another option that has been used successfully by teams. Conduct evolutionary evaluations during the last half of the iteration before it is to be prioritized high enough for inclusion in iteration planning.
[bookmark: _Toc113811097]Preparing for Next Iteration Priorities
Blindly iterating on a product release without some continuity in planning causes a feeling of starting, pushing to completion, and stopping to figure out what is coming next. This is frustrating for development teams since it causes unnecessary rework and surprises in desired platform capability. This is not a premise for big design up front (BDUF) since we are still only looking forward to identify risk in near term customer product priorities. As we have learned, evolutionary evaluation techniques do not produce production-ready code but rather just enough code to choose a solution or gain knowledge about how we should approach the upcoming feature.
Many teams using an agile delivery model meet with the customer and other product definition people to discuss what is coming up around mid-iteration or just thereafter. This meeting is for the customer to provide the team with an explanation of their upcoming desired features and for the team to provide the associated estimated costs. At times the development team will identify the need for an evolutionary evaluation for one of the work items. The team will create a new work item prefixed or somehow identified as an evaluation item and then provide the customer with an estimate for the amount of time needed to find out what they need to estimate the original work item for the customer. This might take the form of “Bill and I need 2 days each to figure out how to integrate with our billing system”. Now the customer has an estimated cost and can decide on whether this would be a good use budget for the original desired work item. If the customer is willing to allocate budget to clarify technical implementation unknowns for the desired work item then the team can decide to work on it before the end of the current iteration.
There are reasons why this approach is desirable over identifying the need for an evolutionary evaluation close to the next iteration planning meeting. If the team is able to conduct the evaluation before the upcoming iteration planning meeting then the customer does not have to wait an entire iteration to get their desired work item into an iteration. The team could learn enough about the technical implementation for the work item that they commit to deliver all or part of it during the upcoming iteration. If the results of an evaluation show the work item is beyond the allowable budget associated to it from the customer’s point of view it can be reprioritized or removed sooner.
It is recommended that 5 to 10 percent of a team’s potential iteration capacity is used planning for the next iteration. [3] This allotment is usually sufficient to conduct short evaluations while in the current iteration. Teams can use this time for evaluations and other improvement activities that will enhance the future product delivery.
[bookmark: _Toc113811098]Near or During Iteration Planning
Sometimes the evaluation estimated cost is too large to conduct in the current iteration or we identify it too close to iteration planning commitment by the team. In this case a team will bring the evolutionary evaluation into the iteration workload and ask the customer to wait for their original desired feature until it is implemented in the following iteration. The reason a team does not commit to both the evaluation work and the desired feature is the team cannot commit to highly ambiguous work. If the team believes the technical implementation has enough unknowns that an evaluation is necessary then the cost for delivery could vary greatly for the desired functionality. This ambiguity in estimated time to deliver the functionality could affect delivery of other functionality the team is committing to during the iteration.
If the customer asks for both the evaluation and desired functionality to be worked on during the same iteration a team should set aside enough buffer for potential budget overrun. The lack of technical understanding surrounding the functional implementation of the desired feature can easily get out of control. Anybody who has written software that introduces a new capability, found a surprise issue, and then began to debug the issue knows that this process could take an unpredictable amount of time to finish. This approach should be used rarely and with caution.
[bookmark: _Toc113811099]In Summary
A team uses evolutionary evaluations when there are technical unknowns for upcoming desired functionality from the customer. They allow a team to get a better understanding of how they will implement the functionality. After the team has enough knowledge about the technical implementation the customer can get a fairly good estimate of cost for the desired functionality.
Spikes and research activities are budgeted so the customer can decide if the evaluation process is worth pursuing considering other feature priorities. The customer should not take the need for an evolutionary evaluation lightly or wait until it is too late in the release cycle before prioritizing its execution. This could put undue risk on the release, which can result in missed dates and increased cost to the customer.
It is preferred that evolutionary evaluations are conducted during the last half of the iteration in which it was identified. This will allow the team to figure out before the iteration planning meeting how to implement the desired functionality before it gets committed to in an iteration plan. The customer will also not have to wait another full iteration before it starts to get worked on thus relieving some of the stress caused by delay for technical unknowns. This is not always possible so it is up to the team and customer to figure out the best approach for conducting the evaluation process.
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[bookmark: _Toc113811101]Disruptive Technology Evaluations
Making Decisions for Costly Problems
“Am I optimistic or pessimistic? I'd have to say I'm anxious.” – John Nolan

[bookmark: _Toc113811102]Disruptive Technology Evaluations
A large e-commerce web site was losing about $40,000 per minute each time their backend systems were taken offline. Reasons for the web site going down were sometimes for system upgrades and managed deployments but most often it was due to crashes on their relational databases that cascaded across database instances. The overall downtime for these system outages average 6 hours in length. With some basic arithmetic we can extrapolate that the potential revenue impact each time this happened was about $14.4 million. This type of outage happened 4 to 10 times per year. Any way you slice this problem we are talking about substantial amounts of money this customer is losing due to technical infrastructure issues.
Our team was hired by the customer to find a solution to these issues that could be integrated with minimal changes to existing architecture components and within a short period of time. Potential solutions had already been discussed between our team and customer representatives for some time. Therefore we had a starting point and the customer’s enterprise architecture group was ready to engage with our team to find the right solution to the problem.
Finding a solution to this problem was not a matter of conducting an evolutionary evaluation process as described in an earlier chapter. The evaluation would involve many vendor products, substantial prototyping, and eventually proving that a potential solution actually works by executing a proof of concept. This evaluation process will result in a solution that will be disruptive to their current infrastructure and therefore the cost of error increases tremendously. There are many reasons to conduct a disruptive evaluation process.
New business need identified
System replacement
Information integration and reporting
Automate business processes
Regulatory requirements
Consolidation of assets
It is imperative that an organization does not take a disruptive evaluation lightly. The planning and execution of a disruptive evaluation process can entail significant costs. Also, there may be no actual pre-built solutions on the market to cutting edge issues. Therefore the process used to conduct a disruptive evaluation should be iterative giving an organization the capability to stop the process early as possible. This will minimize the amount of money spent and allow budget to be reallocated to creating a custom solution. Request for evaluation is one way that I have seen work to reduce risk quickly and give sufficient confidence in a chosen solution.
[bookmark: _Toc113811103]Request for Evaluation Process
Over the years I have been fortunate to work with incredible people with great creativity. I have been part of many technical evaluation exercises and through this experience have gained valuable knowledge about what does and doesn’t work well. In early discussions with the customer described above we discussed a process called request for evaluation. From now on I will reference this company as Acme so that I don’t continue to say “the customer”.
Acme did not want to spend much time searching for solution. The agreed upon contract engagement was for 4 months. Our team was ready to execute the request for evaluation process derived together with the customer on day 1. These constraints did not allow for a process that was heavy in analysis so we had to find ways to get definitive information through other means. As an agile team we thought there would be no better way to succeed than write code.
The following vendor product evaluation process has been highly effective in my experience and can be used for software and hardware appliance selection processes over a time-span of weeks to months. Teams I worked with and customers I have consulted have used this evaluation process on multiple occasions with great success in meeting the objectives of the solution search. The results of the evaluation process execution have always provided surprises, as well. Those surprises probably would not be found through analytical processes such as product feature research and vendor presentations many times found in a request for proposal (RFP).
The steps in the request for evaluation process are:
Clarify reasons for disruptive evaluation
Capture desired results from evaluation process
Decide whether to build or buy
Research products to fit desired solution attributes
Build a competitive scorecard
Score products based on high level research
Prototypes with vendors
Define proof of concept tests and execution plan
Conduct proof of concept
Propose solution
Each step in this process will be further details in the following sections. At each step in the process the team should evaluate whether to continue the process. Do not assume that the original identified need must be resolved in this manner. Continue to look for ways to minimize the overall costs but still meet the appropriate objectives based on what the team learns through each step. The correct path may be to stop the process and restart the planning process.
[bookmark: _Toc113811104]Clarify Reasons for Disruptive Evaluation
As a member of the software industry I have a compelling urge to solve technical problems with technical solutions. This urge has placed me into situations that when I look back did not seem to make sense. I would get involved in researching a technical solution and forget about the constraints of my problem space. I might even attempt to find a general solution that will take care of the current need and anything else that might happen in the future. In reflecting on these situations it has occurred to me that taking a step back before I proceed is always a good idea. Colleagues that I have shared these experiences with seem to have similar experiences and found my conclusions to be helpful to them, as well. This is why the first step recommended in the request for evaluation process is to clarify reasons for the proposed disruptive evaluation.
Each situation calls for different clarifying questions to be answered but here is a list that we have found to be generally applicable to most cases.
What problem are we trying to solve?
How much investment are we and/or the organization willing to make?
What is the return on investment potential for the solution?
What is the cost of not solving the issue now?
Do we have existing assets that can be leveraged to solve essential parts of the problem already?
Answering these questions may lead to a small business plan or charter that will provide a vision for the team executing the process. The evaluation project sponsor or their identified responsible proxy should help the team realize this vision through their involvement and continuous feedback on results based upon this vision.
[bookmark: _Toc113811105]Capture Desired Results from Evaluation Process
In planning for the request for evaluation process for Acme we met with the CIO, VP of Development, and multiple development organization managers to discuss the organizations desired solution attributes. From this initial meeting we came up with the following guiding principles for the potential solution attributes:
Move to real-time enterprise
High data quality
100% uptime
Zero downtime for upgrades
Scalability (dynamic)
Good performance
Remove all single points of failure
Disaster recovery impact understood
Beyond these guiding principles for the potential solution attributes we also discussed Acme’s current enterprise architecture strategy, project and business risks, project assumptions, and constraints for our engagement. The discussion around constraints lead us to develop a project tradeoff matrix involving features, schedule, and budget to help our team optimize the execution based on Acme’s desired results. The group decided that budget was constrained therefore we would optimize the scope of work and accept the schedule based on the team’s progress over the engagement. The following graph is an electronic version of the tradeoff matrix agreed to by Acme representatives.

It is important to note that although we were starting a technical assessment it was important to bring a business focus into the conversation. Understanding where the organization will get the best return for its investment is essential to prioritize the scope of evaluation. The assigned project manager for this engagement followed up with additional meetings to finalize the desired results. They also worked on the relative cost analysis for identified gaps and modeled some potential rates of increase over time. We then generated a list of the high level attributes in a potential product solution with a short description for each to constrain their scope. All of this information would help us to prioritize the most important attributes for later scoring product solutions.
A summary of activities that can help a team capture the desired results of the evaluation, as discussed in the scenario above, are:
Map out desired end state for implemented solution
Conduct gap analysis of current and desired end state
Monetize relative cost to business for identified gaps
Model rate of increase for gap costs over time
Generate list of high level attributes desired from solution to fill in gaps
[bookmark: _Toc113811106]Build or Buy?
Software vendors have provided generalized solutions to common business process automation needs. These pre-built solutions promise ease of integration, configurable features, and effective user interfaces. Commercial off-the-shelf (COTS) systems, commercially available pre-built solutions, have allowed organizations to minimize operational costs for common and predictable processes.
Integration of COTS systems could involve both configuration and customization. The cost benefit of purchasing a pre-built product is optimized if the integration is full implemented through configuration rather than customization. Configuration takes advantage of the existing pre-built solution’s functionality without enhancing the features. Once integration involves customization, the enhancement of the solution’s feature set, the cost to develop and maintain the pre-built solution can rapidly erode the benefits. This potential for rapid erosion of desired cost containment with COTS systems makes a disruptive evaluation sensible to pursue. The evaluation process will attempt to surface obscure and costly necessary configurations based on the business need.
In recent years there has been an enormous increase in high quality free and open source software (FOSS) made available for automation of business processes. These solutions have created interest with the obvious advantage of no initial costs. Although there may be no initial cost to use FOSS solutions, most of them necessitate higher integration, configuration, and customization costs. Availability of trained professionals for FOSS solutions is minimal but is increasing as vendors are managing more open source efforts.
Building a custom solution is an alternative to finding a pre-built solution to fit the business need identified. Custom solutions have product life cycle costs beyond the development effort. Maintenance costs can constitute 80 percent of the costs associated to a custom solution [TODO]. In addition to maintenance there is a potential that the custom software developed will be a recreation of existing products without all of the knowledge gained by those products over time. The advantages of custom solutions are focus of features to your organization’s particular needs and current processes. If a pre-built solution exists that covers a significant percentage of your desired system attributes with little to no customization then from a cost perspective it is usually better to integrate the pre-built solution. As more customization potential is identified building a custom solution becomes more advantageous.
An essential part of maintenance is the support provided by vendors selling or making available the pre-built solution. Assessing the advantage of a pre-built solution should involve how comprehensive and helpful the vendor support is along with contractual costs associated with the support. It has been my experience that a vendor with superior support but with a little less product functionality is better than a vendor with problematic support capabilities.
Be careful when assessing your organization’s current business processes that you are aware they may have incorporated workarounds over time. These workarounds probably got created to add a capability not supported with current manual or automated business processes. First ask if the original need for that complication still exists and second, will that need no longer exist after the proposed solution is implemented. If we find that the answer to both questions is “no” then often a pre-built solution can provide an overall cost savings to the organization.
Some drawbacks of a pre-built solution is proprietary vendor-driven architecture (VDA) and process methodology. In the case of an industry-specific software package such as legal records management and oil & gas monitoring tools, the vendor's expertise in the industry is more valuable than the risk of the potential lock-in of these proprietary aspects of the product. In the case of more general software packages such as Enterprise Resource Planning (ERP) systems, relational databases, and content management systems, the vendor's true expertise is in their product, not in solving your problem. These proprietary aspects should be evaluated along with the functionality to understand how they will affect your organization. They may result in extensive training across multiple departments in your organization that is not apparent when only reviewing the feature set.
The decision to build or buy involves more than feature set evaluation. Consider the effects of the following in your decision-making process:
Configurability
Amount of customization necessary
Free and open source software (FOSS) alternatives
Maintenance costs for pre-built versus custom solution
Proprietary architecture and process methodologies
Training needed after integrating solution
If the result of the build versus buy conversation is to build a custom solution then we stop the evaluation process. We can take the information gathered thus far to start a project to fill the business need.
[bookmark: _Toc113811107]Research Products to Fit Desired Solution Attributes
At this point we understand the desired attributes of our solution and have decided to integrate a pre-built solution to solve the business need. Our next step is to conduct research to find products that fit desired solution attributes, with emphasis on the highest priority attributes identified.
This is the time to become very resourceful. Your team can search for products available for your business need through online literature searches, industry experts in your local area, and through the blog-o-sphere. It is essential to venture outside the box of vendor proposed standards and platforms. Although products from vendors with a smaller footprint may introduce risk of support into the future they may provide information on an approach that solves your need at much lower costs. Ask your industry colleagues about their experiences, as well. Who knows, that person you play poker with on weeknights may be your best resource for potential solutions. These informal channels for information may increase your research workload because of anecdotal and unstructured information but it's also not filtered through the vendor's marketing machine. Also, download evaluation copies or available release and try them out. The ease of installation and use of basic functionality in the evaluation version of the product can later inform the scoring for the product.
One technique one of my colleagues, Bill Barr, has used in the past is to set up a "disposable" email account and write a letter to one of the editors of a leading IT industry magazine posing one or several questions about the problem your team needs to solve. Chances are good that these questions will be published either in print or on-line and your team will get plenty of responses. This is the poor-man's request for information (RFI) that is usually used by government agencies and companies to identify potential solutions.
Your team may find it necessary to research multiple solution areas for the desired attributes rather than a single solution that takes care of all the business needs. During the evaluation for Acme we found that breaking up the solution areas into service provisioning, distributed caches, and object-oriented databases made sense. Products were readily available in these solution areas and only a select few crossed boundaries between two areas.
[bookmark: _Toc113811108]Building a Competitive Scorecard
We have just conducted research and have a potential starter's list of products that may or may not support your needs. Now it is time to delve further into the products themselves to gain a better understanding of their capabilities while at the same time crafting a more conclusive listing of features that are essential for your purchase. This usually takes the form of a competitive scorecard containing a matrix with desired features on one axis and potential product solutions on the other.
It is important to understand the desired feature attributes are not only programming characteristics. There is extensive cost in operational maintenance and quality assurance in software development so these areas should also be represented. Some other areas that may be important depending on the organization are information systems, business intelligence (BI), security, data architecture, enterprise architecture (EA), governance, and regulatory guidelines. Each of these areas, and people represented in them, may become barriers to the chosen solution’s actual integration if not understood or involved in the process. Therefore it is best to understand how this disruptive evaluation impacts other areas.
Establish an initial competitive scorecard with product identified so far along with the desired features. Acme created their scorecard with 17 initial desired features with high-level definitions to be scored on 20 potential solutions across 3 product categories. 

If there are internally developed products in your organization that are being proposed they should compete on an equal playing field with vendors. An existing infrastructure component was currently being used at Acme that was added to the potential product solutions list to be researched along with all other products. Although vendor solutions have initial costs there are also costs to reusing internally developed solutions that are not easily apparent. These may include time needed to receive fixes for issue requests, backwards compatibility, versioning, ease of upgrade, and operational support for usage. There are also positive aspects of internally developed solutions such as being more aligned with organizational business processes, specific to organization’s understanding of domain, closer access to developers and code for support, and already managed operationally in other products.
The initial product list is not a comprehensive list of products to satisfy the desired results. As a team goes through the process of researching product capabilities they will learn more about the solution areas. This learning may lead to introducing more products to research. It is important to allow for learning at this stage since this research will produce a short list of vendor products to prototype later on. We want to make sure that the most appropriate solutions are represented in the product prototyping. Omission of a critical product may result in crippled results.
Just as with the product list, the feature list may change as more knowledge is gained through research of the solution areas. Whenever making modifications to the feature list it is important to keep those changes aligned with the initial business reasons and desired attributes.
[bookmark: _Toc113811109]Score Products Based on High Level Research
The team is now conducting high-level research of each product in terms of the desired features list. We will be finding essential information that should be cataloged and results is subsequently captured in the competitive scorecard. It is critical that the team has an initial agreement on managing artifacts associated with the research and how the scoring system will be defined and used.
An artifact, such as architectural descriptions, product feature lists, evaluation licenses and associated downloads, and code samples, should get captured in a knowledge-gathering tool. There are many options for capturing knowledge artifacts like wikis, knowledge management systems, and shared file systems. Your organization may already have a system used to capture digital knowledge so ask around. If not there are any number of open source and low cost solutions for knowledge management. Our team used SharePoint for capturing research and results that could be synced with Acme’s enterprise architecture and project management representatives.
Scoring can be conducted in many different ways. One way that most teams I have worked with score products is to rate each one from 0 to 5 on support for each desired feature. This will be subjective based on understanding of the team member doing research. There are a couple of ways to increase consistency across the team for scoring. A team can always have pairs of people researching a product. This will ensure that more than one person is making the subjective score therefore causing more conversation to occur before agreeing to the final score. In addition, teams may have regular meetings at which each team member or pair discusses their findings and reasons for scoring assessment. Other team members will ask questions to clarify reasoning creating consistency in subjectivity across the team. Team members can also challenge research based on their own background knowledge or research that may lead to further exploration of the product under question.
Along with capturing the score in the competitive scorecard it is good to note summary information about reasons for the score on each product and feature combination. This could be an initial phrase, sentence, or paragraph that accompanies the score. During cross-team meetings at which we are discussing our research results conversation results could be captured and alter or add to existing notes.

Calculating a total score across products and desired features may be done using one or many variations. Most teams use a weighted scoring system based on importance of desired feature. This scoring system can get as elaborate or be as simple as teams want. A simple scoring system that we have used is prioritizing desired features into 3 buckets: highest, medium, and lower. Work towards to similarly sized buckets of features so that the weighting isn’t just applied equally thus compromising the reason for prioritizing. Ask those prioritizing importance of desired features to move one-third into each bucket as a way to help this happen. The 17 initial desired features for Acme were weighted with 8 as higher priority, 5 medium, and 4 lower. This definition of the scorecard feature prioritization allowed the team to understand where more focus should be directed during the evaluation process.
Once we have a prioritization on the desired features we can execute the scoring system. An easy way to calculate the total score for a product is give each priority a weight compared to the others. We can then use the weight as a multiplier on the associated scores across products. These weights may be as easy as higher priority feature scores are multiplied by 3, medium by 2, and lower feature scores remain unchanged. Here is the basic arithmetic formula for each product:
(Scoring sum of all Highest Priority features) * 3 +
(Scoring sum of all Medium Priority features) * 2 +
(Scoring sum of all Lower Priority features) = Total Score
As the scoring process moves towards an end, clear winners, losers, and niche-players will emerge. As they emerge we will select the products that find their way into the top 20-30% for further evaluation. In preparation for next steps we can start contacting the vendors of these products to get their participation in prototypes to be developed following final scoring results. Vendors may need lead time from 2 weeks to 2 months to participate so don’t wait until all of the results are in.
[bookmark: _Toc113811110]Prototyping with Vendors
During product scoring the team must identify tools and procedures that can be communicated and validated with vendors to support the prototype process. In a request for evaluation we look for ways to prove the vendor software does what they say and that it actually meets our real world issue. Identifying the prototype tools and procedures allows the team to focus on the most critical features the organization desires. The vendors use these tools and procedures to craft their prototyping efforts with your specific needs and therefore they will scrutinize and help craft them to enable their delivery on desired results.
Depending upon the size of your company, existing relationships with vendors, and application domain there may be a cost associated with inviting vendors into the prototyping process. If your organization is large and the vendors see a potential for extensive sales opportunities they may wave any fees for bringing their people into the process. On the other hand, if your organization is small they may want you pay consulting and service fees plus travel and expenses. An organization’s perceived viewpoint on vendors and the length of time to make decisions may result in vendor trepidation. The request for evaluation process was developed to determine direction within a short period of time with the best information possible at the time of execution. Communicating this with vendors may help to overcome any past experiences with your organization. Some application domains do not have extensive product players and this lack of competition could cause vendors to ask for payment. If you have any questions about the fees asked for by vendors ask around to find out what other companies have paid for similar services.
There are few areas to focus on during the prototype process. Obviously we are attempting to validate a vendor’s actual capabilities to meet desired feature needs. In the process of doing this we will also be evaluating the product support quality and look for potential utility in other areas of our company when appropriate.
Product support can truly differentiate one solution from another in terms of its overall maintenance within your organization’s production operations. Poor support will result in unnecessary downtime, frustrated users, and higher total cost of ownership (TCO) due to more internal employees needed to maintain system continually. Positive product support experiences during the prototyping process may become a deciding factor in one product over another. Assess the vendor employees who come into your organization to prototype with your team members based on their honesty, willingness to ask for help from their own support staff, and knowledge of the product in practice. It is a good idea to also get ongoing support from the product vendor during your prototype portion of the evaluation. This will allow us to modify the existing prototypes of vendor products already worked on based upon new knowledge found in subsequent sessions.
During the prototyping the team’s focus will be on re-scoring each product based on actual code, configurations, ease of use, and product support for feature. Implementing important portions of an actual desired feature will result in many findings for your team and the vendor most probably. If your desired features are somewhat proprietary to your particular organization or domain then the vendor may be surprised by what their product does or does not do. Apply the same scoring systems used during the research portion of the evaluation.
It is important to manage all source code, configurations, and product instances in a source control management (SCM) system or in your knowledge-gathering tool. This allows the team to revisit these artifacts for modifications, further evaluation criteria testing, and capture important learning on product differentiation points. It is just as important that these implementations are not used to develop the production implementation on top of. The team working with vendors and on their own created prototypes without a strong understanding of how to effectively use and integrate the products. The code and configurations produced will be of poor design and quality. Please make these only available for information and do not allow the artifacts to be introduced into the actual implementation. If moving prototypes into production is a characteristic of your organization’s software development efforts then I might think about throwing all of the code out as soon as possible after the evaluation decision is made. In this case, capture important results including code snippets in documentation for use later by implementation teams.
During the prototyping always look for reasons why the evaluation process should not move forward. Failing fast saves money that can be redirected towards other more valuable efforts. Your team could find themselves evaluating the wrong products, products that do not meet their actual needs, and business reasons for not moving forward with a decision at this time. Throughout the request for evaluation it is good to verify that we are still working towards addressing a real issue that business finds strategically important enough to continue evaluation process.
As the scorecard is updated there may be up to 3 products that rise to the top. These products will be our input into the proof of concept portion of the evaluation process. It will be time to call each vendor and let them know if they have made it to the proof of concept and thank them for their participation thus far. During the prototype process we may have found other parts of our organization that can use some of the vendor products. It is good practice to discuss this with those parts of your organization that could benefit and let them know about your research and prototype results. Also, we can then get those departments in contact with the applicable vendors so they can evaluate the need.
[bookmark: _Toc113811111]Proof of Concept
So far we have researched the functionality of products that proceeded into the prototyping phase. Some of these products have risen to the top and are ready to be road tested. The proof of concept is intended to determine if the product works within a fair representation of your organization’s domain. This includes data center configuration, server platforms, representative data sets from production, and other technical aspects of an actual or proposed production operations environment.
To effectively plan this part of the evaluation process we must begin our planning with sufficient time to converge on rules of engagement for people, facilities, and provisioning of the proof of concept environment. We must consider if our technology evaluation should be conducted in our own environment or find an external environment that can suit our needs. In the Acme product evaluation process a test lab was configured to meet our environment needs and our team traveled to execute the proof of concept. I suggest that a team should look for configurable environments that are free or have a nominal fee based on usage. Cloud computing spaces can provision an environment to your specifications quickly and save server configurations. This will help maximize ease of use and reduce your overall execution costs.
It is imperative that the proof of concept can be easily installed and monitored in the test environment. In order to this we must get the vendors and the team involved in planning and rehearsing for execution. Our team had multiple sets of data that we decided to collect during the proof of concept execution that would allow us to evaluate and understand the behavior of each product in the environment. Vendors may ask for specific environment configurations and it is usually a good idea to consume their recommendations. Make sure to validate environment configurations make sense with your current production operations folks. There can be hidden costs for introducing a new platform that has not been installed and monitored in your current environment unless the production operations folks can understand how to enable this capability. 
Once you have done the appropriate amount of planning for the proof of concept event it is time to execute. It is now time to evaluate whether the products have met the objectives and goals sufficiently to move forward? If we are fortunate, results may show that multiple products meet our desired features. In this case we can choose which best met our needs and the vendor’s support could be a differentiating factor in the decision. The execution of the Acme proof of concept occurred over a 2-week period with multiple configurations for each product and multiple execution runs to ensure the team had adequate information to make an informed decision. In our case all 3 products were proven to meet our desired features.
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Disruptive technology evaluations are used when the looming cost of a solution or the lasting costs for a poorly implemented system component are too high. We may be looking at purchasing a pre-built solution or implementing an open source package. This pre-built solution will be integrated into our enterprise systems and will probably become a dependency for multiple customer solutions. The risk to our enterprise is great enough that conducting a disruptive evaluation for multiple potential product solutions is necessary.
Although companies and government agencies have used the Request for Proposal (RFP) [1] process for some time now it has been inadequate in many circumstances for procuring a solution that actually fits the original need. The responses to an RFP from vendors with specific capabilities could sway the original need into alignment with a crafty vendor’s direction. Suggestions on how not to be swayed by vendor rhetoric are prevalent in literature discussing how to conduct the RFP process effectively.
Request for Evaluation (RFE) is an alternative approach that forces vendors and customers to work together prior to the procurement process and prove the potential solutions will meet the original needs. The RFE process has specific steps that reduce uncertainty about solution capabilities and vendor support capabilities. An organization will use the RFE process when the cost of an enterprise impacting solution costs too much to not address the actual need.
[bookmark: _Toc113811113]References
Request for Proposal (RFP) – Wikipedia, http://en.wikipedia.org/wiki/RFP 
[bookmark: _Toc113811114]Part III
[bookmark: _Toc113811115]Managing Software Debt

[bookmark: _Toc113811116]Software Debt
Depreciation of Value for Software Assets
“What he needs is some way to pay back. Not some way to borrow more.” – Will Rogers

[bookmark: _Toc113811117]Where Does Software Debt Come From?
Many software developers have to deal with bad code at some point during their careers. Simple changes are turned into frustrating endeavors. This results in code that is hard to read and unnecessarily complex. Test scripts and requirements are lacking and discordant with the existing system. The build is cryptic, minimally sufficient, and difficult to successfully configure and execute. It is almost impossible to find the proper place to make a requested change without breaking unexpected portions of the application. The people who originally worked on the application are long gone. Management expects us to deliver predictable and frequent updates to the system but is continually disappointed with the team’s delivery.
How did the software get like this? It is almost certain the people who developed this application did not intend to create such a mess. Did they?
Software debt accumulates when focus remains on immediate completion while neglecting changeability of the system. The accumulation of debt does not impact software delivery immediately. At first it creates a sense of increased feature delivery with management, business stakeholders and the team. Business stakeholders respond well to the pace of delivered functionality. What they don’t understand is that this only represents an illusion of earlier returns on their investment.
Software debt creeps into systems slowly. This allows both the business and software delivery teams to live in the illusion of status quo far longer than they should. At some point previously small forms of decay in the system become large enough to affect our software delivery to the point that working harder and longer doesn’t result in success. These results are not because of any one entity’s or person’s fault. It usually involved many people with poor communication and insufficient software delivery practices to allow the decay to proliferate unmanaged over time. Each time we ignore the small but growing issues and accept that this neglect will not affect our outcomes we are being dishonest with the business and ultimately to ourselves.
Although the delivery teams complained about quality issues that hindered progress on feature delivery, it had not been taken seriously enough until it presented visible business challenges. Communication of software delivery issues that lead to future business challenges is not easy. The communication problem has been further exacerbated with the further separation of business and software delivery groups in modern companies. Business is challenged with the lack of transparency provided by software projects. They learn about critical problems too late in the software development release cycle to make appropriate changes to their plans.
Debt is made glaringly visible when the team works on stabilizing the software functionality late in the release cycle. Integration, testing, and bug fixing is unpredictable and does not get resolved adequately before the release. People involved in the project stay late working to get the release out the door. It is now too late to pay back the debt accrued during the feature development.
 The following sources constitute what I call software debt:
Technical Debt [1]: those activities that a team or team members chooses not to do now and will impede future development if left undone
Quality Debt: diminishing ability to verify functional and technical quality of entire system
Configuration Management Debt: integration and release management become more risky, complex, and error-prone
Design Debt: cost of adding average sized features is increasing to more than writing from scratch
Platform Experience Debt: availability and cost of people to work on system features are becoming limited
Upcoming chapters will provide details about each specific type of software debt. Before getting into these details I will describe what leads to software debt and how it affects our software delivery.
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Software debt is found during multiple facets of the software development process. The analogy of debt provides a way to understand potential ramifications to software assets and our business investments over time. The following effects of financial debt [2] relate well to software development:
Leverage assets
Individuals and companies leverage their existing assets to provide an indicator of their worthiness to take on debt from potential investors. While implementing a feature we can leverage existing investment in functionality to pay for most of the delivery of that feature.
In a past project, our team inherited had an existing feature that performed inadequately. A user of the system wanted to look up all of the scheduled events during a particular month in a reasonable amount of time. The database had over 14 million events to scour through to find those that occur during the chosen month. On top of looking up the event, data from two other tables were to be associated with each event and populated onto the page. A defect was logged about the excessive time this screen took to load. At the time we started working on the defect associated with this feature, the screen load time took anywhere from 25 seconds to 1 minute and 40 seconds.
The customer’s data architecture team wanted all data access to use stored procedures they developed. This policy had been created because there were multiple applications accessing the same data. Changes to the underlying data structure were minimized and data access was heavily regulated to keep control of their data assets. This team spent 3 months analyzing and experimenting but was unable to decrease the response time for the screen.
The analysis showed that the performance issues resulted from neglecting to make necessary changes to the data model over the past 10 years. These necessary changes had been known to the data architecture team for most of these years but were not a priority to fix. Instead, the team leveraged the existing data model to its limits and ultimately incurred a debt that continued to grow over time.
Excessive debt accumulation
Excessive debt can exacerbate unforeseen situations in the economy leading to problems such as inflation, deflation, and depression. Debt in software can lead to similar dire consequences for an organization if left unattended for too long. Depending upon our dependence on a particular software investment, it may mean the end of our company. Other companies will just lose their investment in the software before delivery or customers will stop using the software because it no longer meets their needs.
The performance problem found in the feature for viewing scheduled events on a particular month showed an excessive amount of debt accumulation. Changes to the current data model would result in significant costs associated in all applications developed against it. Just as in leveraging an existing asset to take on debt, the more debt a system asset incurs the more risk attributed to the owner.
Perception
Debt affects the perception of a person or institution’s worthiness for investment through a credit rating. Software that portrays a perception of too much debt will gain a reputation for being less worthwhile to use regularly, invest time enhancing and is susceptible to competitive software products. For an internal IT application, this will result in an adversarial relationship between departments or end users and IT. For product companies, this will result in losing customers and ultimately a dead product offering.
A team that I was working with inherited a field support application written in Cold Fusion. Data access was controlled through stored procedures to the Oracle database instance. When the customer came to our company asking if we could deliver updates to this system they described their situation with the past development team. They had worked with this other company for 5 years to develop the system. In recent years, the amount of features the company could deliver for the amount they were charging was decreasing significantly.
After assessing the current state of the code, we understood the reason for this decreased throughput. Duplicate code, weak algorithms, novice stored procedure development, and poor design techniques had taken their toll. The perception of that company from the customer’s perspective was that they no longer wanted to work on the software and were overcharging for features.
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Figure 3.3
Represents number of features delivered per release as the software product ages.
Creating software debt is a slippery slope. Organizations leverage their existing software assets to meet plans made with little knowledge of the software delivery details. As project teams implement more and more features with software debt, the debt accumulates to an excessive amount in each module. Over time, users, project team members, and business stakeholders can no longer ignore the software debt. The perception of the software degrades and further investment is questioned.
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Lets look at a fictional software system, location of debt in that system, and how new features are implemented into the system over time.
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Figure 3.4
Shows a relatively new system with little debt accrued.
In figure 3.4, we see a system that has some software debt but not enough to prolong implementation of upcoming features significantly. Two functional areas have no debt across their internal components. Only one functional area has accrued software debt over all components developed so far.
A team working on this software discusses fixing bugs in conjunction with feature development. Business owners are pushing for approximately the same amount of features to be developed as delivered by this team in the past. Due to this pressure, the team implements new features expected by the business owners while attempting to fix bugs, as well. This attempt to stuff more work, features and bugs, into the same amount of time leads to software debt accruing faster than it can be removed.
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Figure 3.5
An aging software system slowly incurs significant debt in multiple functional areas.
As a system ages, small increments of software debt are allowed to stay in the system so the team can supposedly sustain their velocity of implementing features into the system. Everyone involved in the project knows there are bugs but they are lower in priority and severity so they are ignored for now. Figure 3.5 shows a system that has incurred software debt across all functional areas and components. In five functional areas, the debt is significant enough that it will affect implementation of new features. No functional areas have avoided accrual of software debt by this time.
Business owners are starting to see small slow downs in delivery. The development team notices this slow down too. The team asks to get more “resources” to deliver features at the same rate as in the past. This will increase the costs of delivery without any increase in value delivered. This means the return on investment (ROI) is affected negatively and business attempts to minimize this by not adding as many “resources” as the team asks for, maybe even none at all.
Even if the business owners were willing to cover the cost of additional “resources” asked for it would only reduce the rate of debt accrual and not overall software debt. Feature development has created additional code that surrounds the existing software debt in each functional and component area. This adds to the overall cost of existing software debt removal. This means software debt has a non-linear increased cost to fix as it ages. The more software debt persists in the system, the more difficult it is to address.
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Figure 3.6
An older system has accrued significant debt in all functional areas and components.
Software debt in the system continued to accrue over time as shown in figure 3.6. Implementation of new features is affected significantly at this point. Business owners may be starting to minimize feature development and putting the system into “maintenance” mode. These types of systems usually stay in use until business users complain that it slows their processes down noticeably. At this point, perception of the software has degraded significantly and project stakeholders are looking for ways to salvage or replace it.
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As software debt increases the value of new feature development on the system does not offset the costs. The value attained with new feature development on the software has depreciated and the cost to maintain the system has increased over time. These systems become liabilities on the organization that owns them. Organizations deal with these liabilities by decommissioning, upgrading, wrapping, or replacing the system. The following issues are results of not realizing or outright ignoring the increased costs of a software asset:
Like-to-like migrations
Limited expertise available
Expensive release stabilization phases
Increased cost of regression testing
Higher costs to maintain software
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When software accrues too much debt, ideas on how to continue obtaining value from the software diminish. The software becomes difficult to support and costs too much to work on. Some of these systems are still important to the business but scope of essential changes to meet new business needs outrun the ability to change the system. When a system starts showing these characteristics, teams and management start to discuss replacing it for a better and newer solution. This is sometimes called like-to-like migration, rewrite, system replacement, “next gen” or just a mess we got to deal with someday. Whatever you call it the cost of such an endeavor is steep and there are many misconceptions about how complicated it will be to deliver.
While consulting with teams and organizations taking on a like-to-like migrations I have heard:
“It will be easy since we worked on the original version” - This argument is usually not true since we are crippled from the start due to multiple factors. Once we tell business owners about the like-to-like migration they will describe all the changes they would like to see in the new version. Now it is no longer the same application being developed. The market, whether internal departments or external customers, has changed since the previous version of the software was developed. From a technical point of view, we are usually developing on a new platform, which comes with its own complications. Although we understand the domain we will be fighting with new technology, tools, and processes which always has unexpected costs in time for learning.
“We need to update our technology” – Technology evolves quickly and there is considerable pressure to keep current. The problem with updating just to upgrade the technology is that significant portions of the effort are not enhancing the value of the software. In addition to the cost in effort there tends to be less knowledgeable and experienced people to support the design, implementation, and maintenance of the upgraded software.
“We don’t have any other options” - The past decade tools and processes have become easy to find, learn, and use. This has moved our industry forward quickly. Although most of these tools and processes existed for some time, they have been packaged for mass consumption by project teams. Refactoring and test automation are two particularly interesting examples that give teams alternatives to like-to-like migrations. Refactoring [3], changing the internal structure of the code without modifying its external behavior, can be used to make step-by-step improvements to a system. Test automation supports system improvement by giving you a safety net to check modifications more quickly for their unexpected effects.
Like-to-like migrations always take longer than expected and therefore are surprisingly costly. Also, customers usually become frustrated with the amount of time taken to develop the updated version of the application. If like-to-like migrations are happening with any frequency this is an indicator of systemic problems in the software delivery process.
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The skills or amount of people left with experience working on a particular software solution could be an indicator of software liabilities. Companies and government agencies with extremely legacy software, any software more than 20 years old, have these liabilities managed in their production environments. Unfortunately, many of these organizations also have a limited supply of experts able to work on these legacy systems. It is not uncommon in my experience to have one person who has been the only person developing on a system for the past 15 or more years. A software system that represents this type of liability is like a balloon that is ready to pop.
The software artifacts developed by one person for this many years tends to have more complicated system interactions. This happens because the person working on the software understands the domain and platform thoroughly and makes assumptions about maintainability options.
Another problem is this person working on the software could be close to retirement. This is the ultimate risk in a knowledge industry such as software. In most software applications the loss of an individual’s knowledge is easily mitigated with a small amount of investment because their portion is usually focused on a particular portion of the system. In these extreme legacy systems, the loss of an essential person could cause development to stop on critical systems of your architecture.
Platform specialization can also lead to limited expertise available as time goes on. Adding solutions into your architecture that necessitate specialists to make appropriate changes for it to be used increases the total cost of ownership for the entire application. On top of the application maintenance, there is a need for specialized help to support a single platform within your architecture.
It is common for projects to hire a group of specialists to implement, configure, and alter a solution based on needs of their customers. The customers do not realize that there will be continued maintenance needed for the specialized platform. Hiring a specialist comes with a higher price tag than other project employees. This leads the customer to hire only one person to maintain the solution. Now the customer has a single point of failure in their application but the cost of migrating from this solution is too much to take on. At some point in the future, the cost to maintain this solution will not be easy to ignore anymore and it will have to be replaced.
Limited expertise found in isolated software maintainers and platform specialists will add costs to application maintenance. If there is excessive software isolation and platform specialization in an organization, this is an indicator of optimizing locally without understanding the effects of those optimizations on maintenance of the whole architecture. Total cost of ownership for applications with limited expertise available continues to rise as times goes by. Isolating development for particular parts of an application for an extended period of time will increase risk to future maintainability. Operating costs will rise with excessive use of platform specialists because demand for their skills will be high.
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Integration of components and functionality into a releasable package is a critical activity in software development life cycle. The longer we wait to integrate the more difficulties that arise creating a stabilized version of the application for release. Problems emerge during the integration such as duplicate code, merge conflicts, incompatible interfaces, and misaligned feature interpretations. These problems result in defect logging and innumerable package revisions towards a release candidate. Even if you could argue that the cost is equivalent with shorter integration cycles, the stabilization period to integrate and verify the deliverable is at least more unpredictable than an iterative and incremental approach.
As software systems get larger integration strategies can become increasingly complex. This is witnessed in risk-based testing techniques. Risk-based testing is used because running the full regression test takes too long. Another strategy employed for testing is to simply restrict it to a fixed duration. This results in testers not having enough time to verify the software adequately.
Configuration management also gets increasing complex. Source control involves complicated branching strategies that must be untangled by release and configuration management groups with representatives from outside the project teams. Additionally the build may involve multiple manual processes and component variations to produce a valid deployable package. Once an environment is deemed ready for verification to commence, it takes an extended period of time to execute a full test cycle. There is risk that the build pushed to the environment seems to work enough at face value for those deploying it only to find out that most test cases were unable to be executed against it. 
It has been my experience that the ineffective drive towards a “code complete” date on many software projects has been the predominate cause of these emergent integration issues. Identifying a code complete date in our plans that is appropriate and attainable is not only difficult but I would say completely impossible unless the project is extremely simple. In early milestones and releases, the code complete date seems to be close because the amount of software asset depreciation is still low enough for the system under development. As the system grows the liabilities increase and so to does the ineffectiveness of the code complete date. Teams start pushing the code complete date out or just ignoring it to get something to test. Testing of these early builds result in plenty of critical issues resulting in failure to execute a full test run.
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Figure 3.7
Example project with stabilization period growing in percentage of effort to produce a release compared against feature development.
An implication of increasingly longer stabilization periods is decreased capability to deliver consistent value per release for your business stakeholders. The software accrues debt at an accelerated rate because decreased feature delivery and compressed timelines culminates in removal of “non-critical” processes such as full test verification, automation, documentation, and fixing of perceived lower quality bugs.
You may have been part of a bug triage meeting in the past that had a conversation similar to this in the past:
Tester: “Now lets talk about the error that occurs in certain configurations of the software.”
Customer: “Do you think that priority 1 bug is really priority 1?”
Project Manager: “No, we have a workaround for that particular bug. We can lower the severity to level 3 for now. We will fix this after the release.”
 This conversation usually occurs on a project that is behind schedule and near the end of the release cycle. Quality decisions are being made based on the plan rather than actual severity of the issue being described. It is not uncommon for organizations to have quality gates that dictate software is not ready for production if there are bugs in identified in certain severity levels not addressed. In our haste to satisfy the customer with a delivery aligned with the plan we may cut quality and leave our customer with higher costs in the maintenance of their software into the future.
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Automation of builds and testing has shown itself to be an important aspect of software development in recent years. With sufficient build and test automation, a project team is able to execute a full regression test run in substantially less time compared to fully manual execution. Aging software applications, because of the amount of functionality they contain, take longer to run a full regression test cycle than newer ones. Full regression testing is more costly when software applications get older and are usually cut off before they are finished. The race to get software into production leaves us with more software debt that must be paid later at a higher cost because the debt has now made its way to production.
As depicted in figure 1.4, there is a return on investment (ROI) for test automation and continuous integration for software systems. Depending upon the complexity, age, size, and platform of a system the time necessary to realize a return on investment for automation may be different. Over time the execution of manual regression test suites takes longer and slows down delivery of the software system updates. This slow down may result in inadequate testing techniques such as risk-based or fixed time approaches. This causes a vicious circle with future development that leads to accelerated accumulation of software debt in the system that the team must deal with.
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Figure 3.8
Average cost per similar sized feature per week as software systems age and increase in size.
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The scarceness of a particular platform that a team is developing software on can become a liability. There is currently a vast supply of COBOL systems maintained by IT organizations [4]. The number of students studying COBOL development in school has decreased to almost becoming irrelevant in the United States. Salaries for a COBOL developer have increased with the resulting growth in demand for this declining competency. Offshore outsource development firms have noticed this imminent problem in the U.S. and there is an increase of COBOL [5] programming education to meet this imminent need. The pay for offshore programmers to work on these systems is less than comparable U.S. programmers for similar skills. The use of offshore developers will prolong the amount of time U.S. organizations have to address the depreciation of their software assets and the inevitability for costs to rise for people, onshore or offshore, with particular software development competencies that require their skills.
Declining use of particular platforms is not the only source of higher maintenance costs. During early iterations of our teams work on an inherited Cold Fusion application development project, our team considered the cost for a developer on the maintenance going forward. Cold Fusion application developers are becoming increasingly rare and the cost per developer is higher than equivalent Java developers. Maintenance costs are an important factor in software architecture decisions since they can affect our customers with unexpected costs in the future.
While discussing these potential future costs with our customer we suggested a slow migration from Cold Fusion to a more predominant and less costly to maintain Java web application platform. Fortunately, we had knowledge about Cold Fusion deployment onto standard J2EE servlet execution platforms. While migrating we could keep functionality intact across Cold Fusion and the new predominant open source Java web application components. This would reduce our client’s costs for migrating to a less costly platform while continuing to deliver valuable features for their users.
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A colleague and I were invited into an organization to deliver software quality techniques and process training. The training was going well but it seemed that their software delivery teams had already implemented many of the ideas. Not to say the training was not valuable for them but it appeared that much of the value was just to tweak their existing practices.
Halfway into the second day of the two-day course I finally asked, “What issues are you having that made you think your software quality practices needed to be enhanced?” This was not the first time I had asked the people who invited me this question but I was surprised to hear a different answer than was previously communicated to me.
One of the software developers gave a quick high-level summary of the problems that lead to this course. The company’s product was an application that was over fifteen years old. About one year prior, the company made a release plan for ten features to be delivered in the next six months. After six months, only six of the original ten features were delivered. The company then planned to implement six features during the next six months. To their dismay, they were only able to deliver one of the six original planned features. Within one year their velocity of delivery had went down to about 90%. They were stumped by these results and figured they must be doing something wrong.
[image: Planned-vs-Actual-FeatDelivered-area]
Figure 3.9
Company’s actual delivery results for features planned over a two-year period.
This was such a big issue that business people in the company were also participating in this course. One of the business representatives added “there is no way this product can survive if we can only implement one feature every six months. Our existing and potential customers will not trust us to keep up with their evolving business needs. That is why we have asked you to teach us better software quality practices. We want to implement significantly more features during the next six months.”
Initially, I must admit that I was overwhelmed by the situation this company was in. The expectations of the business and software delivery people in this room for our training course were obviously unrealistic.
This was the company’s flagship product. It represented 95 percent of their annual revenue. It had been actively developed over the past 15 years. About 70 percent of the product was written in C by the group’s estimation. Over the past few years there had been a shift to object-oriented C++ code. Team members began to describe their difficulties working in this legacy code.
The application had accrued software debt over its 15 years in existence and the debt was now too large to work around. I wondered if the debt had accrued to a point where the company would not be able to save their product from falling into oblivion over the next few years. No matter, it was not my job to judge. We was there to figure out what they could do next to start combating the decay exhibited by this software product.
The discussion that followed provided indicators that had been seen by those on the software delivery teams, management, and business representatives. During the past five years, the software delivery teams had complained about global variables used as miscellaneous buffers throughout the code. These global variables were used to move data between components of the application but were not designated to hold any specific type of data. Therefore, delivery team members were careful when dealing with code using or modifying these global variables.
Management had heard about this issue along with other less threatening software quality issues. Attempts were made to make these issues heard but the expectations of their business unit regarding new features overtook any potential action on these issues. The business people did not see any indications in previous product releases therefore they did not believe the issues were severe enough to take action on. What they did not realize was that many people on the software delivery teams were going above and beyond to not let the product releases fail and this extra effort had no longer could overcome the software debt which had accrued.
If development teams and organizations are going to manage software debt, they must strike a balance of feature delivery for business gain and sustainable software for the long haul. Doing whatever the business wants and dealing with the consequences of this decision by working additional hours so that the software delivery does not fail will not continue to work. As professionals we must find ways to manage software debt effectively while delivering additional business value. Business expectations will never lessen but they can be prioritized.
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Teams who lose focus on any of these areas are risking increased maintenance costs. System decay, a result of not managing software debt effectively, will eventually lead to software asset depreciation ultimately leaving a liability for the business to contend with.
Upcoming chapters will go into more detail about managing technical, quality, configuration management, design, and platform experience debt. These chapters will also provide principles, practices, and tools teams and organizations can use to manage their software debt more effectively.
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Reducing Internal Quality for Short-term Gain
“Technical Debt includes those internal things that you choose not to do now, but which will impede future development if left undone. This includes deferred refactoring.
Technical Debt doesn't include deferred functionality, except possibly in edge cases where delivered functionality is "good enough" for the customer, but doesn't satisfy some standard (e.g., a UI element that isn't fully compliant with some UI standard).”
- Ward Cunningham [1]
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Technical debt emerged from an online discussion that took place on the C2, also known as Cunningham & Cunningham Inc., wiki regarding the “First Law of Programming”. The ideas expressed on that wiki page regarding quality and software development throughput is enlightening. The first sentence professes:
“Lowering quality lengthens development time.”
The revisions of and responses to this sentence provided further clarity. There was also plenty of discussion on whether “quality” or “integrity” is the focal point and if the word “law” is appropriate. This kind of discussion is just up my alley but I am going to focus on one particular point in the online conversation where it links to the “Technical Debt” page. Somebody wrote the following sentences which seems to be the point where clarity truly emerge:
“Lowering quality lengthens development time in the long run, but can shorten development time in the short run if you're starting from a good place. It's a trick that you get to pull once, or maybe twice, before [Technical Debt] builds to the point of slowing down development. I've been part of pulling this trick a couple of times, when "making the numbers this quarter" at a startup had particularly high stakes.”
It is important to understand that project teams can put in technical debt a couple of times before it slows down development. It means that short-term technical debt can be used as a tool. It has been my experience that project teams lower quality for long portions of time and this has dire consequences for sustainability of the software.
Diana Larsen points out…
I sent out the following tweet on Twitter:
re-reading – First Law of Programming discussion - http://tinyurl.com/5cd94b
Diana Larsen sent the following reply:
“Hacking it out takes longer." What a wonderful phrase to practice.
In reading this multiple times, that phrase had not caught my eye. After Diana pointed to it, this phrase sticks out like a sore thumb. Thanks, Diana.
From this online discussion came an important corollary. The term “debt” has become a common metaphor to describe how deferring quality in software leads to slower delivery of changes to that software in the future. Technical debt focuses on the internal quality of our software. It does not include deferred functionality when the current functionality is satisfactory for the customer.
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Martin Fowler makes an important point about technical debt in software. [2] Since we are unable to measure productivity, then it is impossible to measure the loss in productivity from taking on technical debt. Because technical debt cannot be measured, business stakeholders and management easily ignore it. If a project team anecdotally understands that cutting corners too many times will lead to costly software maintenance they will have difficulty putting it into quantifiable terms that stakeholders and management can understand.
Fortunately, I have had fairly consistent success describing technical debt to business stakeholders and management for some time now. Whether or not their actions changed to more effectively manage technical debt, the metaphor of “debt” at least made them aware and created a common language to discuss with project teams.
Steve McConnell provided his take on technical debt in an online article. Following is his technical debt taxonomy as described in his article on the subject [3]:
“Here's a summary of the kinds of technical debt:
Non Debt
   Feature backlog, deferred features, cut features, etc. Not all incomplete work is debt. These aren't debt, because they don't require interest payments.
Debt
   I. Debt incurred unintentionally due to low quality work
   II. Debt incurred intentionally
      II.A. Short-term debt, usually incurred reactively, for tactical reasons
         II.A.1. Individually identifiable shortcuts (like a car loan)
         II.A.2. Numerous tiny shortcuts (like credit card debt)
      II.B. Long-term debt, usually incurred proactively, for strategic reasons”
Notice that he points out that lack of completeness does not constitute debt. This is similar to how Ward Cunningham originally defined technical debt. Adding more features to software that has structural integrity will always be faster than working with code that is difficult to read and whose complexity hinders average changes.
Steve also makes a distinction between intentional and unintentional creation of debt. If you lack the experience to identify when you are putting technical debt into the software then it will be difficult to avoid putting debt into the software as the project progresses. One way that customers can manage the debt in their software is to add people to projects with relevant experience and competency. Most teams are not going to be made up entirely of domain experts. Finding the proper mix of experience and domain knowledge to establish ample delivery of software that is also maintainable can make an enormous difference.
Project teams, in collaboration with their customer, may decide to take on technical debt for a short period of time as a way to accelerate towards a near-term goal. A typical situation where this happens is in a “startup” company that is pushing fast towards their first release. To meet an aggressive date, the project team, in conjunction with business colleagues, will take on technical debt. Coming from Seattle, we have our share of startups that use this strategically. Problems occur when technical debt is taken on beyond the first release. Pressure to put out a second release stops project teams from removing an adequate amount of the first release’s technical debt. Depending upon the company and their product, this technical debt can make an impact on future releases and could cause a perception of their software as defective.
Talking about technical debt with your project team, business stakeholders, and management will heighten awareness of your software’s health. As more technical debt is identified, it is important to make continual effort to pay off the debt. If technical debt is not managed effectively, the cost of maintaining software will increase at a rate that will eventually outrun the value it delivers to its customers.
[bookmark: _Toc113811132]Definition of Technical Debt
First of all, I believe that Ward Cunningham’s clarification on technical debt is the definition used most often. Here it is again if you missed it at the start of this chapter:
“Technical Debt includes those internal things that you choose not to do now, but which will impede future development if left undone. This includes deferred refactoring.
Technical Debt doesn't include deferred functionality, except possibly in edge cases where delivered functionality is "good enough" for the customer, but doesn't satisfy some standard (e.g., a UI element that isn't fully compliant with some UI standard).”
Although I could just leave this definition as is, I think it is important that I put technical debt into context for this book. In my definition of architecture, I pointed out three levels of architecture: enterprise, application, and component. Technical debt is focused on components and how they interact within an application. The following definition is my interpretation of the online discussions and clarifications that ensued:
Technical debt is the decay of component and inter-component behavior when the application functionality meets a minimum standard of satisfaction for the customer.
Therefore, in this chapter we will focus on managing debt for code inside components of an application and interactions between components.
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There are some well-known patterns in software development that lead directly to increased technical debt. If project teams are able to reduce or eliminate these patterns of work, there will be greater potential to deliver software with less technical debt. I can look back at projects I was affiliated with or consulted on and the reduction or removal of the following patterns of work has always resulted in better software delivery.
Schedule pressure
Duplication
Get it “right” the first time
Each of these are the outcome of poor planning and ignoring the reality of past software delivery efforts. The next few sections will go into more detail about how these patterns add to the technical debt project teams deliver.
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When project teams are held to a commitment that is unreasonable they are bound to cut corners in order to meet the expectations of management. There are many situations that can cause a commitment to become unreasonable.
Scope creep – additional features are asked for that were not originally accounted for in the project release plan
Estimated by third party – either a technical lead or architect makes initial estimate to deliver on project scope and then a team is held to those estimates
Change in team makeup – adding, removing, or exchanging members of the team after a release plan has been put together
Artifact of estimation process – estimation is a guess, an educated guess at best, and therefore making exact commitments based upon them is problematic
Integration problems – when integration happens late in the release cycle there are usually surprising issues found that must be addressed and stabilized within an already inadequate amount of time to stabilize the software
Schedules are put together based on numerous assumptions, all of which are incorrect. It is impossible to know what is going to happen in the future. It is also impossible to fully comprehend a complex system like software before it is built. Therefore, plans are tools to help guide us towards our goals. This has been mentioned throughout history in many variations including:
“No battle plan survives contact with the enemy.” - 19th century German military strategist, Field Marshall Helmuth von Moltke
Plans are bound to change once they are put into execution. We learn how our plans are flawed as we go but the problem is that plans are not restructured to reflect these flaws.
Cutting corners is a natural reaction from development teams when schedule pressure becomes apparent. Our inclination is to hurry up and just get it done. You may have heard these phrases used often when a team is under schedule pressure. The hurry up and just get it done mentality will push development teams to focus on the fastest way to add code that will make the functionality work. This will be faster initially but it will lead to increased technical debt as described earlier in this chapter. It will not take long for further changes to be slowed by extensive debugging and inconspicuous defects. Schedule pressure leads to cutting corners, growing technical debt, and slower delivery of valuable features.
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There are many reasons that duplication of code occurs in software development.
Lack of experience on the part of a team member
Copy-and-paste programming
Uniformity to poor design of existing software
Difficulty identifying opportunities for reuse as the codebase grows
Duplication is impossible to avoid completely but there are tools that can help to identify it. There are many algorithms, and tools that implement those algorithms or constitute close variants, for finding duplicate code in most popular modern languages. Later in this chapter is a section on static code analysis that will go more in detail about how these tools can be used to provide early detection of technical debt including duplication of code. Executing static code analysis tools to find duplicate code will provide essential information but it is up to the project team to take action on it.
The following team and organizational practices help to counteract duplication of code:
Pair programming – The act of working with others, no matter their background and experience, will continually spread knowledge therefore simultaneously improving the competencies of each team member. Pair programming is not as easy as just putting two team members at the same workstation and telling them to work together. The increased interaction among team members using pair programming could lead to problematic conflict. It is important to support team members in their use of pair programming through teaching and mentorship.
Copy-and-paste “Spidey-sense” [4] – Every time you think about copying and pasting a large section of code from one part of your codebase to another, DON’T! There is a reason why the other code looks like it solves your current need. Refactor the code by moving the reusable code to a common location or making it easily accessible. I have also found that copying code from another codebase or from a web browser is a potential pitfall since assumptions about direction of invocation and necessary parameters could be quite different from your actual needs. It could be best to just remove “Copy” from the “Edit” menu in your IDE but getting that copy-and-paste “Spidey-sense” is probably enough.
Continually evolve the software design – While coaching at a large medical systems company I was told that experienced developers were ordered not to use most GoF [5] design patterns because they were too complicated for some of the more novice developers to comprehend. Instead, nested conditionals and structural programming techniques were used causing the software to grow beyond 5 millions lines of code. Find ways to continually introduce better design elements and refactor existing code to implement them for the software’s evolutionary benefit.
A team that becomes aware of the potential for duplication and take steps to identify it early will produce code with more flexibility in design and opportunities for reuse. Code used in multiple locations in the software can be changed for new business needs quickly and propagate that change to all its users with no additional effort.
[bookmark: _Toc113811136]Get it “Right” the First Time
Getting it “right” the first time is antithetical to duplication. Because duplication in all of its incarnations is thought of as a negligent programming style, getting it “right” attempts to counteract this style with overabundant planning and design. This has been a problematic ideal that creates overly complex solutions with additional unused functionality that must also be maintained into the future. The road towards designing the perfect solution is a destructive endeavor and is elusive to even the most capable software craftsman.
We must admit to ourselves that software is complex even in its basic form. Taking a user’s need and turning that into software that a computer is able to execute, is maintainable, and is perceived as a valuable solution to the user is daunting. To work with other people in the delivery of that software further complicates this undertaking. Why would we want to believe that it is possible to get the software “right” the first time given these challenges?
First of all, there is pressure to manufacture software solutions to meet operational demands quickly. The belief of those in non-technical positions that software is a “cookie-cutter” activity similar to manufacturing widgets causes assumptions about how reasonable exact plans and expectations are. There is also a false belief that needs of business do not change for extended periods of time by technical folks. Speculation based on these beliefs from both technical and non-technical people results in rationalizing the belief we have in getting the software “right” the first time.
I am sure that someone will read this section and believe they have a counter example of how one time they were “right” the first time. I will even admit that I can think of a time that I was involved in designing the technology for a solution “right” in initial plans. It has been my experience that this is the exception rather than the norm.
As I have worked with more and more Agile teams it has occurred to me that…
We get it right the third time
By realizing that this is closer to truth than getting it right the first time I develop software that is easier to change. If I know that what I am initially developing will change at least two more times then it is important that it is malleable. Effective use of scaffolding to support change such as automated unit and regression tests are essential. Identifying the emergence of design patterns and simplifications that will enhance the structure through refactoring is essential. Ultimately, sustaining the software’s internal quality leads to more sustainable software overall.
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Code found in the wild comes in many different levels of quality. Depending on the value a piece of software generates, the level of quality necessary is a ratio of internal quality compared to its perceived value. One could point to many open source and commercial software where their internal quality could be described as suspect yet there is a large following of users for the software because the value it provides compensates for all the internal quality issues. Most software does not provide enough value to compensate for its internal quality issues, though. That means most software must attain a higher internal quality bar than those rare exceptional software packages. To achieve this minimum bar, project teams must use disciplined approaches to sustain that higher internal quality.
Although there are many approaches to sustaining internal quality in the different Agile software development methods, there are principles that all of these methods focus on. These are:
Sustainable Pace
Early identification
Close collaboration
Refactoring
Small batches of work
[bookmark: _Toc113811138]Sustainable Pace
In the twelve principles behind the Agile Manifesto, there is a single principle that discusses sustainable pace directly:
“Agile processes promote sustainable development. The sponsors, developers, and users should be able to maintain a constant pace indefinitely.”
Sustainable pace is sometimes misinterpreted as meaning don’t work overtime ever or an excuse to leave early for personal sustainability. This is not acceptable and I would never profess that nobody should ever work overtime. There are situations where this is the best alternative.
This is not the purpose of this principle. The purpose, in my mind, is to make teams aware of the ill effects of taking on too much work continually and reducing future delivery of valuable software by creating technical debt. Although I will not tell organizations that nobody should have to work overtime, I will assert that continuous overtime expectations are problematic and detrimental to software delivery.
Software organizations, and the industry as a whole, have difficulty measuring the value that software will or currently does provide. Our inability to measure software value forces us to measure different aspects of the software delivery process. How accurate are our estimates for constructing the software? How accurate were our release schedule predictions? How close to our budget targets is our project? Are we getting all the features in the release deliverables?
If we were able to measure value of software delivered, projects would show that continuous pressure to work overtime would increase value delivered for only a short period of time but reduce it over the long term.
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Figure 7.1
If a team is pressured to accelerate their software delivery for an extended period of time, their ability to deliver valuable software over time will decrease. The cost to deliver the same amount of value increases because the team has taken on technical debt to meet the schedule pressure expectations.
It is important that business and technical stakeholders in a project understand the effects of schedule pressure over time. Teams are able to accelerate feature delivery for a short period of time, days or weeks, but continual pressure, for example a month or more, to deliver at these rates will result in substantial technical debt. Even when a team accelerates for short period of time to meet a date, such as for showing alpha software at a conference, the team must follow up this time of acceleration with clean up activities. There is a cost to putting schedule pressure on a team and the overall cost will be more than if the team was to work at a sustainable, but effective, pace.
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Internal quality issues are introduced in small doses. Each dose is technical debt that enables entropy to set in more deeply into the software. It is not easy to identify these internal quality issues early because each issue is small and seemingly harmless. Because it takes time to identify the internal quality threat, the team continues to deliver on top of the internal quality problems and this intensifies their effects on future delivery.
While in a workshop that was setup to more clearly define technical debt in Grand Rapids, MI, Chet Hendrickson, co-author of the book Extreme Programming Installed, stated that in order to minimize technical debt effectively we must:
“Lower the threshold of pain” [6]
Chet’s example of this was doing your taxes. You could incrementally update your taxes two hours each month. Instead many people wait until 2 weeks prior to get their tax forms completed because the potential headache of tax evasion is strong enough that it crosses a threshold.
Agile teams and organizations should find ways to identify internal quality problems early. Whenever a problem arises, a question similar to the following should be asked:
“How could this problem have been identified earlier?”
There is a plethora of free, open source, and commercial tools that help identify internal quality issues early. A few major categories of tools commonly used by teams today are:
Unit test frameworks
Static code analysis
Continuous integration
These tools help teams find out when their software artifacts are further decaying during development and integration activities.
Unit Test Frameworks
Unit tests are focused specifications of how a small facet of the software internals should behave. If a unit test fails, a team should be able to find the software artifact(s) that did not conform to current unit test specifications. Unit tests are usually automated in the programming language of the software implementation code.
Frameworks have been developed to help construct unit tests quicker and more consistently. One category of unit test frameworks is referred to as xUnit. These frameworks follow the xUnit naming convention, where the letter ‘x’ is overwritten, which started with SUnit developed for the Smalltalk platform by Kent Beck. [7] Subsequent unit test frameworks were developed with similar design principles for many programming languages. Kent Beck’s original paper on “Simple Smalltalk Testing: With Patterns” [8] provided the philosophy and constructs for effective unit testing.
The philosophy of xUnit frameworks is that programmers write their own unit tests in code to check assumptions of self-contained units within the software. In writing these unit tests, programmers will check for expected results and if the unit does not behave consistent with these it expresses a failure. An unexpected condition that occurs in the testing of a unit is expressed as an error rather than a failure. Each unit test will set up just enough test data to support it’s expected results.
The constructs of unit testing are defined in Kent’s paper using the following table:
Table 7.1
A simple pattern system for writing [unit] tests as expressed by Kent Beck with an additional column to relate patterns with test framework code constructs.
	Pattern
	Purpose
	Code Construct

	Fixture
	Create a common test fixture
	container of test cases for a specific unit of software

	Test Case
	Create the stimulus for a test case
	function identified to test expected behavior

	Check
	Check the response for a test case
	assertions of state in unit of software

	Test Suite
	Aggregate test cases
	execute a list of test fixtures together in a single run



An example of these patterns in action can be seen in the following JUnit, a Java xUnit library also created by Kent Beck, code sample:
public class SyncServiceUnitTest {
	private SyncService syncService = new SyncService();

	@Test
	public void chooseLocalSyncDirectory() throws Exception {
		String userHomeDir = System.getProperty("user.dir");
		this.syncService.chooseLocalDirectory(homeDir);
	}

	@Test (expected = java.io.FileNotFoundException.class)
	public void failWhenChoosingInvalidSyncDir() throws Exception {
this.syncService.chooseLocalDirectory("/jdflkjlasjfljasd");
	}
}
This code sample incorporates the first three patterns for unit tests: fixture, test case, and check. In the JUnit code sample, the class SyncServiceUnitTest is the name given to the test fixture. As the name points out, this test fixture has been created to unit test the SyncService class. There are two test cases identified in this test fixture: “chooseLocalSyncDirectory()” and “failWhenChoosingInvalidSyncDir()”. These test cases for the expected behaviors when choosing a local directory to synchronize and validating that the directory can be found. The first test case, “chooseLocalSyncDirectory()”, asserts that by not throwing an exception the SyncService has found the user’s home directory successfully. In the second test case, “failWhenChoosingInvalidSyncDir()”, the test case expects that a java.io.FileNotFoundException will be thrown because the path given, "/jdflkjlasjfljasd", is not a valid directory path.
The last pattern listed above is test suite. The following code example will show how a fixture can be included into a test suite along side other fixtures:
@RunWith(Suite.class)
@Suite.SuiteClasses({
  SyncServiceUnitTest.class,
  …
})
public class SyncSuite {
}
The class SyncSuite is identified as a test suite by using the @RunWith annotation. This test suite takes a list of test fixture classes to be included using the @Suite annotation. All of the fixtures added to this list will be included in the test suite. As the suite runs, all test cases included in the fixture classes will be executed. [TODO: make sure that this is shown to not be necessary anymore]
To attain the true value of automated unit tests they must be executed against the code with each small change that is made. While modifying the software artifacts a team member executes a test suite that invokes execution across the component they are working on within an application. When checking in the code that passed all of its unit tests, a team member will download any changes made by others on the team and execute test suite again. When the test suite passes again, the team member checks in their changes to a central repository and an automated process picks up those changes to be executed in a continuous integration build environment. The continuous integration server will take all team member changes across all components of the application and execute the associated test suites against it. Each of these test suite executions can provide early identification of problems in the software.
It is important that the duration for gathering feedback at each level of test suite execution is appropriate. In a team member’s environment, the test suite should execute within seconds. This means that the test suite a team member executes only includes fast unit tests. I have found that Michael Feathers definition of what is NOT a unit test [9] helps teams figure out what should not be included in their local unit test execution:
It talks to the database
It communicates across the network
It touches the file system
It can't run at the same time as any of your other unit tests
You have to do special things to your environment (such as editing [configuration] files) to run it.
The eXtreme Programming technical practice referred to as Test-Driven Development, or also known through its anagram TDD, provides additional benefits on top of automated unit testing. The additional benefits include higher code coverage based on expected application behavior and component interaction thus giving a stronger sense of validation from test suite execution results. More in-depth discussion on TDD will be furnished in the “Executable Design” chapter.
Static Code Analysis
Static code analysis tools come in many different forms. Their features range from reviewing code formatting rules to finding structural issues in the code. Here is a list features that tools for static code analysis may have:
Code style rules enforcement
Defect detection
Code coverage
Design problem identification
Code review
Find memory leaks and buffer overruns
Code duplication
Identify code “smells”
Performance validation
Thread safety
The accuracy and usefulness of static code analysis is questioned by some and praised by others in the software development community. My opinion is that making high-level decisions on coding standards and design decisions as a project progresses makes code easier to work with for the team. Being in a team means that we must make concessions about our preferred code formatting ideals so that we can execute effectively as a group. Static code analysis can help teams identify issues in coding standards and areas of design closer to the time it is modified. If a team has agreed to particular coding standards and design decisions I recommend that static code analysis be conducted during an automated build and validation process. If coding standards are broken or areas of the design do not adhere to decisions made by the team, the build should break so the team can fix the issues quickly.
Static code analysis tools can be dangerous when used in an environment where respect of team capabilities is lacking. Team leadership and external management can abuse static code analysis tools to measure a team’s effectiveness. This is abusive and an invalid way to evaluate a team’s adherence to standards or even worse as a way to evaluate team member capabilities. There are many factors that support differences in approach, focus, and design of an application that each team must take into consideration. These factors are not easily correlated and generalized for enterprise analysis and standardization.
Teams should be empowered to integrate tools that are useful for their software delivery. If teams are forced to execute tools they do not accept they will find ways to minimize its interference in every day development. The act of executing static code analysis tools against your codebase only for reporting purposes seems to me useless since it is easily ignored or used as a tool to punish teams. Also, project teams may strive to meet the expectations of the enterprise to the detriment of delivering the right software to their customers.
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Figure 7.1
An example project dashboard that includes metrics generated from static code analysis. Image was taken from Maven Dashboard plugin “About” page. [10]
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Figure 7.2
An example PMD source code analysis dashboard with NCSS (lines of code), problems found, percentage of unused code, and duplicate code columns shown. Image taken from PMD project’s example SourceForge.net project scoreboard. [11]
When using static code analysis tools, find ways to automate their execution in team member and integration environments. There are many free and commercial plug-ins for popular integrated development environments (IDE). If team members are able to easily execute static code analysis on their changes they will find appropriate times to do so based on what they are currently working on. In the application integration build and cross-application integration environments it is also useful to automate static code analysis execution tools that generate reports for teams to review. Look for ways to make the reports easily accessible from the integration build dashboard. The team might find it useful to post printouts or a large video monitor showing specific reports to keep the information visible.
Continuous Integration
In traditional software development processes integration of functionality across application components is deferred until each feature is functionally complete. In a project, the time from when the software is functionally complete until it is released is the release stabilization phase. The idea is that integration is difficult and teams want to optimize their time coding the functionality before dealing with such issues. The problem is that the duration of the release stabilization phase is unpredictable. Teams guess at how long integrating components, testing the integration, fixing identified integration issues, and regressing past functionality will take. The duration estimated for release stabilization is commonly underestimated. The first indication of this underestimation is the team missing the feature complete date, sometimes called “code freeze” or “code complete” date. Missing this date means that feature implementation is occurring within the planned stabilization period leaving less time to stabilize the product by the planned release date.
Continuous integration differs with the release stabilization approach in that teams integrate small batches of software artifacts frequently. Each person on a team using continuous integration is adding software artifacts to a common source repository at least once each day. An automated build and verification process executes on designated build machine environment with each update. The act of integrating often in small batches enables teams to reduce the risk of unpredictable integration issues found in the release stabilization approach.
Integrating when software artifacts are functionally complete leads to practices and source repository structures that make continuous integration difficult to implement. To allow team members to work in isolation, teams use complicated branching strategies in their source control management system. The idea is to copy a known state of the software artifacts that each team or team member can work on without making changes that break other team member environments.
Teams looking to implement continuous integration on an existing codebase must change their configuration management practices. The main focus will be to work on a common branch in the source control repository across the entire team. Reducing and managing configuration management debt will be discussed in more detail later in the chapter named “Configuration Management Debt”.
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Figure 7.3
Continuous integration environment will typically include automated tests to validate the health of the integrated software. One or more build servers gather the integrated application components with artifact updates from a common source control system and execute the automated tests against the build.
A continuous integration server provides visibility into the health of your software. Continuous integration applications provide a dashboard view that shows one or more modules of your application and the current state of their integration. CruiseControl is an open source continuous integration server and says that it was the first available application in this space. The dashboard on CruiseControl shows, for each project listed, a green background for the row if the build and validations are passing and red if they are not. A continuous integration server with visual indicators like CruiseControl provides the team with frequent feedback on changes they are putting into the application. A team can also setup nagging functions such as emailing team members or whole team when there is a broken integration.
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Figure 7.4
The CruiseControl continuous integration server dashboard view showing integration results for an application.
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Sustaining internal quality also entails alignment of project participants in their daily activities. Scrum and XP advocate collocating team members. In an interview about the top 10 ways to know you’re not doing Agile for Software Quality News, Alistair Cockburn, a signatory of the Agile Manifesto, said the following:
“The team is co-located, but people are not sitting within the length of a school bus to each other.”
The length of a bus, which is typically about 40 feet long, is a great visual aid for teams to understand how collocated teams situate themselves. There are many benefits that the team can take advantage of when team members are all in close proximity:
Team members can ask for help and get face-to-face support from other team members
Conversations within the team area can be overheard by team members and enable others to provide critical information
Visual aids can be placed on walls around the team area that continually provide feedback on important information such as team working agreements, continuous integration build status, and current iteration statistics
Facilitates the building of trust among team members through their close interactions and group learning opportunities
Provides numerous opportunities for team members to distribute technical and domain knowledge across the team
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Figure 7.5
This photo was taken of our Scrum team area in 2005. Notice that all team members are easily accessible to each other thus encouraging collaboration. There are also information radiators, team information put up on the walls, to continually remind us of important information. The people in this photo are Jin Kim, Jonathon Golden, Charles Liu, Mickey Phoenix, Paul J. Dupuy, and myself.
People that are used to organizations with functional silos, high wall cubicles, and equivalent workspaces that increase privacy are likely to have an initial shock when placed in open team areas. It takes time for teams to create team norms that balance individual focus and privacy with ad hoc communication. Important feedback about the software internals and domain will move between team members more frequently in collocated and open team areas. Roadblocks to progress within a team will last for shorter periods of time and therefore increase the team’s software development throughput with higher internal quality.
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It is inevitable that the needs of software users will change as the development progresses. This has been discussed in multiple papers and books. The following quotes are a couple of examples:
“It is not possible to completely specify an interactive system.” - Wegner’s Lemma, 1995
“Uncertainty is inherent and inevitable in software development processes and products.” - Ziv’s Uncertainty Principle, 1996
“For a new software system the requirements will not be completely known until after the users have used it.” - Humphrey’s Requirements Uncertainty Principle, 2005
In the past, requirements were elaborated early and in depth. This was done in order to reduce the uncertainty inherent in software requirements. If we could only drive out all of the requirements before construction then the design of the software could be fully understood and optimized to meet those requirements. The problem is that even after the requirements phase of a software development project the users would still want to change how the software works once they touch and felt it. At that point the cost of change was too much since the design and tasks for all involved project team members were defined. The project became inflexible once we had sign off for the requirements and this leads to distrust between the users and project team.
Instead of defining all of the requirements and design before constructing the software, an Agile project team will start with just enough feature discussion to develop for an iteration that is less than one month, and sometimes as short as a week, in duration. Design of the software is continually evolving as the project team progresses from iteration to iteration. Inventory of project defining artifacts is kept to a minimal but sufficient size. This permits the project team to generate the specifics of the requirements and design closer to when the construction occurs and we have the most knowledge about the technology. This reduces the weight of specifications that go stale due to the duration between capturing the requirements and building them into the software.
When constructing and defining small batches of features, project teams are able to attain feedback from users closer to its implementation. Project teams should make an environment where the deployed functionality is available to the users and give those users a mechanism to contribute feedback. Gathering this feedback closer to the time functionality is implemented will simplify its incorporation since other functionality has not been added around it.
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Refactoring supplements the writing of automated unit tests to continually evolve the design of the software’s internals without changing how the software functions to the user. When teams work in an iterative and incremental process such as Scrum or XP, if they are not able to modify the internal structure of the software then the design will become less flexible. This lack of flexibility will result in the project team taking longer to implement features as the software ages or the project team reverting to up front requirements and design.
We will go into more detail about refactoring in the chapter on Design Debt later in this book. The following example will show a basic refactoring named Extract Method that will improve the design of a small section of code. This example method is attempting to send multiple message to a list of receivers listening for our messages.
public void sendMessages(Message[] messages) {
    List<Receiver> receivers = ReceiverCache.getReceivers(this);
 
    for (Receiver receiver in receivers) {
        for (Message message in messages) {
            try {
                send(message, receiver);
            } catch (Exception ex) {
                messageSendFaults.put(message, ex);
                LOG.add(“Could not send following message to receiver “
                  + receiver.getName() + “ because “ + ex.getMessage()
                  + “:\n” + message.toString());
            }
        }
    }

    handleMessageFaults();
}
As you may have noticed, this method is doing too many things. One indicator is that there is a loop within a loop. First, we loop through the list of receivers and then for each receiver we loop through each message and send it to them. To improve the design of this code, in terms of readability and structure, we will first extract both for loops into their own method so we can operate on it.
public void sendMessages(Message[] messages) {
    List<Receiver> receivers = ReceiverCache.getReceivers(this);
    sendMessagesToReceivers(messages, receivers);
    handleMessageFaults();
}

private void sendMessagesToReceivers(Message[] messages, List<Receiver> receivers) {
    for (Receiver receiver : receivers) {
        for (Message message : messages) {
            try {
                send(message, receiver);
            } catch (Exception ex) {
                messageSendFaults.put(message, ex);
                LOG.add(“Could not send following message to receiver “
                  + receiver.getName() + “ because “ + ex.getMessage()
                  + “:\n” + message.toString());
            }
        }
    }
}
Now there is a new method named sendMessagesToReceivers that has taken over the execution of both loops. Looking at the original method, now it is focused and easy to read. First it gets the receivers who are listening for messages from our sender and then sends the messages to them through the new method. The new method is still not well designed since there is a loop within a loop still. The next step is to extract the internal method.
public void sendMessages(Message[] messages) {
    List<Receiver> receivers = ReceiverCache.getReceivers(this);
    sendMessagesToReceivers(messages, receivers);
    handleMessageFaults();
}

private void sendMessagesToReceivers(Message[] messages, List<Receiver> receivers) {
    for (Receiver receiver : receivers) {
        sendMessagesToReceiver(messages, receiver);
    }
}

private void sendMessagesToReceiver(Message[] messages, Receiver receiver) {
    for (Message message : messages) {
        try {
            send(message, receiver);
        } catch (Exception ex) {
            messageSendFaults.put(message, ex);
            LOG.add(“Could not send following message to receiver “
              + receiver.getName() + “ because “ + ex.getMessage()
              + “:\n” + message.toString());
        }
    }
}
The code is now much easier to read and figure out where changes can be made easily in the future. Each method does one thing. You could argue that the last method sendMessagesToReceiver does two things. It sends the message to the receiver and if there are exceptions it puts them into the fault log. I would argue that this a single action but would not argue against extracting this further to handle logging of faults in one place. The code is separated into its parts now and from here we can look for ways to optimize the sending of messages to all receivers.
As a project team implements each part of a feature they will look for ways to refactor small sections of code to improve the design. Upon completion of each refactoring they will have left the code in a little bit better state than when they starting working with it. Given a well-tended code base, refactoring will enable the addition of upcoming features quickly. For an older and less factored code base, refactoring will enhance the design in small chunks and over time these refactorings will add up to a better code base to work with.
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There is a significant difference between software development in the small and in the large. Finding out where to change the code is simpler in small applications therefore it is not as painful to work around the technical debt. In larger software applications, the effects of technical debt are exaggerated. Larger software applications can become unwieldy to the point that even the smallest functional change will entail significant analysis and experimentation. The following sections will provide examples of real world situations from my past on small and large development efforts.
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I learned to code while in a data entry position for sales and marketing of a mid-size company. One day a colleague showed me how to create a macro script that filled in fields on the screen. Data was entered into the fields upon answering questions posed in a popup window. Immediately I asked how I could create additional macro scripts that would help streamline our data entry activities.
My colleague explained that the programming language, which was based on Visual Basic, could be used to develop similar scripts for our data entry. If I wanted to do this I would have to learn how to write code with this programming language. They showed me where I could find an API (Application Programming Interface) to use for more advanced behaviors such as setting today’s date and defining conditional logic. During the next few days, I wrote short scripts that would fill out almost an entire page of fields based only on a minimal set of inputs provided in the popup forms. Within a week my data entry throughput was at least 4 times faster and other people on my team asked me to load the scripts into their environments.
I found myself extremely intrigued with programming. I asked my boss if I could take a Visual Basic course so that I could learn more about programming. She authorized my attendance in a local introductory course and from then on I was hooked.
Looking back on those days developing scripts for our data entry, it was a great learning experience but had little association to real world software development. I was able to develop those scripts without any project budget, scope, or date expectations. The scripts were self-contained and short enough that I could just throw away a script once I created a better replacement. Tracking of script issues was a verbal process in which other data entry team members discussed the issues and I provided a fix almost immediately on a floppy disk. The biggest realization I have now is there was no dealing with existing code. The size of the development effort to create those scripts allowed me the freedom to not deal with the debt associated with aging software.
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Over a decade later I was working on a project that had been developed over the prior 3 years by another vendor. It consisted of an IBM WebSphere J2EE application connected to a DB2 database on IBM os390. The application had been built using common design patterns and separation of layers. At first glance, the overall design seemed to be of adequate sophistication.
During the first month we found out that nobody at the client’s office knew how to build the application and deploy it to the application server. The previous development team had been giving full builds to the client and had not sufficiently handed off knowledge about the build tools. The entire first month of our project was dedicated to getting a successful build and deployment of the existing code. After running through multiple configurations of the build scripts, we continued to make incremental progress towards a successful build. This excruciatingly frustrating process kept me up many nights wondering if we would ever get this application to run as the customer expected.
More than a month following our initial start date, we executed our first successful build of the web application and all Enterprise Java Bean (EJB) components. This success was short lived when we found out that when we launched application in a web browser every page caused an error on the server. We had worked all this time through what seemed similar to banging our heads against a wall just to find out that we didn’t know what was on the other side of that wall. Another 2 weeks passed before we had made enough progress to see all parts of the application stable enough to start developing features on top of. This moment was bitter sweet since we were still not sure if we had a successfully built and deployed the system entirely since the existing test scripts were all manual. It would be another few weeks before testing would be able to verify the deployment to an acceptable level.
All this time, we had been so focused on the build scripts and deployment procedure and hadn’t noticed Java classes with thousands of lines of code. Some of the methods themselves were hundreds of lines with extremely complex conditional statements. We started to work on the prioritized list of requirements and defects from our client, which just happened to place us directly in the middle of these unnecessarily complex classes and methods. The first feature we added into the system was like scratching an open wound so it will stop itching. Each scratch of the wound instantiated a period of prolonged pain that eventually subsided only to reveal another itch we had to scratch.
Although this situation was not the first time I had worked on an inherited piece of software it was the first time I had struggled so long getting started developing new features on top of the existing software. It just so happens that this was not the last time I would find myself working with a team fighting with similar problems. You might think this would lead me to believe that software teams should just assume that systems would eventually become more difficult to work with as it ages with time and grows in size. Maybe it is the optimist in me that thinks otherwise. Or maybe it is the fact that I have witnessed systems becoming easier to work with after receiving critical care from a development team. It is now my opinion that software can be managed to minimize these difficulties and even resuscitate from near death to become an application that is more pleasurable to work with. It is important to first acknowledge the existence of technical debt and take it head on while delivering functionality.
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There is a cost to not addressing technical debt. Early in its existence the cost is quite small and is usually a few seconds of working around it. Dealing with small workarounds throughout the code becomes part of a team’s status quo. Team members think, “we should fix that some day” while working around the obvious technical debt.
There is a problem with this attitude towards technical debt. The longer an instance of technical debt exists in the code, the more code that will surround and interact with it thus making it more difficult to remove. Even if no more code is added around a piece of code with technical debt, when someone comes back to that code later it will be more difficult for them to modify the code since the context for why it exists is no longer readily at hand. Therefore…
No matter what, the cost of addressing technical debt increases with time.
The first step to addressing technical debt is acknowledging it exists and is detrimental to the maintenance of the software you are working on. This seems obvious but I commonly find that teams don’t acknowledge but rather only complain about its existence. If a team does not address technical debt as they identify it then they are setting a precedence of ignoring it. Each time they don’t acknowledge and take action on technical debt the cost for maintaining the software is increasing a bit more.
There are a few ways that technical debt is acknowledged effectively.
Pay off the technical debt immediately, otherwise known as “fix it now”
Strategically place a runtime exception where technical debt is found to be fixed in a few minutes
Write down the location, description, and potential cost of not addressing the technical debt and give it to your customer for prioritization with other future work
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The most effective method of these three is also the most controversial. Paying off the technical debt immediately goes against the software industry project norms. Teams are used to only coding the feature they are currently working on and leaving technical improvements for a later time (even though that later time never seems to arrive). How could a team possibly justify fixing technical debt as they find it rather than just adding functionality asked for by the customer? The mind set behind this question has at least two flaws, in my opinion.
The first flaw in this mind set is that the customer did not hire the team to make decisions about how best to develop the software. Customers, either internal or external, employ teams, to implement software that meets the needs of users and, in most cases, to continue adding value for those users into the future. This means the software must be maintainable. A project team is responsible to make decisions about the implementation that make the software maintainable so it retains value to the users over time. As teams learn about the technical debt contained within the software they are developing, they will obtain more knowledge about how it will affect the implementation of the software. This means that initial estimates are incorrect and must include this new knowledge as the project progresses for the sake of the customer and users.
The second flaw is that the cost for fixing technical debt remains constant with time. There are many variations on how the cost to fix technical debt increases with time but all of them lead to increases. One example is obscure naming of a variable.
PRC p;
What is a PRC? Would you immediately know that this refers to a court proceeding? Lets say that you saw the variable p used later in a method and did not see the initialization above. Would you know what this variable is supposed to be without looking back to the point of instantiation? Maybe with newer tools we could hover over the variable and figure it out but that is not an excuse for being lazy. It will still take more time than naming the variable appropriately from the start.
The amount of time to figure out how the variable is used each time we look at the sections of code using it represents the cost of that piece of technical debt. The cost of the obscurely named variable increases linearly unless more code is added that uses the variable. A team will get better at identifying a PRC and the variable named p in the code but there will always be unnecessary cost in reading and understanding the context and usage.
After a talk I did at the SD West 2009 conference, an attendee described an interesting example of technical debt. The software that he was working on had code that included more than 128 conditions within the same if block. The reason 128 was a significant number had to do with GCC for C++ compiler limitations on conditional blocks. When they added the 129th condition to the block the compiler would fail. Instead of using encapsulation or other methods to rectify the problem, a person on the team decided to game the compiler. In the 128th condition the result was captured in a variable so that the current block could conclude and a new if block could be constructed starting with a check of the saved variable state. I cannot imagine how difficult it must be to navigate a conditional block with more than 128 conditions checked but it must create significant confusion and tediousness. The precedence for using this conditional block has enabled the logarithmic increase in cost of the technical debt intrinsic in its usage and continued modification.
Customers expect project teams to create valuable and maintainable software. Project teams should not get duped into believing that delivering value while decreasing maintainability is what the customer wants. As technical debt increases in your software the confidence with which project team members approach the code decreases. This lack in confidence leads to conservative actions and slower throughput of feature delivery. Removing technical debt will enable a project team to increase their confidence and will slowly increase feature delivery throughput.
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Figure 7.1
The confidence with which a project team approaches maintenance of software directly relates to the optimization of their feature delivery throughput. This curve originated out of a conversation between Dan Rawsthorne and myself in the San Jose Airport. Thanks, Dan.
Each instance of technical debt, no matter how small, increases in cost over time and leads to additional technical debt on top of it. Teams should not ignore this increase in cost and how it can affect the cost of maintaining the software for the customer in the future. Awareness of a drop in team member confidence in modifying software will help to address decreases in throughput earlier in the project.
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From time to time, and more often in some projects, we find technical debt in the code we are currently working with. Changing direction to fix the technical debt seems like too much of a distraction. What is the protocol when in this situation? We know that not paying down the technical debt will increase cost of maintenance but I am currently making progress in a different direction right now.
In the past, I have used “clean up”-focused comments such as TODO or FIXME. Over time I have found these not be effective. Using the clean up comments seemed to always lead into reports generated by our continuous integration environment on how many existed in the code. Although our team’s intentions were to use these clean up comments only as a temporary placeholders that we come back to before checking in, they still somehow found their way into our source control repository. Teams that rack up enough of these “clean up” comments start using the reports to identify work to be done in the future. I find that this breaks an essential principle for Agile teams.
Maintain only one list of work
This means that there is a list of work managed by the customer and another list of work managed by the project team. I highly recommend not doing this and instead read the next section “Add Technical Debt into Product Backlog” for ways to manage these situations more effectively.
Instead of using clean up comments I have started to throw strategically placed runtime exceptions in the code. I have found this technique an improvement in the following ways:
Feedback is presented to me in my development environment rather than generated documentation and reports
Feedback breaks at least one test and therefore I won’t check in code until it is dealt with
Usage of exception message to provide context
Development environment provides line number where exception is thrown and I am able to click through directly to the location of technical debt
Causes me to think about how to decouple the technical debt from functionality I am working on; what is and is not involved in the functionality I am working on
Let’s look at an example of using this technique. We just took on a task to make showing tool tips configurable in our application. As we are implementing this functionality we come across the following code:
try {
    File toolTipConfigFile = new File(“C:/app/tooltip.config”);
    FileInputStream fis = new FileInputStream(toolTipConfigFile);
    Properties toolTipProperties = new Properties(fis);
} catch (IOException ex) {
}

String debugVal = toolTipConfigFile.getProperty(“debug”);
Boolean debugTurnedOn = Boolean.parseBoolean(debugVal);
It seems the tool tip configuration file is getting loaded from a hard coded location. This is problematic because the location is hidden in the code. At the very least, this is duplication of a build script or environment setup process where the same location is being used. If either the process or the code above is modified without changing the other then the application will fail to load the configuration file. On top of that, the exception that would get thrown in this instance will not handle the failure at all.
Instead of diverting my focus onto removing the duplication and improving loading of the tool tip configuration file I want to finish adding the show_tool_tips configuration property. I don’t want to lose sight of the technical debt so I will strategically place a runtime exception:
try {
    File toolTipConfigFile = new File(“C:/app/tooltip.config”);
    FileInputStream fis = new FileInputStream(toolTipConfigFile);
    Properties toolTipProperties = new Properties(fis);
} catch (IOException ex) {
}

String debugVal = toolTipConfigFile.getProperty(“debug”);
Boolean debugTurnedOn = Boolean.parseBoolean(debugVal);
throw new RuntimeException(“Don’t load tool tip config from hard coded 
  file location above”);
This allows the file to get loaded, as it has been up to this point and parse out the properties from the configuration file. This will allow us to finish up the adding of our new property to the configuration file and the code. It also makes all of the unit tests interacting with this part of the code to fail. When they all fail at this point in the code then I know it is time to tackle the configuration loading. I will have to come back and fix the technical debt before checking in my code to source control and eventually remove the runtime exception.
The cleaned up code might look something like the following:
void loadToolTipConfigurationProperties() throws IOException {
    File toolTipConfigFile = 
      new File(Configurations.getToolTipConfigFileLocation());
    FileInputStream fis = new FileInputStream(toolTipConfigFile);
    Properties toolTipProperties = new Properties(fis);
    parseToolTipProperties(toolTipProperties);
}

void parseToolTipProperties (Properities toolTipProperties);
    …
    parseShowToolTipsProperty(toolTipProperties);
    …
}
I find that this technique is difficult from time to time. The difficulties usually expose the further need to fix the technical debt immediately because the functionality I am adding is more tightly coupled to it than I originally thought. You might find an alternative approach but make sure that is a process that forces attention to be paid to the technical debt so that it can’t be ignored.
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Legacy code that more closely resembles a Big Ball of Mud will uncover refactoring opportunities that are hefty enough they don’t make sense to divert attention from the task at hand to fix. Foote and Yoder define the Big Ball of Mud software architecture as:
“A BIG BALL OF MUD is a casually, even haphazardly, structured system. Its organization, if one can call it that, is dictated more by expediency than design.” [12]
A Big Ball of Mud will encompass structures that are thoroughly entangled leaving the software awkward to work with. A seemingly simple modification tends to have impact on other parts of the software not easily identifiable beforehand. It is also possible for a component within an application to be a Big Ball of Mud yet the rest of the software does not have the same characteristics.
When finding components or applications that resemble a Big Ball of Mud, the project team can create a policy by which they capture areas of technical debt and make it visible to the customer for prioritization. In Scrum, a team would write an item to be placed in the Product Backlog for the Product Owner to prioritize, for example.
It is important to note that creating a separate infrastructure improvement list or visible chart on the wall are not a replacement for placing it into the main work stream managed by the customer. This, again, breaks the principle of maintaining only one list of work. Secondary lists always take a back seat to primary work streams and are usually forgotten or ignored. Management will tell project teams to manage their workload with a large percentage dedicated to the primary work stream and the rest for the secondary. Team members are then making the priority decision about how to meet commitments on primary work and making incremental improvements to the internals of the software. This always ends with teams not able to make improvements to the internals of the software because feature delivery takes more time than initially thought.
Since this approach, adding technical debt to the Product Backlog, does not provide quick feedback, it has increased risk of not being taken care of. The following list represents problems to watch out for using this approach:
All technical debt items prioritized low
Too many technical debt items captured making them difficult to manage
Using number of technical debt items as excuse to do more Big Up Front Design
Technical debt items taking more than 1 week to address
When a customer prioritizes technical debt items low, the project team is not explaining the importance of the items well enough or there are factors driving the customer to ignore them. Project teams should work with management and the customer to figure out how the technical debt items can be prioritized more effectively.
In software that resembles the Big Ball of Mud architecture, it is common for technical debt to be found around every corner in the code. When too many items are identified they become overwhelming to deal with. The project team should find ways to filter out the items with most potential value and lowest cost to implement. By taking on high value and low cost items the project team will alleviate technical debt in the software at a faster rate along with improving the effectiveness of subsequent development in the code.
Technical debt is frustrating to deal with. This frustration could lead team members to focus on designs that fix “all” of the technical debt. This will entail rewriting significant portions of the component or application to a new design. The problem with this type of solution is it takes too long to come up with a design with no change for functionality getting developed in parallel. Also, the “perfect” design is developed without working with the code and it has been my experience that considerable defects in the design are found upon its implementation because a Big Ball of Mud is extremely complex by its nature. Project teams should take a deep breath and tackle the technical debt with patience and diligent refactoring.
Due to the complexity inherent in detangling a Big Ball of Mud, project teams will find fixes to particular technical debt issues expanding further into the codebase. It is common for team members to exhaust their original estimates to fix the technical debt while still dealing with many unknowns. Project teams should be watch for these situations and call them out immediately. Take the knowledge gained so far and get a larger group within the team, and potentially bringing in external subject matter experts, to help.
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Michael Feathers defined “legacy code” as “code without tests”. [13] Writing effective code that can be supported adequately to meet future business needs is important. If code becomes legacy as soon as it is written then technical debt is accruing with each additional line of code.
As teams learn how to combat “technical debt”, meaning those changes that are deferred that will impede future development if left undone, they may find maintenance of the system to be more consistent and predictable.
The following chapter on “Executable Design” will go into detail about how teams can build structural integrity into their software enabling changeability as software ages.
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Building the Software Right
“If we are not enhancing the design then we are just writing a bunch of tests.”
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A question that I was asking others and myself in 2006 was what are the elements necessary to build integrity into software as we go. Yes, I had been on projects that extremely successful with incremental design, low bug counts, and high customer satisfaction but I didn’t understand how to explain it fully. I still cannot explain it “fully” although I do think I have some important ideas on what is involved after a few years of learning, reflecting, and thinking.
Even before 2006 I was thinking about how to improve software delivery on projects I was involved with. Executable Design, as an approach, started well before 2006. Essential pieces were missing. Some of you reading this book will read this chapter and say “of course!” through each section. You have probably been on the same quest and had similar findings in your career. I am hoping that for some of you this will give you new ways to communicate your own approach just a bit more effectively.
Executable Design is an approach involving existing well-known practices, effective principles, and a mindset shift that is heavily influenced by Agile values and principles. There have been many conversations, projects, and mistakes involved in getting to what will be described in this chapter. There is always room for improvement and perspective. Please take what you can from this chapter and improve it further. That is also an essential element of Executable Design.
The way we design can always be improved.
The first mindset shift is around the Executable Design guiding principle…
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I can’t tell you how many times this has been the case for me. It could have been that I am unable to do something right the 1st time but I have spoken to many others who had comparable experiences. For me, this has occurred when:
Abstracting web design from application behavior
Creating a text formatting library for portable devices
Using model-driven development on a project
I am positive that it is not always the 3rd time that a breakthrough is achieved. Besides, that is not the point of this statement at all. The point is, in contrast to what many believe in our industry, for any reasonably complex problem…
We will not get it “right” the 1st time.
Once I approached software with this mindset, I was able to work with and influence other team members to construct software so that change can be incorporated in any component and at any point in time. This gets us to another principle of Executable Design:
Design and construct for change rather than longevity
If software is designed and constructed for change then it will be technically and economically feasible to change the software for new needs rather than replacing the software.
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At a workshop in Grand Rapids, Michigan on Technical Debt that I participated in, Matt Heusser proposed that technical debt could be an outcome of individual developers not having to deal with consequences of their actions. The decisions that we make each day in developing software lead to technical debt due to a “moral hazard”.
Moral Hazard is the prospect that a party insulated from risk may behave differently from the way it would behave if it were fully exposed to the risk. [1]
This does not mean that team members act in a malicious or dishonest way. It means that if individual team members are insulated from the long-term effects of a decision then we will not take as much care in the short-term. Matt’s example was that a person may take a shortcut in developing a feature since they are not going to be working on the code 1 year from now when it must be modified to support a new feature.
Immediately following Matt’s discussion on moral hazard, Chet Hendrickson pointed out that a good way to minimize the moral hazard problem is by “lowering the threshold of pain”. For instance, Chet brought up how many people approach doing their taxes in the United States. They could incrementally update their taxes 2 hours each month. Instead many of us wait until 2 weeks prior to the deadline to get our tax forms completed. We push to complete our taxes by the deadline because the potential headache of tax evasion is strong enough that it crosses a threshold of pain. The approaching threshold causes us to act because the pain is something we do not wish to feel.
In software development teams, we can agree to a threshold of pain we are willing to tolerate and put in feedback mechanisms to let us know when we are crossing that threshold. In XP, There are multiple frequencies of feedback provided. Pair Programming enables team members to provide feedback within seconds. Test-Driven Development (TDD) and Acceptance Testing provides feedback with minutes for the code it validates. By using Continuous Integration teams are provided feedback within tens of minutes on how all of their code works together. Having a Customer close in proximity can provide their feedback on the software implementation within hours. Teams working in time boxed Iterations get feedback from stakeholders within weeks. Getting feedback as close to when an action has been taken is critical to the evolutionary nature of software development using XP.
Identifying a threshold for providing feedback to the team is an essential aspect of Executable Design. Automating the feedback enforces the team’s threshold. The feedback is automated in each team member’s development environment, the continuous integration server, and promotion of software to servers exposed to stakeholders outside the team. In order for the feedback to be most effective, a team must find ways to receive feedback as frequently as possible considering their context. On most modern development platforms, frequency of feedback similar to what was described in XP is attainable.
On some legacy development platforms there could be costs that make frequent feedback as described for XP difficult or even unpractical. I would suggest that a team should work towards the shortest frequency of feedback at all levels of the software development process that is practically feasible in your context. I would also suggest this is more frequent than you initially think.
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Just to recap the principles that drive Executable Design:
The way we design can always be improved
You’ll get it “right” the 3rd time
We will not get it “right” the 1st time
Design and construct for change rather than longevity
Lowering the threshold of pain
Taking on this mindset is not easy. I continually use these principles in design discussions for products, technology, code, tests, business models, management, and life. It has been helpful for me to reflect on situations where these principles have caused me to change my position or perspective. From these reflections I have found more success in setting proper expectations, learning from others in the design process, and designing better solutions for the situation.
These principles are applicable to numerous contexts. This allows a team to tailor their practices and tools and still be in alignment with Executable Design principles. The rest of this chapter will provide a set of suggestions about practices and tools to support an Executable Design approach. By no means are these suggestions the only way to apply these principles or the only way that I have seen them applied either. These suggestions are only used as an example to help clarify the application. If they work for your current context then even better but please do not stop once you apply them successfully.
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One of the 7 principles of Lean Software Development, as described by Mary and Tom Poppendieck, is “Build Integrity In”. Mary and Tom describe the integrity of a product having two dimensions: perceived and conceptual.
“Perceived integrity means that the totality of the product achieves a balance of function, usability, reliability, and economy that delights customers. Conceptual integrity means that the system’s central concepts work together as a smooth, cohesive whole.” [2]
When I was looked up the definition of “integrity”, it was defined as:
integrity: noun - an unimpaired condition: soundness [free from flaw, defect, or decay]
The definition of soundness stuck out to me: “free from flaw, defect, and decay”. This definition, as associated with integrity, tied into the principle of “Build Integrity In”. Free from flaw corresponds to perceived integrity. Free from defect correlates to conceptual integrity. Free from decay corresponds to maintaining perceived and conceptual integrity into the future. Mary and Tom make the following statement about maintaining integrity:
“A change-tolerant design process is more likely to result in a change-tolerant system.”
Building integrity in involves a design process that is flexible to different contexts. This means that a generalized design process will create inflexible systems and whose design will decay with time. For instance, the practice of always adhering to documentation templates for a continuing elaboration of the software’s design will make the software less tolerant to change. When asking groups of people who have been in the software industry for a few years or more when the design documentation no longer represents the actual software implementation, it is almost unanimous that it is not long after the software starts construction. So, how do we create a design process that supports imminent change in our applications as time progresses?
Executable Design involves the following practices:
Structure of Automated Tests
Accessibility of Automated Tests
Executing Fast Tests
Need-Driven Design
Merciless Refactoring
Continuous Programmer Test Execution
Outside-in Test-Driven Approach with Test-Driven Development (TDD) or Behavior-Driven Development (BDD)
Customer Test Execution
Continuous Integration
Exploratory Testing
The rest of this chapter will provide detailed information about all of these except Customer Test Execution, Continuous Integration, and Exploratory Testing. These 3 topics will be further explored in the upcoming chapters Quality Debt, Executable Specifications, and Configuration Management Debt.
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Effective management of automated tests is essential as the code base grows. Over time, the number of unit and acceptance tests will increase dramatically and this can cause teams to slow down. The reason for this slow down is:
The amount of time to get feedback from automated test execution.
The intermingling of unit tests with integration tests.
In 2003, I was working on a team developing features for a legacy J2EE (Java 2 Enterprise Edition) application with extensive use of session and BMP (Bean-Managed Persistence) entity beans on IBM WebSphere Application Server. The existing code lacked automated tests and had numerous performance issues.
In order to tackle these performance issues the underlying architecture, BMP entity beans calling on legacy DB2 stored procedures, had to be reworked. Our team had been retrofitting and enhancing the legacy code for some time using JUnit to create automated programmer tests. As we added more automated programmer tests, the team found ways to start simplifying the code structure and internal logic so that it was more malleable.
As the code became clear in its intention, a way to fix most of the existing performance issues by redesigning a large section of code. Given our experience thus far with JUnit and refactoring, the team decided that we would make direct use of these tools to redesign this section of code.
We had made great progress on the redesign but a problem soon became visible. The execution of our automated programmer tests started to take too long. It was taking about 5 minutes to execute a single run of the automated programmer tests against the software. This had increased from 30 seconds up to 5 minutes in about 1 week. We wrote a script that would tell us which automated programmer tests were taking the longest to execute. Of course they were mostly test cases that dealt with integration of multiple components.
One night we decided to figure out if there would be a way to get these test cases to run more quickly. I drew a picture of the current and proposed architecture on the white board and it the answer showed up clearly. We could separate test cases based on their component integration dependencies. We came up with the following naming convention that would be used by our build script to execute different categories of unit tests:
*UnitTest.java – These tests executed fast and did not have dependencies on a relational database, JNDI (Java Naming and Directory Interface), EJB, J2EE container configuration, or any other external connectivity or configurations. In order to support this ideal we would need to isolate business logic from J2EE glue code that makes it execute inside the container.
*PersistanceTest.java - These tests depend on a running and configured relational database instance to test integration of EJB entity beans and the database schema. Since our new architecture would be replacing the stored procedure calls with an in-memory data cache we would need these integration test cases for functional, load, performance, and stress testing.
*ContainerTest.java - These tests were dependent on integrating business logic into J2EE container constructs. The tests ran inside the J2EE container using a library called JUnitEE and would test the container mappings for application controller access to EJB session beans and JNDI.
In our development environments we could run all of the tests whose name ended with “UnitTest.java”. Team members would execute these tests each time they saved their code in the IDE. These tests had to run fast or it would defocus our work. We kept the full unit test execution time within 3-5 seconds. The persistence and container tests would get executed in a team member’s environment before they checked in their code changes.
The full suite of automated programmer tests were executed on our Continuous Integration server each time code was checked into our source control management system. These took anywhere from 5 to 12 minutes to run. The build server was configured with a WebSphere Application Server instance and DB2 relational database. After the build and automated unit tests ran successfully, the application would be automatically deployed into the container and the database would be drop and recreated with any changes that needed to be propagated. Then the automated persistence and container tests would get executed and the results of the full build and test execution would be reported to the team.
Later, I found that the method that our team came up with was being used elsewhere. In a presentation called the “Psychology of Build Times” [3], Jeff Nielsen presented on the maximum duration that builds, automated programmer tests, and automated integration tests should take to execute. If builds and tests take too long to execute then the development team will be less likely to continue the discipline of TDD and Continuous Integration. On projects Jeff had worked on, they came up with a similar automated test naming convention as the one I described above:
Test.java - Unit tests
TestDB.java - Database integration tests
TestSRV.java - Integration tests that run inside a server container
Tests should be treated as first class citizens along with the deliverable code. Jeff recommended that automated unit tests that run inside a developer’s IDE should take no longer than 10 seconds to execute. If they took longer than this then developers tended to get defocused and may even go to get coffee while the tests executed. He also recommended that the build and automated test suite should execute in less than 10 minutes on the Continuous Integration server. In order to keep the automated test execution within these recommended bounds, they must be coded and refactored with care.
[bookmark: _Toc113811159]Automated Test Accessibility
Everyone on the team should be able to execute any and all automated and manual test cases.
This is an extremely important statement because it expresses the importance of feedback over isolation in software development teams. If any team member can run the tests then they can ensure integrity of their changes closer to the time of implementation. This will lessen the duration between introducing a defect and the time it gets fixed. Because of this, defects will exist in the software for a shorter duration on average thus reducing the defect deficit inherent in test-after feature completion approaches.
As discussed in the previous section, there are at least two types of automated test cases: unit and integration. Automated unit tests are executed in a team member’s development environment. Notice I said team member rather than programmer. It is important that anyone on the team is able to execute unit tests for the software product they are working on. This will allow anyone to assess his or her confidence in the integrity of the software in its current state. Automated integration tests are also executed in each team member’s development environment. At least as many of the integration tests which are practical to execute in a development environment. Some software applications integrate components that are not practical or possible to run in each team member’s development environment. Automated test cases that are not practical to execute in a team member’s development environment should be separated into their own test execution suite. As many of the integration tests that are practical to execute should be accessible in each team member’s development environment because some defects will only be found when integrating components of an application. This will allow the team to find integration defects quicker and also help recreate more defects within the development environment so they are easier to fix.
[bookmark: _Toc113811160]Need-Driven Design
A common approach to designing software application integration interfaces is to first identify what the external integration point can make available to your application. Instead of figuring out what our software application needs to implement what the end user wants we focus on what can we get. This happens when integrating services, libraries, storage, appliances, and containers.
In contrast, Need-Driven Design approaches integration from the end user’s point of view. Instead of starting with what can be exploited from the external integration point, we ask what does our application need to meet the end user’s needs. The approach can be summarized in the following statement:
Ask not what an integration point can provide, ask what your end users need.
Need-Driven Design, in its basic form, is based on the Adapter design pattern. [4]
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Figure 8.1
Example implementation of “Need-Driven Design” approach for exploiting an external component using the “Adapter” design pattern.
The Need-Driven Design approach is best applied in conjunction with automated programmer tests. The automated programmer tests describe what each side of the adapter, the client interface and the adapter implementation, will be responsible for. The application using the adapter should handle general usage of the client interface. The application should not care about specialized concerns of an implementer of the adapter. This can be best explained with a real world story.
Container Trucks and RFID
The application our team was working on tracked containers on trucks being brought onto and off of ships in the port. Currently, the application would receive pictures taken when a container truck entered the warehouse. A camera was situated in the warehouse so it could read numbers and letters located on the side of the container. The image would then be ran through a complex algorithm to figure out what was written on the container. This would work well until writing on the side of the container was obscured because of wear and tear.
Federal regulation was passed that forced all containers to be equipped with RFID chips. Ports in the United States would have to support reading the RFID chips on the containers. A separate vendor was hired to create the RFID reading hardware since there was none existing that is made to handle the corrosive nature of being near the salt water. The application will take the RFID read from the hardware and use it to track the container.
Since the hardware did not exist we asked what the message from the hardware would look like so we could parse it properly for our needs. When we got the example message we found a problem in it. The message was in XML format but was malformed and was not constructed in a way that made sense for the domain. This was mentioned to the hardware vendor but we still had to make progress. We were supposed to be finished with our application changes in 3 months.
Our team decided to think about what we needed rather than what would get from the other vendor’s hardware. We needed the RFID tag and a timestamp so we created an RFIDReader interface with methods for accessing these pieces of information. We then created automated programmer test cases using possible variations of the RFIDReader that our application would need to handle. For instance, what if the RFID could not be read? We used a mock object library to set return values for the 2 methods to represent each of the possible variations wherever the RFIDReader interface was getting used.
Next we created an implementation of the RFIDReader interface for the vendor’s hardware. They were late on their implementation of the hardware so we created a simulator that would send modified versions of their example XML message with random RFID tags and sometimes with exception conditions. Since they were using WSDL (Web Service Definition Language) to define their interface, we had to catch web service exceptions in the interface implementation. We added automated programmer tests to make sure our implementation of the interface handled conditions that our application should not have to care about such as web service exceptions.
The hardware vendor did not finish until 3 months after we finished the application changes and ended our engagement. There was one item still on the Product Backlog when we left, integrate with the actual hardware. The client sent us a note on the day they got the hardware and integrated it with the application. They modified the implementation of the RFIDReader interface to accommodate the actual XML message format in 1 hour and ran all of the automated tests. It worked! They put it into production on the same day.
Instead of designing software towards what an external dependency can provide we should decide what our application needs. This need-driven approach enables teams to only add what is needed rather than create dependence on the external component. Need-Driven Design has the following steps:
Assess the need - only add external dependencies to your project when the value outweighs the integration costs
Define interface – create an interface that will provide your application with capabilities that it needs
Develop executable criteria – write automated programmer tests for expected interactions with your application through the interface – mock and/or simulate the various interactions
Develop integration implementation – create automated programmer tests and implementation of interface to integrate external component – make sure to handle conditions that the application does not need to be aware of
By driving our integration strategies through the steps defined in Need-Driven Design we can decrease integration costs, reduce coupling to external dependencies, and implement business driven intentions into our applications.
[bookmark: _Toc113811161]Merciless Refactoring
Refactoring is an essential practice for teams developing solid software and continually evolving the design to meet new customer needs. From the home page managed by Martin Fowler, who wrote the original book conveniently called “Refactoring”, it says: 
“Refactoring is a disciplined technique for restructuring an existing body of code, altering its internal structure without changing its external behavior.” [5]
Merciless refactoring is a mindset that I suggest a team takes on whether they are working on new or legacy software.
merciless – adj.: having or showing no [mercy – “show of kindness toward the distressed”]
To refactor mercilessly means that the team will…
Relieve distressed code through kindness and disciplined restructuring
I recommend to teams that they add an item to their working agreement that says something like the following:
Always leave the code in better shape then when you started
Teams demonstrating this mindset while they work will continually improve the software’s design. This will lead to acceleration in feature delivery because the code will be easier to work with and express its intent more concisely.
On a project that is well tended in terms of its design and structure, the act of refactoring can be elegant and liberating. It will allow teams to continually inspect and adapt their understanding of the code in meeting the customer’s needs. 
On a legacy application or component, the act of refactoring can seem overwhelming. Although the refactoring craft involves making small incremental improvements that will lead to improvement in the overall design, figuring out where to start and stop in a legacy system is many times unclear. It is also difficult to gauge how much refactoring is sufficient each time we modify the code. One answer about where and how much is to say: 
When the feature you are working on exposes the need to refactor
The problem with this answer is that this does not constitute a full answer with context and understanding for the particular project we are discussing. Instead of this incomplete answer, I ask the following questions about the code where refactoring is a possibility: 
Does this change directly affect the feature I am working on?
Would the change add clarity for the feature implementation?
Will the change provide automated tests where there currently are none?
Does the refactoring look like a large endeavor involving significant portions of the application components?
For the first 3 questions if the answer is “yes” then I lean towards refactoring the code. The only caveat to this answer is when the answer to the 4th question is “yes”. Then I will use experience as a guide to help me produce a relative size estimate of the effort involved in this refactoring compared to our initial estimate of size for the feature implementation. If the size of the refactoring is significantly larger than the original estimate given to the Product Owner then I will bring the refactoring up to the team for discussion. 
As is taught in the Certified ScrumMaster course: 
The Product Backlog estimate is a mutually agreed budget. If the team is going to exceed the budget, it needs to escalate the decision. Otherwise, the team introduces scope creep.
Bringing up a large refactoring to the rest of the team will result in one of the following general outcomes:
Team thinks it is good idea to start the large refactoring. This should be because after discussing its size and the state of the current iteration it seems this refactoring will not adversely effect delivering on commitments.
Team decides that refactoring is large enough that you should talk to Product Owner about it. The Product Owner could add it to the Product Backlog or decide to drop scope for the current iteration to accommodate this refactoring.
Another team member will have information that will make this refactoring not necessary. Sometimes other team members have worked in the same area of the code or similar capability and have knowledge of other ways to implement the functionality.
When working on legacy code it is difficult to know when we have refactored enough. Here are some questions I ask myself to figure out when a refactoring is sufficient:
Am I refactoring code that is not directly affected by the feature I am working on?
Will refactoring of code that is directly associated with the feature I am working on result in crucial improvements?
Taking on a merciless refactoring mindset will lead to small, incremental software design improvement. Starting a refactoring should be identified in the course of implementing a feature. Once the need for a refactoring is identified, decide if the refactoring is valuable enough to do at this point in time. Think about whether the refactoring will lead to the team not meeting their current iteration commitments. If it will affect the current iteration then bring it up to the team for review.
[bookmark: _Toc113811162]Continuous Programmer Test Execution
Automated programmer tests aren’t as effective if they are not executed on a regular basis. If there is an extra step or more just to execute programmer tests in your development environment you will be less likely to run them. Here are a few examples of how programmer tests were executed in our development environment on past projects:
Make change in IDE and then go to terminal window and execute build script target for programmer tests
Using VIM (Vi iMproved) using “:make test” and later “:ant test” build targets
Edit file in IDE and then bring programmer test execution GUI and press button to run full test suite
After saving file in IDE, execute a keystroke command to execute the full project test suite
As I gained more experience with programmer tests, it became a mission of mine to make it as simple as possible to execute them. When I learned about how “builders” could be added in the project properties for build script targets it was natural that we would use this to execute our programmer tests each time we saved a file. This worked well if we managed our automated test structures effectively by keeping unit and integration tests separated into their own suites.
A couple of tools have become available recently that executes a project’s programmer tests in IntelliJ and Eclipse. Infinitest is a free continuous testing tool that executes each time you save a file alongside your compiler. It chooses which programmer tests to execute based on what could be affected by the changes made since the previous execution. This allows the test execution duration to be optimized with less hassle around managing your automated test structures. JUnitMax is available through a subscription from Kent Beck, co-creator of eXtreme Programming (XP), to do something similar on top of JUnit. I am expecting more tools will become available in the near future to provide similar functionality on other platforms, as well.
If you are into programming with Ruby, a gem is available called ZenTest that has a component named autotest for continuous testing. It also continuously executes programmer tests whenever a file is changed. Autotest is smart about which tests to execute based on changes that were made since last save.
Python also has a continuous testing tool named tdaemon that provides similar functionality to ZenTest for Ruby. As you can see, continuous testing works in multiple programming languages.
Continuous programmer test execution involves the following principles:
Programmer tests should be executed after each change automatically
Test failures or errors should show problems in editor window similar to compiler errors
All programmer tests that might be affected by a code change should be executed
Tools that apply these principles are making automated programmer test execution a seamless operation for teams. When a file is saved the automated programmer tests that are affected are automatically executed and problems are made visible. Rather than an additional discipline to modifying the software implementation it will now be just part of the environment. Look for ways to make essential elements of the software development process easy and automatic so it does not become or appear to be a burden for the team.
[bookmark: _Toc113811163]Test-Driven Development (or Design?)
Test-Driven Development (TDD) is a disciplined practice in which a developer writes a failing test, writes the code that simply makes the test pass, and then refactor the code to an acceptable design. Effective use of TDD has been shown to reduce defects and increase confidence in quality of code. This increase in confidence enables teams to make necessary changes faster thus accelerating feature development throughput.
It is unfortunate that TDD has not been adopted by the software development industry broadly. The TDD technique has been widely misunderstood by developers. Many programmers hear the name and are instantly turned off. There are great books out there on TDD that detail how it is done in multiple programming languages. Yet I meet team after team who attempt to implement TDD and misinterpret the basics. My belief is that much of the misinterpretation and resistance to TDD is in the word “test”.
[bookmark: _Toc113811164]Misguided by the Word “Test”
A significant number of developers that I speak to are put off by the word “test” in TDD. They say things like:
Its not my job to write tests
Tests are not fun to write
Writing tests for “everything” is too much work and a waste of time
This lack of interest for writing tests is troublesome. Tests are an essential structural component to healthy software deliverables. If you have ever inherited code that did not have associated tests, either automated or manual scripts, then you know how painful it can be.
Where are the Tests?
A team I worked with started work on code with the following characteristics:
* Approximately 1 million lines of code
* 16 SQL Server databases
* 15 programming languages
* No tests (manual or automated)
For a few months the team struggled to add features into the software. Modifying small sections of code for new functionality would break other parts of the software that seemed to have no correlation. The code was frustrating to work with for our team.
A few months later, our team had developed a method for writing automated acceptance tests. They treated the application as if it were a “black box”. As more automated tests were added we were able to slowly refactor sections of code to make them easier to work with. Our feature delivery throughput was 5 times faster than before the tests existed. Although the code was not exactly fun to work on, it had become tolerable and even rewarding to develop on.
Resistance to writing tests is a problem that goes well beyond whether or not people will try TDD on their projects. The result is developers who do not test their own code well. I find it helpful to discuss TDD in alternate terminology. Discussing TDD based on its presence in Executable Design helps change the basis for our conversation from tests to “structure”. This focus on structure sends a message that the tests will be scaffolding for changes in the design as we add more features into the software. The following summarizes how I describe TDD:
TDD is about creating a supportable "structure" for imminent change
Automated programmer tests are added through a test-driven approach that will tell us if the software components are behaving as expected. These tests are repeatable and specific. Although this is important, we must not lose focus on how we are using these tests to drive the design of the software as we go. Adding new functionality many times involves alterations to the existing design, whether those changes are large or small is of no consequence. Change is imminent and we must always be ready for it. Focusing on providing the proper structure for these changes to be validated with keeps our software malleable.
[bookmark: _Toc113811165]Red, Green, Refactor
The simple phrase “red, green, refactor” is used to describe the most basic steps of TDD. The idea is that first we write a failing test. Then we write just enough code to make it pass. Next we refactor the code to an acceptable design. It is important to emphasize that we are writing only enough code to make the currently failing test pass or we would be writing un-tested code. Un-tested code is less safe to change when it’s time to refactor to meet a design needed for new functionality and more difficult to validate that it behaves correctly when other parts of the software change.
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Figure 8.2
The basic steps of Test-Driven Development are write a failing test, write only the code that makes the test pass, and refactor to an acceptable design.
These 3 basic steps of TDD are not always sufficient to do TDD effectively. Uncle Bob Martin wrote “The Three Laws” of TDD [6] as follows:
Test Driven Development is defined by three simple laws.
* You must write a failing unit test before you write production code.
* You must stop writing that unit test as soon as it fails; and not compiling is failing.
* You must stop writing production code as soon as the currently failing test passes.
He goes onto say that software developers should do TDD as a matter of professionalism. If, as software developers, we do TDD effectively we will get better at our craft. An initial list of things we could improve by doing TDD are stated below by Uncle Bob Martin:
If you follow the three laws that seem so silly, you will:
* Reduce your debug time dramatically.
* Significantly increase the flexibility of your system, allowing you to keep it clean.
* Create a suite of documents that fully describe the low level behavior of the system.
* Create a system design that has extremely low coupling.
Difficulty in Introducing Test First Approach
This simple technique for developing software used in a disciplined manner will enable individuals and teams to do these things. The discipline necessary to do TDD each day is not easily attainable. Here is a list of environmental issues that will lower the chances for effective use of TDD on a software development team:
Pressure from management and stakeholders to release based on an unreasonable plan. Integrity of the software is always sacrificed when the plan is inflexible and unwilling to incorporate reality.
When there is a lack of passion for learning and implementing effective TDD on the team. The high amount of discipline required in TDD makes passion for working in this way extremely helpful.
Not enough people on the team know have experience doing TDD well enough. Without any experience on the team success is minimal.
On an existing code base, if the software’s design is poor, low cohesion and high coupling, or is implemented in a way that is difficult to test then finding a starting point could seem impossible.
If the existing code base is large and contains no, or only minimal, test coverage then disciplined TDD will not show visible results for some time.
Managers that tell software development team members that they don’t believe TDD is effective or directly prohibit its use on their projects.
To successfully adopt a test first approach it is important to manage these environmental issues for the software development team. This could include managing expectations, providing the team support from a coach, and enabling sufficient learning of tools and technique within an existing code base.
The TDD “flow” involves the following steps:
Write a programmer test
Run the programmer test and it should fail (red bar)
Write just enough code to fix failing test
Run the programmer test and fix until it passes (green bar)
Refactor code to an acceptable design (green bar)
The TDD “flow” is further elaborated by integrating the new software artifacts with the rest of the team. This is done through a source control management system by checking in the code each time the programmer tests pass.
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Figure 8.3
The basic TDD “flow”: write a failing test, make test pass and integrate, and refactor to acceptable design and integrate again. Integrating with rest of team involves checking in code onto same branch of source control management system as rest of team does.
Focusing on the discipline of “red, green, refactor” will lead to software that is more testable and increases the team’s confidence that new changes are not breaking existing functionality. Although the basic TDD flow is an entry point it can lead to problematic design and even a duplicate code structure between your tests and implementation code. This is not in compliance with one of the most important principles of good design, the DRY (“Don’t Repeat Yourself”):
Every piece of knowledge must have a single, unambiguous, authoritative representation within a system. [7]
While refactoring programmer tests, look for areas where logic is represented in both the tests and implementation code. If there is logic duplicated or represented in both, then figure out where the logic should reside and put it in one place. This could result in a new class, method, or just adjusting the code to isolate knowledge.
[bookmark: _Toc113811166]Modeling Sessions
Let me explain why TDD and other supporting practices are more effective as a design technique rather than a test verification tool. When development teams get together and discuss design they usually use visual models to describe a potential solution. This could happen at a whiteboard. After drawing and naming model elements and their interactions, a conversation ensues that describes how the model enables the desired functionality. The points discussed in this conversation can be thought of as test cases for the solution that this model represents. Those test cases are validated against the model to make sure the output meets expected results.
As the modeling session continues it becomes more difficult to verify new test cases on top of those already discussed because it is difficult to remember all of the scenarios. When an interesting test case comes up and causes the model to change the group must verify the model against scenarios that were already discussed. This is a volatile and error-prone approach to modeling but is valuable since it helps team members get a better understanding of the solution before construction. Minimizing the volatile and error-prone aspects of this technique improves the activity and provides more predictable results.
After the modeling session is finished, someone will take the model that was verified and capture it in either a tool and/or document for sharing. The test cases that provided the underpinnings of the model’s design are lost in the process. Each test case had contributed additional structure to the solution. The captured model will now be implemented by one of the participants of the modeling session. It is common to lose part of the context that was discussed in the larger group and implement incomplete functionality. Even worse is giving the model to a developer and tester that was not part of the initial conversation. Without the test cases it is difficult to verify the implementation and demonstrate correct and complete functionality.
By no means would I prescribe eliminating quick modeling sessions to teams. Modeling sessions can provide a holistic view of a feature or module. Modeling only becomes an issue when it lasts too long and delays implementing at least part of what has been discussed so that the act of designing is not theoretical in nature. It is a good to timebox modeling sessions. I have found that 30 minutes is sufficient for conducting a modeling session. If your team is finding this amount of time insufficient I suggest taking a slice of the design that is known and attempt to implement this before discussing the rest of the design. The act of implementing a portion of the design provides a solid foundation for further exploration of the overall design.
[bookmark: _Toc113811167]Modeling Constraints with Programmer Tests
To reduce duplication and rigidity of the programmer test relationship to implementation code, move away from class and methods as the definition of a “unit” in your unit tests. Instead, use the following question to drive your next constraint on the software:
What should the software do next for the intended user?
The following coding session will provide an example of applying this question. The fictitious application is a micro-blogging tool named “Jitter”. This is a Seattle-based fictitious company that focuses on enabling coffee injected folks write short messages and have common online messaging shorthand to be expanded for easy reading. The user story we are working on is:
So that it is easier to keep up with my kid’s messages, Parents want to automatically expand their kid’s shorthand
The acceptance criteria for this user story are:
LOL, AFAIK, and TTYL are expandable
Able to expand lower and upper case versions of shorthand
The existing code already includes a JitterSession class that users obtain when they authenticate into Jitter to see messages from other people they are following. Parents can follow their children in this application and so will see their messages in the list of new messages. The client application will automatically expand all of the messages written in shorthand.
The following programmer test expects to expand LOL to “laughing out loud” inside the next message in the JitterSession.
public class WhenParentsWantToExpandMessagesThatContainShorthandTest {      
    
    @Test
    public void shouldExpandLOLToLaughingOutLoud() {        
        JitterSession session = mock(JitterSession.class);         
        when(session.getNextMessage()).thenReturn("Expand LOL please");
        MessageExpander expander = new MessageExpander(session);         
        assertThat(expander.getNextMessage(), 
            equalTo("Expand laughing out loud please"));     
    }

}
Before we continue with the code lets look at how the programmer test was written more closely. Notice the name of the programmer test class…
WhenParentsWantToExpandMessagesThatContainShorthandTest
For some programmers, this long name might seem foreign. It has been my experience that it is easier to understand what a programmer test has been created for when the name is descriptive. An initial reaction that programmers have with long names for classes and methods is the fear they will have to type this into their editor. There are 2 reasons why this is not an issue:
Since this is a programmer test, no other class is going to use this class.
Current integrated development environments provide code expansion built in.
Also notice that the name of the test method is…
shouldExpandLOLToLaughingOutLoud
This naming convention supports how we drive design through our programmer tests by answering the question “what should the software do next for the intended user”. By starting the method name with the word should we are focusing on what the software should do for the user identified in the class name. This is not the only way to write effective programmer tests so please find the way that fits your intended design strategy best. Now back to the code.
The MessageExpander class did not exist so along the way I created a skeleton of this class to make the code compile. Once the assertion is failing, I then make the test pass with the following implementation code inside the MessageExpander class:
public String getNextMessage() {
    String msg = session.getNextMessage();
    return msg.replaceAll("LOL", "laughing out loud");
}
This is the most basic message expansion I could do for only one instance of shorthand text. I notice that there are different variations of the message that I want to handle. What if LOL is written in lower case? What if it is written as “Lol”? Should it be expanded? Also, what if some variation of LOL is inside a word? It probably should not expand the shorthand in that case except if the characters surrounding it are symbols, not letters. I write all of this down in the programmer test as comments so I don’t forget about all of these.
// shouldExpandLOLIfLowerCase
// shouldNotExpandLOLIfMixedCase
// shouldNotExpandLOLIfInsideWord
// shouldExpandIfSurroundingCharactersAreNotLetters
I then start working through this list of test cases to enhance the message expansion capabilities in Jitter.
@Test
public void shouldExpandLOLIfLowerCase() {
    when(session.getNextMessage()).thenReturn("Expand lol please");
    MessageExpander expander = new MessageExpander(session);
    assertThat(expander.getNextMessage(), 
        equalTo("Expand laughing out loud please"));
}
At this point, I find the need for a minor design change. The java.lang.String class does not have a direct capability to match case insensitivity. This forced me to use the java.util.regex.Pattern class to handle case insensitivity.
public String getNextMessage() {
    String msg = session.getNextMessage();
    return Pattern.compile("LOL", 
        Pattern.CASE_INSENSITIVE).matcher(msg).replaceAll("laughing out loud");
}
Now make it so mixed case versions of LOL are not expanded.
@Test
public void shouldNotExpandLOLIfMixedCase() {
    String msg = "Do not expand Lol please";
    when(session.getNextMessage()).thenReturn(msg);
    MessageExpander expander = new MessageExpander(session);
    assertThat(expander.getNextMessage(), equalTo(msg));
}
This forced me to stop using the Pattern.CASE_INSENSITIVE flag in the pattern compilation. Instead I tell it to match only “LOL” or “lol” for replacement.
public String getNextMessage() {
    String msg = session.getNextMessage();
    return Pattern.compile("LOL|lol").matcher(msg).replaceAll("laughing out loud");
}
Next we’ll make sure that if LOL is inside a word it is not expanded.
@Test
public void shouldNotExpandLOLIfInsideWord() {
    String msg = "Do not expand PLOL or LOLP or PLOLP please";
    when(session.getNextMessage()).thenReturn(msg);
    MessageExpander expander = new MessageExpander(session);
    assertThat(expander.getNextMessage(), equalTo(msg));
}
The pattern matching is now modified to use spaces around each variation of valid LOL shorthand.
return Pattern.compile("\\sLOL\\s|\\slol\\s").matcher(msg)
    .replaceAll("laughing out loud");
Finally, it is important that if the characters around LOL are not letters it still expands.
@Test
public void shouldExpandIfSurroundingCharactersAreNotLetters() {
    when(session.getNextMessage()).thenReturn("Expand .lol! please");
    MessageExpander expander = new MessageExpander(session);
    assertThat(expander.getNextMessage(),
        equalTo("Expand .laughing out loud! please"));
}
The final implementation of the pattern matching code looks as follows.
return Pattern.compile("\\bLOL\\b|\\blol\\b").matcher(msg)
    .replaceAll("laughing out loud");
I will defer refactoring this implementation until I have to expand additional instances of shorthand text. It just so happens that our acceptance criterion for the user story asks that AFAIK and TTYL are expanded, as well. I won’t show the code for the other shorthand variations in the acceptance criteria. However, I do want to discuss how the focus on “what should the software do next” drove the design of this small component.
Driving the software development using TDD focusing on what the software should do next helps guide us to only implement what is needed and with 100% programmer test coverage for all lines of code. For those who have some experience with object-oriented programming will implement the code with high cohesion, modules focused on specific responsibilities, and low coupling, modules that make few assumptions about other module they interact with will do. This is supported by the disciplined application of TDD. The failing programmer test represents something that the software does not do yet. We focus on modifying the software with the simplest implementation that will make the programmer test pass. Then we focus on enhancing the software’s design with the refactoring step. It has been my experience that refactoring refactoring represents most of the effort expended when doing TDD effectively.
[bookmark: _Toc113811168]Sharing Test-Driven Code
A focus on software design originated from the need for continued maintainability of software assets beyond a release. Most software design approaches are concerned with documenting design artifacts. Agile teams look for ways to reduce documentation to only what is necessary. This has been mistaken by teams and organizations to mean that Agile teams do not create documentation. This inappropriate exploitation of Agile software development is not corroborated by thought leaders and books from the Agile community.
To better enable cost effective and a high level of support for existing applications deployed into production, Teams ought to be aware of artifacts that assist ongoing maintenance. Software development goes beyond writing the code. As we have already discussed, it also includes demonstrating the integrity of component integration, alignment to business objectives, and communication of the software’s structure for continued maintenance. To share test-driven code we should look further into software design. Software design approaches were developed to analyze these facets of software development in addition to how the solution is implemented.
Aspects of software design that are not directly invoked when executing the TDD approach are:
Compliance - Functionality is compliant with applicable regulatory guidelines
Security - Software handles topics such as confidentiality, integrity, availability, accountability, and assurance
Fault-tolerance - Software continues operating properly in the event of failure by one or more of its components
Recoverability - Software recovers from failures in surrounding environment
Usability – Software is easy to learn and understand with little external interference
Scalability – Able to handle increased usage on the appropriate amount of resources
Installability - Ease of installation and reinstallation
Conformance - Conformance to industry and operational standards
All of these aspects of software design are integration attributes. These aspects should not be forgotten. Some of these aspects can be validated through integration programmer tests. As pointed out in Automated Test Structure section earlier in this chapter, these integration tests are not executed continuously like fast programmer tests in the team development environment. Instead, they are executed less frequently in a continuous integration server.
Teams that must consider some or all of the aspects listed above should have processes and tools that support effective maintenance. On top of automated integration testing, they might also benefit from:
Frequent and enhanced compliance auditing
Person on Team with specific knowledge or appropriate training and practice
Push-button release capability into all identified deployment environments
Production-like staging and test environments for more sophisticated integration testing
Enterprise governance for tools selection or virtual group to inform the enterprise of newly integrated technology components
These solutions will be further explored in upcoming chapters on Quality Debt, Configuration Management Debt, Design Debt, and Platform Experience Debt. For now, be sure to think about whether your software development team should be concerned with any of these software design aspects and then figure out how you will deal with them.
[bookmark: _Toc113811169]Code Coverage
Code coverage tools measure that all discernable paths through the code have been tested. It is impossible, except in the most basic instances of code, to validate that all paths through the code have been tested with every potential input. It is possible to ascertain whether each line of code has been tested. This involves measuring test coverage by some basic metrics:
Statement coverage – checks how many lines of code have been executed
Decision coverage – checks if each path through a control structure is executed (i.e. “if/else if/else” structures)
Condition coverage – checks if each boolean expression is evaluated to both true and false
Path coverage – checks if combinations of logical code constructs are covered including sufficient loop evaluation (i.e. executing loop 0, 1, and more than 1 time)
Relational Operator coverage – checks if inputs in relational operator evaluation are sufficiently verified (i.e. executing a < 2 with a = 1, a = 2, a = 3)
I have found that executing code coverage in my development environment and continuous integration environment provides feedback quickly about lapses in my test-driven discipline. There are many free, open source, and commercial alternatives to choose from. Each of these alternatives applies the above test coverage metrics in different ways. Code coverage software that includes plug-ins for development tools and command-line execution tools with report generation make using them more convenient.
For code that teams I work on or coach, we push for 100% coverage for the code we develop. We use tools, such as the free and open source tool EclEmma for the Eclipse IDE for Java development, to give us feedback. This tool can be configured to provide feedback on a programmer test suite’s execution.
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Figure 8.4
This figure shows the EclEmma view inside Eclipse after being executed on a project’s code.
More than once I have been told that keeping 100% code coverage is too expensive and does not provide enough value to offset it’s costs. In my experience, keeping 100% code coverage for code that our team developed has only increased our confidence and accelerated delivery of working software. There are some reasons that I have come across that keep software development teams from attaining 100% code coverage.
Working with an existing code base that does not have 100% code coverage. If this is the case then track increases in code coverage rather than whether it is 100%.
A brittle component or application where finding a place to put a programmer test that is repeatable and specific is difficult. In this case, using a white-box testing tool that executes the code in it’s packaged or installable form could be a better option than continued attempts to find a place to execute a programmer test. The packaged or installed application could be instrumented on some platforms so that code coverage is evaluated even during white-box test execution.
When code is generated. Teams should look for ways to isolate generated code away from code implemented by team members and only evaluate code coverage for the latter. In some circumstances, our team has been able to generate the programmer and integration tests for generated code when we had access to the code generation templates and internals.
Code that integrates with third-party components. Although the third-party component probably will not have 100% code coverage that you can execute, integration tests can be developed that verifies how the code is expected to integrate. Only evaluate code coverage on code that your team created including the integration points. See Need-Driven Design section earlier in this chapter.
Writing the programmer tests and implementation code took me about 30 minutes even though I have not done regular expressions for some time. I spent much of my time focusing on the regular expression itself. It is possible that the expansion will be externally configurable when there are enough shorthand words to expand. The message expansion functionality is isolated and making changes will be focused in the MessageExpander class. Also, automated tests are now available to assure external behavior is kept as those design changes are implemented.
[bookmark: _Toc113811170]In Summary
Executable Design is a method for driving the implementation of software functionality. It focuses on the following principles:
The way we design can always be improved
You’ll get it “right” the 3rd time
We will not get it “right” the 1st time
Design and construct for change rather than longevity
Lowering the threshold of pain
Going beyond how we write our programmer tests, Executable Design also involves how they are structure in your projects, how they are executed in different environments, and a way to think about what the next programmer test should be. By answering the question “what should the software do next for the intended user”, our programmer tests will be more directly focused on delivery of value to the user. Tools in our development environment to measure code coverage help to identify lapses in our Executable Design discipline.
The example above is based on Java and is implemented using language and tools that I have found helpful in my development. This example is not the only way to meet the principles of Executable Design. Teams should define their own methods for meeting the principles of Executable Design and can use the example as a reference model.
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[bookmark: _Toc113811172]Quality Debt
The Effect of Software Quality as an After Thought
“Promises make debt, and debt makes promises." - Dutch Proverb
[image: Quality Debt.png]
[bookmark: _Toc113811173]Quality as an Afterthought
In traditional projects, quality is assessed late in the software delivery cycle. The idea is that we focus on defining requirements and both code and tests can be separately developed based on those requirements. The problem is that team members implementing code and test artifacts interpret requirements documents, no matter how well they are written, differently. Code is implemented to make the functionality work and tests are derived to test for situations where functionality may not work. Both of these perspectives are important in implementing quality software.
As code is implemented with an insufficient quality perspective for multiple features, the ability to modify the code to handle situations when functionality doesn’t work gets more difficult. More code begins to surround the code that is not handling these situations. After the functionality is “complete” from the perspective of a programmer we test the functionality based on those situations and find defects late in the release cycle.
This focus on quality as an afterthought makes releases unpredictable, builds in flaws and defects, and results in teams racing to find and fix before the release date. All of these problems stemming from quality as an afterthought result in debt. Over time this debt becomes too costly to even think of paying back and so development teams reduce checking for defects in the software to only risky areas of the software. This debt piles up in a catalog of inadequacies called the Bug Tracker.
[bookmark: _Toc113811174]The Bug Tracker
When I got onto my first software development team I was introduced to the development environment, source control, and, of course, the bug tracker. A release date was communicated to our development team. From that release date a Project Manager worked backwards to identify the “code freeze” date. This was the date that feature development should be done so the testers have enough time to execute all of their tests against the code. If they found problems they would log them as open defects in our bug tracker.
The bug tracker listed the defects sorted by priority from “very high to low”. Our development team would work through the defects in priority order as set by the Project Manager who. We would change the state of the issue to “in progress” and assign the bug to ourselves. After fixing the defect we would update the defect in the bug tracker with some notes and change the state to “fixed”. We would then proceed to pick up another defect from the bug tracker.
I was told that our bug tracking system was essential to deliver a quality product to our customers. Anybody could obtain a report from our bug tracking system and understand the current product quality level. This allowed the Project Manager and stakeholders to assess our progress towards the release date in the project plan.
Frequently a defect would get reopened by testers and sent back to the team member who “fixed” it last. When this happened it was usually due to some small oversight by a developer but it happened often enough to affect our release date aspirations. As the release date got closer pressure built up and everybody involved started working longer hours. Each person’s quality of life decreased as we feverishly worked to get the release out on time. In the last week before a release we would bring sleeping bags and sleep under our desks. In appreciation of our efforts management would bring us alcoholic beverages, pizza, and snacks to keep us going. As soon as the final build was made we would celebrate our efforts and most of all a return to normal working hours.
Once we released the product to our customers more defects would be found and get placed in our bug tracker by technical support and customer service representatives. The return to normal working hours was short lived while we wrestle with defects. Another release date within days or weeks for a “hot fix” was communicated to our development team and the death march started all over again.
I worked for this company approximately one year and each release resembled what I just described. It seemed to me that the bug tracker had not ensured a quality product, better planning or happier customers. Although this was my first use of a bug tracking system it was not the last. Each company that employed me and used a bug tracking system ended up with the same results.
[bookmark: _Toc113811175]Problems with Break/Fix
As a consultant I worked with a software development organization that had a list of 5,000 issues open on the product they were working on. I asked what I innocently posed a question to the development manager. “Are you going to fix all 5,000 of these issues?” She responded quickly with a chuckle and a firm “No.” Then I asked, “What do you do with all of these issues?” She went on to describe a process that I had plenty of experience with called bug triage.
Each month the team leads, project managers, and business analysts get together and identify the top 20% priority issues. This exercise would take anywhere from one to three days to complete each month. “So you are going to fix 1,000 of them?” I asked. Again she promptly answered “No” and looked at me somewhat puzzled. Didn’t I understand the bug triage process and why we have to address issues our customers have with the product?
The discovery of 5,000 issues in their software did not happen overnight. The quality debt accrued over many years of development. The organization’s threshold for open issues in their bug tracker kept rising as each release went by. At the end of each release decisions were made to deploy into production with defects still unresolved in the bug tracking system. The reasons ranged from they are not high enough priority to fix all the way to just getting the software out the door because it is late and over budget.
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Figure 9.1
Representing the accumulation of defects at a higher rate than defects getting fixed as seen on many projects.
However the quality debt accrued it was hampering delivery of new features. The development team had grown from 10 to 27 members and approximately 75% of the team’s capacity for work was dedicated to fixing defects that were triaged into the top 20%. This means that even with a 270% increase in costs they are only getting 67.5% of the value original delivered by the 10-person team. Management probably did not have this in mind when decisions were being made to cut quality.
Ken Schwaber made the following statement at Agile 2006 on the subject of cutting quality:
“For every $ of competitive advantage gained by cutting quality, it costs $4 to restore it; and software is an organizational asset and decisions to cut quality must be made by executive management and reflected in the financial statements.” [1]
Software is a business asset. Software will automate business processes, increase productivity, enable organizations to collaborate at all hours, and expand the potential marketplace for products and services. Business assets are all tangible and intangible property owned by a company that has exchange value. As costs to maintain software rises and the value of functionality delivered decreases software is accruing debt and will eventually become a liability if the current approach does not change.
Even worse yet, Ken’s words portray a problem with cutting quality because the severity escalates once deployed to our end users. Competitive advantage is only realized when the software is released. If quality is cut and the software is released the cost to restore quality quadruples. If my money is getting invested into a piece of software and decisions are being made to cut quality then Ken’s statement would be important to me. Who is managing the software investment in my interest?
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Figure 9.2
Quality debt accrues faster once defects are deployed into production systems and will cost significantly more to fix.
The actual cost to restore quality is usually underestimated. Management, stakeholders, and the team make the decision to fix defects after the release has gone out. This allows all parties to feel as though they have put the software out on time with all the desired features. They may be ignorant of the fact that they have just lied to the customer about the results of their investment. The customer believes they have received software that incorporates all of the features their end users desire and doesn’t understand that they must invest more money to fix those features. If they do understand the necessity for additional investment to restore quality then they made their decision to release on poor estimation of future costs. The usual result is to ignore most of the existing defects in production until it is shown to be severe enough by the end users to fix it.
The break/fix mentality leads to increased costs for feature maintenance. Over time the total cost to maintain the software would include the need for additional testers, more operational support hours, and time wasted working around poorly maintained features. Project teams who decide to take a break/fix approach will find quality diminishing quickly after each release.
[bookmark: _Toc113811176]Parable of the Broken Window

Figure 9.3
Broken warehouse windows providing imagery for the parable of “The Broken Window” from the essay “That Which is Seen, and That Which is Not Seen” written by Frédéric Bastiat in 1850.
Frédéric Bastiat, a French economist and politician, published a popular essay that is translated to English as “That Which is Seen, and That Which is Not Seen” [2] that included a parable of “The Broken Window”. The following text is an English translation of this parable.
Have you ever witnessed the anger of the good shopkeeper, James B., when his careless son happened to break a square of glass? If you have been present at such a scene, you will most assuredly bear witness to the fact, that every one of the spectators, were there even thirty of them, by common consent apparently, offered the unfortunate owner this invariable consolation -"It is an ill wind that blows nobody good. Everybody must live, and what would become of the glaziers if panes of glass were never broken?"
Now, this form of condolence contains an entire theory, which it will be well to show up in this simple case, seeing that it is precisely the same as that which, unhappily, regulates the greater part of our economical institutions.
Suppose it cost six francs to repair the damage, and you say that the accident brings six francs to the glazier's trade -that it encourages that trade to the amount of six francs -I grant it; I have not a word to say against it; you reason justly. The –lazier comes, performs his task, receives his six francs, rubs Ms hands, and, in his heart, blesses the careless child. All this is that which is seen.
But if, on the other hand, you come to the conclusion, as is too often the case, that it is a good thing to break windows, that it causes money to circulate, and that the encouragement of industry in general will be the result of it, you will oblige me to call out, "Stop there! Your theory is confined to that which is seen; it takes no account of that which is not seen."
It is not seen that as our shopkeeper has spent six francs upon one thing, he cannot spend them upon another. It is not seen that if he had not had a window to replace, he would, perhaps, have replaced his old shoes, or added another book to his library. In short, he would have employed his six francs in some way, which this accident has prevented.
Initially the spectators sympathize with the shopkeeper whose window was broken. Soon they suggest that the incident results in work for more people and presents an overall economic good. Bastiat points out that this position is based only on that which is seen. If the shopkeeper’s window was not broken then he could have spent the money to fix the window in some other manner. Were the accident prevented the town would have been better off.
The parable of “The Broken Window” describes the notion of hidden costs. When a team member, team, or project influencers decide to consistently take a break/fix approach they are not accounting for that which is not seen immediately. In my career this has mostly occurred because of ineffective management of project constraints and improper pressures on unrealistic project plans.
[bookmark: _Toc113811177]Effect of Project Constraints on Quality
There are many people involved in software projects that influence quality and the overall investment. Depending on the organization there may be Product Managers, Marketing Managers, IT Managers, Program Managers, Project Managers, Subject Matter Experts, and other important stakeholders. These people manage the budget, scope, and schedule of the project. This means they manage the constraints of the project as depicted in the “Project Management Triangle”. [3] In a healthy project, if scope is increased the schedule and budget will be modified to support the new scope. If the scheduled release date does not allow the team to implement the given scope then the scope is reduced. If budget is cut for the project then the schedule and scope are modified to support the new budget. Quality can be added as the fourth constraint that is a result of the other three constraints. When budget, scope, and schedule are not allowed to change with new project knowledge then quality is affected.
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Figure 9.4
The “Project Management Triangle” with budget, schedule, and scope on each point of the triangle and quality identified as a result of these 3 constraints.
Although the people outside the development team influence quality they do not write the code and tests. The team is the last line of defense to making cuts in quality. It can be difficult for team members to push back on calls to “just get it done” in reference to making the date with “all” the features. Compensation decisions and further employment with the company could be in jeopardy if a team member pushes back too much.
[bookmark: _Toc113811178]Bug or Enhancement
A phrase that has become part of our industry’s common consciousness is the question “bug or enhancement?” Usually on one side of this question is the customer. On the other side is the team. The project manager is the mediator of this abstract discussion.
The customer has contracted this team to deliver their software based on a contract. The contract explains that enhancements will go through a change control process while bugs that are severe enough will get fixed before the team can say they are finished. This makes the answer to this question important in the eyes of the customer, project manager, and team. Will scope be increased to incorporate a severe bug that affects the team’s ability to meet the date or will the customer be dissatisfied because this issue is important and will cost them more to get it fixed.
At the beginning of many projects the customer, project manager, and other stakeholders have worked out an agreement about what is in scope, when will it be delivered, and how much will it cost. The team enters an environment that has no room for error in terms of scope, date, and budget. On top of this, the plan created by the customer, project manager, and stakeholders was based on requirements that will inevitably change over time.
These changes are not easily discernable by the customer at the beginning of the project. The changes emerge as details of the implementation show the ambiguity present in the original requirements agreed upon. As the team produces software that represents their interpretation of the requirements the customer and other stakeholders provide feedback that asks for more changes. These change requests describe how the software does not behave as expected, suggestions for improvement, and even software defects.
It is common on traditional projects for a majority of these issues to be found near the end of the release cycle. Teams are now pressured to meet the existing plan’s expectations along with resolving the change requests. The capacity of the team is getting stretched and this does not come without a cost. Since date and budget are fixed and scope is increasing, quality is bound to deteriorate as the team focuses on just getting things done.
The team postures for a better situation by pushing as much of the emergent changes into the enhancement category. This allows the team to push these items out of their way during the current mad dash towards the release date. Sometimes they categorize items that are important to the customer in this manner and this causes a reaction.
From the customer and stakeholder perspectives it is imperative that the best product possible is delivered on the release date. They assumed that defect fixes would be included in the release date estimate. Customers and stakeholders do not understand how functionality that does not work how they wanted it to work is not a defect. The discussion about whether the found issue is a bug or enhancement does not make sense to them in some circumstances. It should just work as expected.
Estimating the time needed to fix a bug is difficult, if not impossible. Bugs tend to contain unknown variables that must be understood to fix it. These unknown variables include environment configuration, workflow deviation, application context, and other variables external to a line of implementation code. These unknowns lead to extreme variability in actual versus estimated time to complete compared to enhancements.
Enhancements, on the other hand, are similar in nature to functional requirements. Usually they entail a small variation on the original understanding of a functional requirement. The amount of unknowns surrounding an enhancement is considerably less than a bug. Therefore the reliability of estimated time to complete increases. The problem is that enhancements are thought of as changes in the original release scope and therefore will cost the customer more to get implemented.
[bookmark: _Toc113811179]Release Stabilization Periods
In traditional sequential software development processes such as waterfall [5] software components are specified, designed, and constructed before validating and integrating them as a full solution. A release stabilization period in waterfall starts on the “code freeze” date or the date signifying the end of feature construction. The code freeze date symbolizes that all new functionality has been coded with nominal unit testing performed for each piece in isolation. There is additional work left in the release stabilization period such as resolving conflicts during component integration, executing detailed tests, and performing a successful deployment of the software to appropriate platforms.

Figure 9.5
The waterfall sequential development process model used in many software development organizations. Winston W. Royce presented this model as an example of a flawed model for large systems development in 1970.
Using waterfall as a software development process assumes that we can reduce risk of change and technical challenges to almost nil at the beginning of a project. If the requirements captured are exactly what the customer imagines they want and the system design works precisely as predicted for integration of all system components then the release stabilization period will be minimal and fairly predictable. If the customer changes their mind about what they want after viewing and interacting with functionality and the design needs to be modified because of knowledge gained during implementation then the release stabilization period will be brutal and force significant rework. The problem is that customer expectations and design issues can occur during any software release and project teams are not able to predict when and how much the impact will be. This makes the release stabilization period an unpredictable amount of time and the project team will only know how long it will be well after it starts. Customers who are funding the software development are surprised by faulty plans and haphazard results presented by a project team working in this manner.
Since the release stabilization phase is unpredictable and could cause costly changes in our plans project teams will determine minimum levels of quality and the latest date acceptable for release. The team will work toward these minimum determinants yet unpredictability of stabilization will put tension on delivery. I have been involved with conversations in the past about a specific defect and whether its severity level was 1 or 3. If the severity was 3 then we could release with the defect in the software. Many of the defects that were severity level 1 were downgraded to 3 in order to meet date expectations. The other option is push out the date to compensate for stabilization unpredictability. This decision at least allows for quality to meet a minimum bar but it usually puts the project over budget along with missing the date. It is not uncommon in my experience for a project to push out the date more than once as new issues emerge during the release stabilization phase.
Continuing to release with a “code freeze” mentality will take its toll on the software over time. The first release is difficult since the amount of code to integrate during the stabilization phase is still relatively low. The following release has defects that the team works around to create new functionality and the amount of code to manage and sift through has increased since the first release. The confluence of more defects and code leads to longer release stabilization periods. This leads to additional staff on the project, more planned time to execute the release stabilization phase, and a decrease in delivery of new functionality over time.


Figure 9.6
The cost of fixing defects rises as the investment in new feature delivery on the project decreases with each release. As release stabilization becomes more difficult the cost to maintain the existing system and test a larger codebase begins to erode the value of future releases.
In recent years the length of release stabilization periods, mostly in terms of time needed to regression test the software, has lead to more focus on test automation tools to efficiently manage stabilization activities. Automation tools have focused on a continuation of the “code freeze” mentality. Teams can successfully battle the effects of the “code freeze” mentality temporarily by automating some portion of their regression test suites. The automation of tests following code delivery just prolongs the increase in duration of release stabilization periods. The time needed to stabilize a software release will increase at a much slower rate therefore providing the team and management with an illusion of fixing the problem. It does not take much time for a team to figure out that the code is not actually frozen and that the automated tests based on this thought to be frozen code are brittle. In some instances just a small rearrangement of UI elements on a screen will cause multiple automated tests to break. Not because the functionality has changed but due to automated tests reliance on position of UI elements either through screen capture, GUI generation naming convention, or document path lookup such as XPath for XML documents.
A testing strategy that involves a cocktail of automation along with test-first and exploratory testing practices can help to decrease release stabilization periods further than just test automation alone. The chapters on “Executable Design” and “Executable Specifications” go into more detail about practices used to reduce the time needed for release stabilization periods as software ages.
[bookmark: _Toc113811180]Indicators of Quality Debt
Although many in the software industry might not correlate quality assurance with architecture, the direct impact of quality debt on the structure and integrity of an application is indisputable. The longer it takes to validate an application’s build, the more likely quality will decay due to lack of feedback. Decay of the internal software quality leads to poor tactics for maintaining software. Teams decide to run regression test for only portions of the application. Inadequate regression testing results in increased production issues that distract teams while they are developing the next release of the application. These distractions reduce the amount of time teams have to deliver new improvements to the application.
Quality debt in an application is usually detectable. The following quality debt indicators represent a partial listing of quality debt indicators:
Lengthening regression test execution
Risk-based testing only
Increasing defects in bug tracker
Maintenance team for production issues
When teams identify signs of quality debt they should make plans to manage its consequences. These plans could include increased test automation, rethinking bug tracking strategies, and changing team configurations. Catching quality debt early will enable teams and management to make essential changes when it is less difficult to incorporate. If quality debt issues are found late in the release cycle then schedule pressure will hamper good decision-making. If we find out problems too late then there is not as much time to make adequate changes to support a positive outcome.
The upcoming sections will go into more detail about each quality debt indicator and ways to track and identify problems earlier. Also, they will include process, practices, and tools that could be used to help manage each effectively.
[bookmark: _Toc113811181]Lengthening Regression Test Execution
The amount of time it takes to execute all of the regression tests for an application tends to go up as more code is added to the software. If your team is not automating system, unit, acceptance, integration, performance, load, and stress tests then the duration for regression tests to execute and give valuable feedback will increase faster.
There are many reasons why teams don’t automate regression tests:
They don’t think the customer wants to pay them for creating automated tests
There are compliance processes that seem to make automation unpractical
The software has complex areas of functionality that are difficult to test
They lack the experience to implement automation effectively
Each of these issues can be overcome. For all of these, proper training and mentoring in addition to working with the right tools will help. As Agile software development has gotten more popular, there has been an influx of training and consulting available. Also, many organizations have created their own training and consulting to support effective test automation process, practices, and tools. The automation tools themselves have improved tremendously with the popularity. There are a plethora of open source test automation tools for all sorts of different test focus areas. Commercial tools have also started to upgrade their tooling to support practices such as Test-Driven Development and Continuous Integration.
Keep track of how long it takes to execute regression tests each time. If the duration gets longer then ask what is causing this. On most projects, the regression test execution is heavily automated and takes less than 10 minutes to run. When working with legacy code we keep track of the duration for regression test execution and find ways to reduce it. This may start out as weeks and slowly get down to days, hours, and hopefully minutes.
The chapter on Executable Design suggests a way to implement automation for the unit, integration, and some system tests. The next chapter on Executable Specifications will go into more detail about how to implement automation for acceptance and system tests. Performance, stress, and load testing sometimes involve special considerations and tooling.
Performance, Stress, and Load Testing
This book will not go into great detail on how to implement performance, stress, and load testing. There are much better books on this topic. Instead, we will focus on the characteristics of this type of testing that enables frequent feedback.
Find performance, stress, and load testing tools that can be executed through a script. This enables team members to execute these tests from their own machine. Also, these types of tests may need to be executed from multiple nodes at once so remote script execution will make it much easier to run.
Do not wait to execute performance, stress, and load tests. Once the team has information about the type of performance that is expected by the customer then they should begin developing these tests and executing them. It is common to run these tests 3 or more times per iteration and in some cases I have seen them run every time code is checked in.
Create performance, stress, and load testing environments that resemble production as closely as possible. Small variations in environment setup or configuration can cause test results to be invalid.
Automatically promote functionally validated builds to performance, stress, and load testing environments. Most teams I work with will have their Continuous Integration server run the functional and unit tests first and if they are successful then promote that build to other environments for further testing automatically.
Again, there are a lot of tools out there that can support these effective performance, stress, and load testing characteristics. It is important to continually find better ways to execute all types of tests so they can provide effective feedback as code and technology evolve.
[bookmark: _Toc113811182]Risk-based Testing Only
Risk-based testing involves prioritizing features and components to be tested based on their potential for failure. The idea is to focus on specific feature and components to reduce the overall risk profile for failure when the software is delivered to users. This allows software development teams to focus their manual testing efforts to find defects in the most crucial areas.
It has been my experience that this is best combined with exploratory testing efforts. Exploratory testing incorporates exploring software for new potential ways of interacting with it, designing tests for these interactions, and executing those tests to verify expected outcomes.
Risk-based testing is not an alternative to test automation or full regression test execution. Unfortunately, I have witnessed many teams that only do risk-based testing in lieu of regression tests that run fast enough to meet the demands of project managers, release managers, and stakeholders. This is just poor testing technique and leads to the 2 following indicators for quality debt: increasing number of defects in bug tracker and maintenance team for production issues. If risk-based testing has become an approach to regression testing before sending the software to production then starting to do test automation will incrementally make advances towards better regression testing practices. Check out the chapter Executable Specifications for ways to start focused test automation.
This category of quality debt indicator is also a great practice for Agile teams to explore. Some teams stop manual exploration of their software once they get high levels of test automation. Automated tests are great for verifying anticipated expectations of how the software should function. It does not find defects that occur when users do unanticipated things with the software. With high levels of automation it is important to do exploratory testing while having a risk-based focus for those explorations.
[bookmark: _Toc113811183]Increasing Defects in Bug Tracker
This might be the most prevalent indicator of quality debt and also the most obvious. If a software development team is creating more defects than they are able to fix then the number of defects being tracked will increase. All bug tracking tools that I have ever used included the ability to report on how many defects are open. Yet, for many organizations, tracking defects has become the norm and even expected.
The Dysfunctional Bug Triage Process
While I was consulting at a large financial organization, I had the following discussion with one of their development managers:
“How do we incorporate our defects into the Product Backlog?” asked the Development Manager.
“How many defects are there?” I responded.
“Well, there are about 5,000 defects for this specific software product.” they quipped.
“5,000? Are you going to fix all 5,000 of these defects?” I queried.
“No. We conduct a bug triage meeting every month and prioritize the top 20%.” they explained.
After some quick arithmetic in my head I asked, “so, you are going to fix 1,000 of them?”
“No.” they responded as if I didn’t understand how bug triage works.
“How many defects can the development team fix in the next 3 months?” I asked.
“About 250 usually but more than 250 will be added to the list.” they answered.
Following some more uncomfortable conversation I made a suggestion. “How about we include and prioritize the top 250 defects in the Product Backlog and then throw out the other 4,750 or so defects. We could send out communications beforehand to make sure people understand how and why we are cleaning up the bug tracking system. If specific defects are that important then users will log them again and they will get prioritized in the Product Backlog.”
I was not asked back to consult at this organization again.

Figure 9.7
If teams are not able to fix defects as quickly as they accrue then the amount of defects to track will increase.
If defects are outpacing your software development team then the first thing to do is reduce the velocity of delivery per iteration. The team is attempting to implement more functionality than they are able to do with sufficient quality. This will lead to increases in production issues and contaminate user’s perceptions of the software. As defects increase past a certain point, management will find their development team is spending too much time on production issues and are not able to focus on delivering new functionality. This leads to increasing the operational costs by separating out a maintenance team to handle production issues specifically.
[bookmark: _Toc113811184]Maintenance Team for Production Issues
When production issues are outpacing the team’s ability to fix issues then a conflict is realized. Production issues are highly important but they defocus the team from implementing requested features that the business stakeholders want. In most software development organizations, this is a candidate situation for creating a production support team, a.k.a. maintenance team.
One of the biggest problems with maintenance teams is:
The team creating defects is not responsible to fix them.
Therefore, the maintenance team is kept busy fixing existing defects while new defects continue to accelerate. This happens because:
The feature team does not learn as fast about how to avoid serial defect creation activities.
The feature team continues to be pressured by schedules to implement the same amount of functionality while software debt creeps in.
Maintenance teams tend to work off separate branch of code and pay the cost to integrate with continuously changing feature team branch.
Although creating a maintenance team for production issues is an indicator of quality debt, I do not suggest the maintenance team is always disbanded to begin quality debt reduction. There are a few courses of action that I have seen bring healthy change for handling production issues while delivering requested functionality.
Cycle feature team members through maintenance team and vise versa
Reduce velocity of feature delivery
Automate tests on defect fixes
Create production issue workflow for handling different severities
Maintain one list of work
Emphasize quality
Cycle Feature Team Members through Maintenance Team
One of the simplest changes that can be made is cycling team members working on requested functionality through the maintenance team for set periods of time. This means that maintenance team members also cycle through the feature team. This gives the entire group opportunities to work on the fun and usually not so fun activities involved in delivering software. Also, it provides an opportunity for all team members to learn how to avoid defect-creating activities more effectively by working on maintenance activities.
It is important to identify the appropriate size for the feature and maintenance teams. Make sure that the maintenance is large enough that it will fix issues faster than they are getting introduced into the software. This will help to reduce the quality incrementally over time.
Choosing an appropriate duration for cycling through the teams is important, as well. We want to make sure team members are able to focus for periods of time. The most common cycle I have seen is changing out up to half the maintenance team membership per iteration. This provides continuity on the maintenance efforts and allows team members to focus on maintenance for at least 2 iterations.
Reduce Velocity of Feature Delivery
When teams are accelerating accrual of any software debt, an obvious choice is to reduce feature delivery so the team is able to incrementally reduce the software debt. This is, of course, much easier to say then it is to do. There is a dilemma for management when it comes to reducing feature delivery. Decisions such as the one found in the following example discussion are common in my experience and others I have spoken about this topic with:
The IT Manager’s Dilemma
“The team continues to complain about working with that legacy codebase because it has so much technical debt. The technical debt slows them down in their feature delivery and they asked if we can raise the priority of fixing it?” the ScrumMaster asked.
The IT Development Manager looked distraught about the request. She knew that paying back some of the technical debt would be a valuable effort but what would the business say about the priorities? “Tell the team that we’ll start paying back some of the software debt starting in the next release. We must get the current release out the door and a change in priorities won’t allow us to get there,” the IT Development Manager decided.
Given the environment in which most IT managers work within, it does not surprise me that a decision to push paying back technical debt next release is made. We must understand that a typical IT manager has many influences on their decision-making, as well:
Business pressures for a set of features on a certain date for a set cost (The Iron Triangle)
Expectations of feature delivery based on past software releases
Unreasonable deadlines due to business issues such as lapsing support contracts and executive management promises
Perception of their organization and how that reflects on their capabilities
A compensation plan that does not reward managing software assets for future capability
Etc…
This is unfortunate since it has been my experience that teams that reducing velocity of feature delivery allows team to more effectively contain software debt. Teams that contain and reduce software debt will at the very least deliver with consistent throughput release after release. In cases where the team incorporates test and build automation, they accelerate the velocity of feature delivery over the long term.

Figure 9.8
This figure represents the problem IT managers have in deciding whether or not to manage software debt effectively on existing software.
The development team will have to slow their current feature delivery in order to get consistent velocity while managing their software debt. Managing the software debt effectively would be the best decision to maintain the value of the software for the business. Development teams and associated management should find ways to make incremental changes in feature delivery expectations so they can make progress towards better software debt management.
Automate Tests on Defect Fixes
On projects where the number of defects is growing there are many reoccurring or similar defects. Significant progress can be made on reducing the number of defects by automating tests for defect fixes. These tests establish how the software should behave and will be executed frequently to make sure it still behaves as such.
It is best to automate the tests at the smallest unit of behavior so the tests run fast and are more durable. This means that programmer tests, like those discussed in the chapter Executable Design, are best to automate for defect fixes. If it is too difficult to create programmer tests then the next best test automation is creation of automated acceptance tests, which will be described in more detail in an upcoming chapter named Executable Specifications. Automating tests through the user interface should only be used as a last alternative because these are the slowest and most brittle tests to execute.
Automating tests for defects could also lead to performance, stress, and load test automation. Please review the topic Performance, Stress, and Load Testing earlier in this chapter for more details.
Development teams that find reoccurring or similar defects getting logged against the software should find ways to reduce rework in the infected areas. Test automation for defect fixes will incrementally add tests that can be executed frequently to validate previous expected behavior is still correct.
Create Production Issue Workflow
Production issues tend to cause dysfunctional reactions within an organization. As production issues become visible, business stakeholders ask for them to be fixed. Not all of the issues are high priority and are in conflict with feature delivery for the next release. Plans were created and teams are being held to delivering the next release but the production issues are defocusing them from their commitment. The team’s management works out a prioritization of production issues based on severity and likelihood and tells business stakeholders that only the highest priority issues will get worked on immediately. The other production issues will go into an issue tracking system and get worked on when it becomes a priority. This workflow is followed until an issue is pushed down in priority that a business stakeholder really wants in production soon. Then parties on the technical and business sides of the equation find ways to game the workflow by increasing the severity of the issue. This starts to occur more often and now we are having the same problems, as before.
This dysfunctional cycle stems from the fact that there are actually 2 separate lists of work that are prioritized for the team to work from. The team, with help from management, must decide which list to pull from next. The team is now making business decisions about what is most important to work on. This is not the responsibility a development team should have.
Production issues fall into 2 categories:
Fires that must be fixed right away
Issues that must be prioritized
Fires are issues that get prioritized ahead of all current work of the team. These are handled best in one of the following ways:
Entire team has designated buffer to handle fires as they come in. Teams usually set this up because production issues are a regular occurrence for them and until the software debt is paid back sufficiently this will be the case.
One or more members of the team are designated to handle production issues as they come in. This allows most of the team to focus on feature delivery. The team members assigned to any production issues don’t make feature delivery commitments but if there are no production issues they will help the team by paying off existing software debt or delivering functionality in addition to what was committed to.
The least preferred method is to create a separate maintenance team. When taking this option, consider the Cycle Team Members through Maintenance Team suggestions earlier in this chapter.
Issues that are not fires must be prioritized along with other work so the team knows what is most important to work on next. In Scrum, the Product Backlog should include these issues in its stack-ranked list of prioritized work. If issues are insignificant enhancements or probably will not get worked on in a reasonable amount of time (3-6 months) then the issue might just get closed so the Product Backlog size does not get out of control. Anytime an issue is closed without being fixed it should be communicated back to the requestor why it was not prioritized at this time.

Figure 9.9
This figure represents the basic workflow for handling production issues on a Scrum team. If the issue is a “fire” then it will interrupt the current iteration. If it is not a fire then it will get prioritized against other work in the Product Backlog in preparation for a future iteration.
What is most difficult about putting a production issues workflow process as described usually is defining what is a “fire”. It is important to get a good cross-section of the project stakeholder community in the decision-making process to define a “fire”. When working with the stakeholder group on defining a “fire”, it is good to guide their decision-making with definition around impact on service or revenue and what if there are existing workarounds. Not all of the production issues identified will be easy to triage but a definition that can take care of more than 90% is a great workflow.
When production issues get pushed to the Product Backlog for prioritization we are making sure that the business is making the decision on what is most important to work on. We must make decisions of priority based on the current reality to manage production issues alongside feature development.
Maintain One List of Work
One certain way to increase software debt in your systems development is to have multiple master lists from which to work from. Clear direction is difficult to maintain through multiple lists such as a bug tracking system, list of desired features, and technical infrastructure enhancements. Which list does a team member choose from? If the bug tracker includes bugs in your higher priority levels, such as priority 1 and 2, this may be an obvious choice, right? Well, the problem is that influential stakeholders want their new features so they can show progress to their management and customers. Also, if we don’t enhance our infrastructure we will never improve our delivery capabilities and continue to endure frustrating issues between our development, test, and staging environments.
Deployed and appropriately used software is a business asset. Modifications to a business asset should be driven from business needs. Bugs, features, and infrastructure desires for the software should be pitted against each into one list that the team can pull work from. The business advocates must prioritize across varying descriptions of value for each type of work. The focus gained with one prioritized list of work will more than make up for the continued management of the one list from a business perspective.

Figure 9.10
The Scrum Product Backlog is a tool that was created to meet the objective of maintaining only one list of work. As seen in this diagram showing how a Product Backlog works, it is best used with the practice of “if it’s not in the backlog, it doesn’t exist.”
Emphasize Quality
In his paper that attempted to define the term software engineering, Barry Boehm described the price of procrastination [6] in terms relative cost based on phase of software development cycle the error is detected. This data used in this paper came from real projects at TRW, IBM, and GTE. Boehm proposed, based on this data, that the price of change increased exponentially the longer it lingered in the plans. If the error is found during the requirements phase in a traditional project the cost was approximately 1 unit compared to the cost of finding an error in production operations which would be 100 units. Figure 1.8 shows a chart depicting Boehm’s original “price of procrastination” findings.
 
Figure 9.11
Relative cost to fix error based on phase in which error was detected from Barry Boehm’s article in IEEE Transactions on Computers, December 1976, called “Software Engineering”[6].
Interpretation of Boehm’s presented results lead to more up front planning including further elaboration of requirements and design since the cost was lower during these phases per item. Emphasis on getting all the requirements “right” before going into the design phase was essential to project success. Using big up front design techniques such as top-down design, modularization, and design communication tools became critical to drive risk for the software implementation down. Most of these practices focused on preventing defects early as possible.
Kent Beck challenged this relative cost to fix errors with his own cost of change curve [7] that displayed the possibility to flatten costs over time using Extreme Programming (XP) practices. XP practices allow teams to do less anticipatory design. This includes refactoring existing functional code to an acceptable design continually throughout the lifespan of the software. Beck proposed that the focus on defects as the prevalent reason for change in software systems during the 1970’s and 80’s had changed in the 1990’s and therefore changes today are more likely due to knowledge gained in the software creation process. If this is the case then making our software easy to change was necessary on top of defect prevention. This means focus should be to focus on a flat cost of change in updating our software over multiple releases. This flattening effect is shown in Figure 1.9 below.

Figure 9.12
Kent Beck’s modified cost of change curve proposed in his book Extreme Programming Explained: Embrace Change”[7].
An emphasis on quality is not only the prevention, detection, and fixing of defects. It also includes the capability of a software system to incorporate change as it ages at all levels including the architecture itself. An example I have seen on multiple occasions is the ability of a web application to scale. In my consulting experience software development groups have created web applications that met functional requirements but did incorporate the ability to scale with their rate of page hits. At some point the web application becomes sluggish with the added traffic to their product site and multiple attempts to scale the application result in the realization that significant portions are not easily modified to support the need. This realization is news to their business unit their inability to adapt to new realities may hinder future plans.
[bookmark: _Toc113811185]Test Automation
Although test automation approaches may include unit tests with xUnit type libraries, this section will focus more on functional and integration test execution. For more detail on unit test automation check out the chapter on “Technical Debt” which goes into component-focused tests. A way to differentiate unit testing from functional and integration testing is to think of their granularity. Unit tests are employed to execute one specific capability for a component of the software. Functional and integration tests execute the interactions between multiple components within an application from an end user perspective. Therefore unit tests are finer in granularity than functional and integration tests.
The question on when it is appropriate to automate tests has been around for some time now. Points of view range from “test automation should be constrained to unit testing” all the way to “automate all test cases”. Neither extreme is an optimal approach for all software projects. It is becoming apparent that some automation should be present in all software projects of any measurable size. One of the main reasons for this is that the number of test cases for a solution grows as features are added and therefore it takes longer to regress the software. Given this increase in duration, we can predict an eventual return on investment (ROI) for automating test case execution versus manual regression. The ROI for test automation is much lower than most would expect, in my experience.
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Figure 9.13
Return on investment (ROI) for automating regression tests versus manual execution per iteration over time. The graph shows manual regression testing starts out cheaper but after multiple iterations automation will be more consistent and less costly.
Automation is best used for test cases that are repeatable and specific. This does not represent all of the highest value tests to be executed on a software solution. Brian Marick, an Agile Manifesto signatory, wrote a wonderful paper “When Should a Test Be Automated?” in which he described his own insights into test automation.
“… two insights that took me a long time to grasp - and that I still find somewhat slippery - but which seem to be broadly true:
1. The cost of automating a test is best measured by the number of manual tests it prevents you from running and the bugs it will therefore cause you to miss.
2. A test is designed for a particular purpose: to see if some aspects of one or more features work. When an automated test that’s rerun finds bugs, you should expect it to find ones that seem to have nothing to do with the test’s original purpose. Much of the value of an automated test lies in how well it can do that.” [8]
Brian’s insights seem to be from two perspectives on test automation. The first insight provides a negative perspective on automated tests because a human being will not execute them anymore. A lack of human interaction with software during test execution is a potential risk for automation. If we rely too much on test automation to find all defects in the software we will be missing quality attributes that are not easily automated. Usability is an example software quality attribute that may be overlooked by teams with heavy reliance on test automation. Not only will quality attributes get overlooked but also optional usage scenarios may be missed. These are the usage scenarios that are not planned for and could have positive or negative ramifications for end users. The second insight describes how automated tests can be evaluated in terms of value to the software delivery. Since automation is best for repeatable and specific test cases then defects found after successful execution are usually an effect of changes made for other purposes than the original test was created for. The ability to execute appropriate automated test cases against a software solution often allows the team to get feedback on changes quickly and fix the defects before they become entangled with other changes. In my opinion, both perspectives on a team’s automation approach are important and should guide us to appropriate automation techniques for our domain and technology choices.
Some teams automate just enough of the functional test cases to reassure the team that none of the basic functionality has broken with new changes. These are sometimes referred to as “smoke tests”. Other teams may use record and playback test automation tools to capture successfully passing manual test cases for “stable” functionality. Highly agile teams I have worked with automate functional and integration test cases before implementing the code. This is referred to as acceptance test-driven development. Each approach could be the best option within a specific context. The next few sections will discuss some potential pitfalls and rules of thumb for each test automation approach.
[bookmark: _Toc113811186]Smoke Tests
The idea behind “smoke tests” is that they cover just enough functionality from the user’s perspective to prove that no major defects are present in a software build for existing functionality. These tests tend to take risk-based approach to identify areas of functionality worth creating automated tests around. Smoke tests run faster than a full regression test execution and therefore will be executed frequently so that problems with existing functionality are found earlier in the release cycle. While smoke tests are getting executed for existing functionality testers can focus on executing test cases for new functionality.
When the code associated with new functionality gets stable testers will execute the full regression test suite. A full regression test suite will include additional manual test cases that must be executed to prove the software build is ready for promotion to a more stable environment such as staging or production. A portion of the test cases for new functionality will be automated for inclusion in the smoke test suite in subsequent releases after they are passing successfully against the software.
This approach may have been chosen because functional tests that interact with software through a graphical user interface (GUI) tend to be brittle. These tests are brittle because the GUI changes often and most test automation tools are still not mature enough to deal with frequent changes. Tools and platforms that generate identifiers for controls and interface elements add to testability problems because small changes to the GUI will change the identifiers automated tests were looking for on the screen to validate functionality. This will cause automated tests for that screen to break signaling the need for rework of these automated tests. If we only automate a minimal set of smoke tests for each screen then a team can reduce rework of these broken tests because of seemingly insignificant GUI changes.
Taking a “smoke test” approach to test automation is useful when the tools and platforms used to develop the software does not have mature test automation tools associated with them. Teams using proprietary tools will usually not invest in test fixtures for their tools. Also, software built on older or less popular platforms will find test automation tools lacking. An example for both of these situations is existing software developed using COBOL on mainframes. The tools for COBOL programs lack an emphasis on test automation and usually must be developed by the team in additional to implementing functionality. The cost associated with developing test automation is hard to justify and therefore teams may decide to only automate risky areas and execute these as smoke tests.
The advantages of smoke tests are limited. Although teams will reduce rework of brittle functional tests this approach has many potential pitfalls. Taking this approach assumes that the correct test cases will be identified for automating to reduce risk of breaking important existing functionality. Teams will find it difficult to gauge exactly which test cases cover this functionality best and will be wrong from time to time. The test coverage for software based on smoke tests will be extremely low. This will allow defects to creep into the software in places that the smoke tests do not cover. The amount of smoke tests for the software will grow as functionality is added. This will cause the smoke test execution to get longer. This will cause teams not to execute the smoke tests as often and therefore reduce the value of their existence and maintenance.
Only apply a smoke test approach when test automation options are limited for your software tools and platform. Look for ways to make implemented functionality more testable from the start rather than work around broken automated tests due to insignificant GUI changes. As the implemented functionality becomes more testable the smoke tests will seem less brittle and this will create an opportunity to increase test coverage of the software through automated tests. Creation of more automated tests will make smoke test duration increase. Treat these automated tests like implemented code and find ways to speed up test case execution and research possibilities to parallelize test execution across multiple server nodes. There are software products existing today that will help teams execute test cases in parallel. The cost of these packages will be offset by the increased value in running your automated tests more often while covering more test cases. Changes that break existing functionality will be found faster and therefore get fixed faster reducing lingering defects that must triaged, tracked, and prioritized later.
[bookmark: _Toc113811187]Record and Playback
The record and playback approach to creating automated functional tests allowed manual test cases to be more easily automated by non-programmers. A person could take a successfully passing manual test and capture the steps in a repeatable test script using the recorder tool. Tools with record and playback capability capture user interactions with a software application by applying screen capture and object identification techniques.
The promise of record and playback was your existing test staff could easily use the tools without having to become a programmer. Just turn on the recorder and then click and verify results with easy to understand tools. Test-focused IT managers purchased record and playback tool sets to supplement their existing requirements management and test case repository packages. These tools seemed to have the potential for decreasing duration of regression test cycles and human-error in manual test execution for repeatable and tedious test cases.
It was soon evident that creating valuable test scripts using the record and playback technique was neither sufficient nor as easy to incorporate into existing quality assurance processes. Generated test scripts from recording sessions are prone to becoming invalid as a software application changes over time. Some simple modifications to the user interface such as changing the text written on a button could break most automated test scripts for that screen. Many teams figured out that the same design and processes used in developing the application applied well to maintaining the test scripts. This forced teams to get involved in the test code, create processes for encapsulating partial test components, and demand more of the team’s time to be spent on test script maintenance.
Creation of these automated test scripts allowed teams to verify basic functionality quicker. Most teams found test automation to be advantageous over full manual regression of software applications. But the long-term gains found with test automation did not outweigh short-term desires for functionality of managers and business units. The time spent developing automated test scripts was greater than originally thought. It was also difficult to sell stakeholders on the benefits of using part of the team’s time creating artifacts that were not adding functionality to the end product.
Record and playback approaches still have benefits over full manual test regression but it is my experience that some of the following techniques are used to increase the value and maintainability with time:
Create test components - Record small scripts and tie them together to create larger tests. Most record and playback test tools allow for inclusion of existing test scripts into the current test script. Test scripts are best when they do one thing well. This may be filling out a form and submitting it, navigating from one section of an application to another, or validating a system’s current context for executing other tests.
Extract test data from scripts – It is important to keep test data outside of the test scripts to remove duplication. Duplication creates most of the maintenance headaches for aging systems. Maintainability of test scripts is reliant on continued removal of duplication including usage of test data across multiple scripts. Use references from current test data to other scripts that contain the test data used.
Reference interface controls abstractly – A big reason that automated functional tests are brittle is that they reference components that are easily changed. For instance, when a button with the text “Log in” is changed to “Sign on” the test script referencing the original text will break because it no longer exists on the screen. Most current day interface libraries and standards allow controls to have abstract names through an “id” attribute. In HTML most elements allow for the attribute “id” to be defined for components and each identifier must be unique per page to be valid. If in the previous example the unique identifier for the button was referenced as “authenticateUserButton” then the text change would not break the automated test script.
Execute automated test scripts often – Automated tests are best used to find problems with existing functionality. Running these automated tests often will allow teams to know when they are breaking existing functionality quickly and fix it before the problem lingers and becomes embedded within other functionality. The faster automated tests can be executed against changes the better. Some teams start by running automated regression test scripts once per day. This usually occurs over night and provides results that the team looks over the next morning. More ambitious teams will execute regression tests every time they check code into their source code management system. Small changes are scrutinized multiple times a day and provide frequent feedback to the team.
This list only contains techniques to create more value and increase maintainability of your recorded automated test scripts. It does not describe ways to create better tests for your applications. These techniques revolve around how to encapsulate, organize, and execute your automated test scripts. It is up to your team members to create good test cases and incorporate these techniques for managing them.
Automation with Fit - A Case Study
An insurance company found that one of their existing platforms did not meet their current business needs. The existing platform had been around for many years and was ripe for migration to a modern system. The company purchased a new platform that would support business needs into the foreseeable future. A team that had recently adopted Scrum and other agile engineering practices was assigned to the project. They adopted Fit [9] for automating acceptance tests to verify conversion of legacy data to new platform. Fit is a tool that allows teams to verify customer expectations to actual results using simple HTML tables to describe test conditions.
After 8 2-week iterations the team was extremely happy with the progress and stability of the data migration so far. There was anecdotal evidence that substantial time and money was being saved with their adoption of Fit but they could not provide exact details of how much. Since this project was a pilot for agile adoption across the enterprise it was important to share data about their experience. A member of the team was tasked with extracting quantitative results to share with the organization.
They calculated the cost of manual regression test execution before the introduction of Fit. It was found that the team had been executing two full test runs lasting 75 person hours per 2-week iteration. These full test runs incorporated comprehensive manual regression testing and data conversion and validation. The overall cost for executing test regression per iteration was $17,000. After the introduction of Fit for automation of repeatable regression and data conversion and validation tests there was a significant reduction of cost per iteration for testing. The team had developed a healthy amount of Fit test fixtures and automated tests. This reduced the 70 plus hour test runtime down to 6 hours and cost for testing per iteration went from $17,000 down to $7,000.
The team was able to focus more of their time on design and validation tasks rather than repetitive manual regression test execution. This case study shows that significant time and cost reduction can be found with test automation given the right tools, processes, and practices in a short period of time. Within 16 weeks this team at an insurance company was able to reduce testing costs per iteration from $17,000 down to $7,000 and test execution runtime down from more than 70 hours to about 6 hours.
[bookmark: _Toc113811188]Compliance
Software compliance has become a major issue for many organizations. Not keeping some software within compliance could result in substantial penalties and regulatory ramifications. The potential risk of being out of compliance has lead these organizations to identify ways of governing compliance within their software assets. This chapter will discuss two particular strategies for governing compliance:
Independent verification and validation
Traceability
Each of these strategies is put into practice to avoid compliance issues. Both strategies could add sizeable costs to a project. This section will discuss methods for reducing these sizeable costs and enabling teams to work in an iterative way while satisfying compliance needs.
[bookmark: _Toc113811189]Independent Verification and Validation
Independent verification and validation (IV&V) is a way to check the work of a development team after it has implemented requested functionality. In practice, a separate individual or group within an organization does IV&V to avoid their judgment being altered by their relationship with the team who constructed the software. Robert O. Lewis defines verification and validation as the following:
Verification is an iterative process aimed at determining whether the product of each step in the development cycle fulfills all the requirements levied on it by the previous step and is internally complete, consistent, and correct to support the next phase.
Validation is the process of executing the software to exercise the hardware and comparing the test results to the required performance. [10]
IV&V is especially used in highly regulated industries such as medical systems, healthcare, and banking. Entire departments are dedicated to executing IV&V for software development teams for requirements, design, code, and test phases of a traditional system development life cycle (SDLC).
When Agile software development is introduced into this environment it is difficult for the organization to see how IV&V fits into the development life cycle without removing most of the gains they hoped to get. There are some essential practices that support effective integration of IV&V into an Agile software development process:
Delivering potentially shippable product increments each iteration
Lightweight requirements such as user stories or well-sliced use cases
Favor high-level design documentation over detailed design while providing automated programmer tests
Small automated test scripts that are easily put together in forming larger test cases and suites
Iterative interface with IV&V group to enable per-iteration verification and validation
Ability to provide a listing of project artifacts that have been modified since the last IV&V
Test Automation, IV&V, and Agile
While consulting at a medical systems company I was told by a QA Manager that automating tests was difficult for the product that was being developed. Since this QA Manager understood that the Scrum framework guides teams to implement potentially shippable product increments each sprint, he was worried that it would fail because of this problem. The problem was that IV&V had to manually verify all of the test scripts that were created during the release at the end. Since a manual verification was getting executed against the entire product it made little sense to pay for test automation. The automated tests would not be executed to validate the release build anyways.
After some discussion, I asked him why the IV&V group couldn’t verify and validate after each sprint. He said that the record-and-playback scripts were too large and the IV&V team had to manually verify the entire script even if only a small part was modified. Next, I asked him if the development team could create smaller scripts that are more focused and then piece them together to create larger test cases and suites. He responded, “yes, in fact we started doing this and it seems to be a better way to automate for the team, as well.”
It seemed we were getting to a solution but as he thought more in-depth about this he asked how would we know what scripts have been modified since the last sprint? Since they were using a source control management system to house their code, we could easily run a diff between each sprint tag and provide a listing to IV&V about what artifacts changed. He left our conversation and immediately worked with the team and their IV&V group to setup this solution. The development was able to take advantage of test automation from that point forward.
If teams are not able to implement a process that invokes most of these practices on their project then the work of IV&V will probably get pushed to the end of each release cycle. Any verification or validation problems found will impact an Agile team heavily since design, code, and most of testing is incorporated into the iteration cycle. All artifacts created incrementally could be impacted and involve lots of rework to meet IV&V expectations.

Figure 9.14
This figure shows the basic elements of independent verification and validation when using an Agile approach such as Scrum. Functionality is identified as ready for implementation and pulled into the iteration by the team. Small, automated test components that are put together to build larger test scripts are created and modified for the new functionality. Manual verification and validation is done for each new and modified test component.
[bookmark: _Toc113811190]Traceability
Organizations that must pass compliance audits have to show traceability of requirements to delivered artifacts. Traceability is commonly tracked via artifact identification codes with elaborate versioning and dependency schemes. Artifacts are usually traced in a requirements traceability matrix that correlates requirements to design artifacts and/or test cases.
A problem that frequently occurs with tracing artifacts using this matrix is that as the software grows in size the matrix gets out of sync with reality. Agile teams look for ways to make document artifacts either generated or executable against the actual working software so they are less likely to get out of sync with reality. There are a few ways that I have seen teams incorporate traceability into their Agile software development processes:
Purchase a commercial tool for Agile project management that incorporates traceability of Product Backlog items to identified test cases. Some of these tools have the ability to update test case status through web service interfaces and provide extensions to existing open source and commercial test automation tools.
Use Executable Specifications to provide traceability to Product Backlog and associated acceptance criteria that they represent. Give each Product Backlog item a unique identifier and writing the Product Backlog item title and/or description into applicable Executable Specifications. This way they can be traced in the source control repository.
Create or modify existing requirements traceability matrix as the organization has done in the past. This could be no worse than keeping it up to date using tradition plan-driven techniques. It should be better since the iteration ends with potentially shippable product increments and therefore should incorporate updates to the requirements traceability matrix in order to say the iteration is successful.
It has been my experience that traceability has been enhanced by organizations I have worked with rather than getting forgot about. Look for ways to slice up functionality so that creating or updating artifacts associated to a requirement can be all done well within the iteration time constraints.
[bookmark: _Toc113811191]Software Delivery without a Bug Tracker
As I have gained more experience with Agile software development, I have found that there bug trackers are not necessary. Bug trackers are tools that “catalog inadequacies” [11] of the software. Using a bug tracker rather than fixing the issue immediately is an indicator of software debt and usually results in a growing bug database of items that must be triaged to figure out what is worth fixing. Let me tell you a story of a project that showed software delivery without a bug tracker is possible.
Field Support Application
Our team was pulled together to work on a Cold Fusion application sitting on top of an Oracle relational database. All of the business logic was embedded in Cold Fusion markup and Oracle stored procedures. Over 2,000 people used the application every day in diverse roles from field support engineer to customer service representative.
After the first sprint, our team worked with the client’s operations folks to deploy some feature improvements and defect fixes. With each sprint that went by our team continued to deploy into production and garnered great trust with the client regarding our work. The team deployed 33 out of 36 2-week sprints into production. The amazing thing is that only 1 defect was found in production. Our team did all this while moving slices of functionality off of Cold Fusion to Spring framework and stored procedure logic to a data access layer sitting on top of Hibernate object-relational mapping to the Oracle database. On top of all that, the team delivered features at about 10 times faster than any group who had worked on this software before. A true testimonial of how an experienced Agile software development team can eliminate the need for a bug tracker.
The only defect found in those 33 deployments to production was put into the following 2-week sprint since it was not high impact and the users had an easy workaround. It was deployed 2 weeks after it had been introduced and our team was remarkably dissatisfied because we had introduced a defect into production. A test fixture was created for the defective functionality and from then on the team managed to not let it happen again.
This experience on the field support application project changed my view on bugs and the process of tracking them. Why do we leave bugs in our software long enough to track them in a bug tracking system? What is the root causes of bugs in development? It is my opinion that our approach to software development and lack of such examples in the software community are the culprits. Even though you probably won’t throw out your bug tracking system tomorrow, ask yourselves these questions and figure out if there is any way that your team can eliminate or significantly reduce the need for the bug tracker.
[bookmark: _Toc113811192]Principles of Agile Software Quality
Alex Pukinskis provided what I believe is a great set of principles that describe Agile software quality at Agile 2006 [12]:
The system always runs
No code is written except in response to a failing test
Zero post-iteration bugs
[bookmark: _Toc113811193]The System Always Runs
On day one, teams that I work on get a build that is deployable and deploy it to a test server at the very least. If we are working on existing code that we inherited it may take a few days to a few weeks to make it deployable but we work on getting it successfully deployed into an environment as part of the first item we take off the Product Backlog. As improvements and additions are made to the software, our team will continually make sure that the deployment process is automated and working each day.
[bookmark: _Toc113811194]No Code is Written Except in Response to a Failing Test
Teams I work on are diligent about test-first development. We automate all tests that are practical to automate. Implementation of production code must satisfy the expected behavior set out by a failing test. Read the chapters on Executable Design and Executable Specifications to find techniques and principles to drive test-first development efforts.
[bookmark: _Toc113811195]Zero Post-iteration Bugs
If an improvement or addition to the software is not fully done then it we don’t say we are done. If there are bugs, the changes are not finished and the team will work with the customer to figure out how to get it done. Post-iteration bugs are not acceptable to the teams I work on. If we aren’t going to fix the bug then it is an enhancement or it is not worth tracking.
[bookmark: _Toc113811196]Applying the Principles of Agile Software Quality
To achieve software delivery without a bug tracker, all of these principles must be in practice by the team. The discipline and experience that our team had when working on the field support application is not common. It is important to note that our team did not notice anything of significance going on while they were delivering 33 production releases. This way of working has just become second nature for everybody on the team. Striving for all 3 of the principle of Agile software quality seems arduous until your team starts going towards them. After a success or two, striving for these principles becomes fun and rewarding.
[bookmark: _Toc113811197]In Summary
Although code is what teams deliver to the users, there are other aspects of the software development process that must be managed effectively, as well. Quality could be maintained through manual tests but over time these manual tests will take longer and longer to run. This will put more pressure on the development team to meet unreasonable feature complete dates and testers to squeeze test execution into an unreasonable timeframe. We must automate as much of the repeatable and specific tests for our system as possible. This will not remove the need for exploratory testing but it will allow testers to focus more of their effort on this important testing technique.
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[bookmark: _Toc113811199]Executable Specifications
Acceptance Test-Driven Development in Action
"One must not attempt to justify them, but rather to sense their nature simply and clearly." – Albert Einstein

[bookmark: _Toc113811200]Working Software
Developing software that works is a focus for Agile teams. In the Principles Behind the Agile Manifesto, this is described through the following principle:
“Working software is the primary measure of progress.” [1]
This focus on working software means that teams must be able to validate that the software is “working” for the users. And since Agile teams use short timescales to deliver working software, validating that the software is working must be fast. When the software is still early in its existence, there is not as much to test and therefore it does not take long to validate it manually. But as the software functionality grows, the more there is to validate and thus the time to validate the software can grow exponentially if done in sequential manner such as manual regression testing.

Figure 10.1
As the amount of functionality grows, the number of test scripts to validate the software grows. The amount of time to validate more software functionality grows exponentially because features interact with each other’s state and therefore additional hidden paths are created.
The growth in functionality to validate is not the only problem. In the traditional cycle of requirements, analysis, design, code, and test, there is also the issue of validate the test scripts with the actual needs of the users. Requirements are usually documented well before they are constructed in traditional software development methods. This means that there are many handoffs of those requirements between project team members. Each of these project team members will bring their own backgrounds and interpretations to deciphering the requirements. Validating that the test scripts are in alignment with the needs of the users is usually done to late in the project life cycle and therefore it is common for users to be surprised by how the functionality “works”.
[bookmark: _Toc113811201]Executable Specifications
Executable Specifications are test scripts that are executed against the system under test to verify customer expectations of how the software works. These automated tests can be regressed frequently to verify existing functionality. By automating the specifications of software functionality from the customer’s point of view, a development team is able to validate the software much faster than with manual regression test passes. This allows teams to execute regression tests more frequently, as well.
Executable specifications are an implementation of Customer Tests from XP. Ron Jeffries describes the disciplined use of customer tests to show how many features are known to be working as developing “running, tested features” [2]. Executable specifications are continually executed against fully integrated and running software to verify that features are behaving as expected.
Establishing the desired behavior of the software is done more through conversation than documentation of requirements in Agile methods. There is a need to capture pertinent information from the conversation for review and guidance during the construction of functionality. Lightweight requirements are a common way for development teams to work with their customers as a precursor to developing Executable Specifications.
[bookmark: _Toc113811202]Lightweight Requirements
Taking an Agile approach to deliver software means spending less time defining the requirements up front. Instead, once there is budget to start development and enough requirements for a team to work on for 1 to 4 weeks, the Product Owner and team discuss and clarify details of the most important requirements in a planning session. After the team feels like they have sufficient understanding to get started on a set of requirements they can deliver in the next iteration, they immediately start to implement them.
To make the use of lightweight requirements effective, there are some ways that business stakeholders and development teams can work together in the creation and management of them while iterating. If project teams lose sight of technical infrastructure and software architecture concerns, lightweight requirements will lead to design debt or unexpected costs later in the release cycle. Here are a few principles for lightweight requirements that will help make them more effective for planning with:
Represent requirements as vertical slices of functionality. User stories are an approach that has been effective at helping project teams define vertical slices of functionality. Rather than focusing on a large feature, such as with traditional use cases and product requirements documents (PRD), user stories focus on a small slice of functionality that provides value to a specific user of the software.
Conduct conversations involving business stakeholder(s) and the development team about each lightweight requirement. Traditionally, requirements have been defined, signed off on from business stakeholders, and handed over the wall to the development team. This approach took too much time up front, with extensive use of business stakeholder time, and did not enable communication of feedback as features were implemented. Agile teams focus on delivering value to users and this involves incorporating feedback from project stakeholders as the software is being constructed.
Development teams should communicate technical requirements to support upcoming desired functionality when discussing lightweight requirements. The Product Owner must understand any additional technical costs to implement a feature so they are able to prioritize and budget properly. Development teams could define additional functionality in terms of lightweight requirements, as well. To read about a way that technical requirements can be defined in user story format, go to the Abuse Stories section of the Design Debt chapter later in this book.
Supplement lightweight requirements with additional artifacts to provide clarity when necessary. Just because software is being developed using an Agile approach does not mean that effective tools for furnishing development teams with appropriate definition of desired features should be thrown out. There are ways to contribute supplemental documentation that will help the development team implement the right software functionality for the users.
Lightweight requirements should be defined as briefly as possible. This means that both the development team and Product Owner are clear enough to implement the desired functionality within a portion of the time-boxed iteration. It is important that development teams also know what parts of a larger feature the lightweight requirement does not include so they are able to focus on developing only the most important priorities. This will allow business to optimize value of what is delivered across all features through prioritization of vertical slices of functionality. The result will be the ability to either release earlier or reduce scope to meet the date of release.
[bookmark: _Toc113811203]User Stories
A common format for lightweight requirements in the Agile community are user stories. User stories are written to represent a small piece of valuable functionality for an application’s users. In eXtreme Programming (XP), user stories were usually written on index cards. This means that they contained on a brief description of what the users wanted to able to do in the application. Sometimes these index cards contained more information about the user story such as:
Title
Unique identifier
Estimation of effort to implement
Value of user story to business
Acceptance criteria (a.k.a. “conditions of satisfaction” [3])

Figure 10.2
This figure shows an example of a basic user story card that includes a unique identifier, title, brief description of the desired functionality, estimate of effort to implement, and relative value of functionality to business.
The user story card is only placeholder for a conversation that will be conducted closer to the time it will be implemented by the development team. As Ron Jeffries points out, user stories have 2 more steps beyond the creation of a card. He defines the essential steps of working with user stories as the 3 C’s [4]:
Card – A token representing the requirement along with its priority, cost, and other useful notes for use in planning.
Conversation - The requirement itself is communicated from customer to development team through conversations that are largely verbal, but is often supplemented with documentation.
Confirmation - The acceptance tests that define how the functionality should behave upon implementation. The confirmation is what makes possible the simple approach of card and conversation. Through the details of the acceptance tests, the customer and programmer settle on specific details of what needs to be done to implement the functionality.
The Product Owner and development team focus on getting sufficient definition of the user story’s confirmation, otherwise known as acceptance tests, that they believe will guide the delivery of the functional implementation. This is not just the Product Owner telling the team what they want. It is a negotiation between the development team and Product Owner to define the functional details including any technical aspects that would be relevant to discuss. The development team may tell the Product Owner about new user interface or data presentation techniques that will enhance the user’s experience. This allows the technical creativity of the development team to be included in the software design process.
[bookmark: _Toc113811204]Acceptance Criteria
Defining how the Product Owner will confirm the functionality meets the needs of its users before it is implemented facilitates less rework, more focus, and accelerated delivery. With knowledge about what behavior the users expect and will exploit the development team is able to concentrate more on technical implementation. Acceptance criteria results from the conversation conducted about a user story between the Product Owner and development team.
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Figure 10.3
A conversation about the user story between the Product Owner and development team leads to better understanding of how the functionality is expected to work. These expectations are captured in acceptance criteria. This image shows how the acceptance criteria captured for this user story were written on the back of the index card.
In traditional software development processes, it is common to construct a bunch of functionality before entering user acceptance testing. This is usually the first time that users are able to see the software and give feedback on the functionality implemented. The users are given test scripts that show how the functionality is to be used. Users are routinely disappointed or surprised by the functionality they are shown and give an extensive list of enhancements and bug fixes they want to the development team to work on. Because the feedback comes too late in the release cycle and involves rework across many portions of the interface and within many modules, the development team must decide on how much they are actually willing to fix. In the end, the users have to accept software that does not meet their expectations. This is the result of driving towards acceptance.
When a development team works with the Product Owner, stakeholders, subject matter experts, and users to get direction and quickly turn that into working software to be given feedback on, they are able to get closer to the user’s expectations. Development teams then drive the software implementation from an understanding of acceptance and continually evaluate it against that understanding. This is called Acceptance Test-Driven Development (ATDD).
The cost to continually evaluate the software manually will eventually spiral out of control as the software functionality grows. An essential practice for ATDD is the use of test automation frameworks. Not just any type of test automation framework is designed to work from acceptance criteria. Understanding what characteristics are important for test automation frameworks to support ATDD will help a team keep the cost of regressing acceptance tests manageable.
[bookmark: _Toc113811205]Customer Tests
Customer tests are developed using many different types of tools. Some customer testing tools execute against the Graphical User Interface (GUI) while others act as if they are the GUI calling into the integrated application components. The idea is to create automated acceptance tests that can be executed by all project team members to ensure previously developed functionality is not broken by new changes. This continuous execution of customer tests provides more confidence that existing functionality still works as expected and therefore less effort is needed to provide quality control activities later in the release cycle.
Customer tests are implemented by anybody on the team that is able to create them. They are edited by anyone on the team, including customer advocates and subject matter experts, which are able to provide more detail about the functionality they describe. Any team member should know how to execute customer tests for their project. This means that they should be as easy to execute as launching a script. The same scripts are used in the continuous integration environment to run customer tests against integrated changes.
The customer tests for a portion of functionality are initially created before construction. Team members and customer advocates get together around a whiteboard or other collaboration tool to describe and clarify the expected behavior. When the team members believe they have enough to get started they will put the information they gathered into the automated customer test format for the tool they are using.
Tools in the customer tests arena take HTML, spreadsheets, textual, and programming language formats. A team should decide what type of automated customer test execution tool works best for their environment. If the customer advocates for the project are highly involved in defining specific behavior then a tool that is approachable for them, such as HTML and spreadsheets, could be appropriate. If the development team is defining more of the specific behavior and reviewing with the customer advocates what they developed then tending towards programming language formats could be appropriate.
[bookmark: _Toc113811206]Acceptance Test-Driven Development
Acceptance Test-Driven Development (ATDD) is a technique that teams use to capture the intent of a customer’s feature request in a specification before implementing the functionality. Initially, the automated test fails because the application does not currently include the feature being requested. The team will implement the requested feature using good engineering techniques until the automated customer test passes. Once it has passed, the automated test is added to the regression test suite for continuous execution against future updates to the application. This will allow the intent of a feature request to be verified with each regression test execution.

Figure 10.4
High-level flow diagram of the Acceptance Test-Driven Development process for functional and integration regression test automation.
On software projects whose process is more traditional, User Acceptance Testing (UAT) is begun once the project team has a release candidate. The hope is that feedback from users will be minimal and acceptance will be garnered in a relatively short period of time. As discussed earlier in this book, many times the traditional phased approach ends with customers who are not satisfied with the deliverable or, even worse, unwilling to use the software that was developed for their usage. This approach is implementing towards user acceptance at the end of a release cycle.
ATDD, on the other hand, approaches user acceptance in a “test first” and incremental fashion. Documenting specifications of specific logic before implementation allows the development to drive from an understanding of acceptability for the feature under development. Initial executable specifications are not fully fleshed out and allow for emergence as the implementation proves ideas and unfolds the unknowns about the feature. In order to prove out specifics of the feature, close collaboration with users or advocates working on the behalf must be involved in the process. A development starts with the acceptance criteria, which defines a loose understanding of the feature, and drive out the acceptance tests in this close collaboration until the feature meets the needs of the users.
[bookmark: _Toc113811207]Automated Acceptance Testing Tools
Developing using an ATDD approach puts pressure on the test automation tools and frameworks that a team is using. Some tools support the approach better than others. The functionality in test automation tools and frameworks that enable ATDD processes are:
Modularity – The ability to encapsulate test components for use in bigger regression test cases. Rather than using a large script to execute many test scenarios a modular testing framework would allow for the inclusion of test components that encapsulate parts of a scenario and are reusable across test scripts. In a tool such as StoryTestIQ [5], this would be accomplished like the following:
!include loginAsAdministrator
!include navigateToUserAdministrationScreen
!include addReadOnlyUser

| clickAndWait | removeUser_readonlyuser | |
| clickAndWait | yes_i_am_sure | |
| assertValue | console_message | readonlyuser has been removed. |

!include navigateToReadOnlyUsersScreen

| assertTextNotPresent | readonlyuser | |

!include logoutOfAdministrationSite
By using the “!include” directive, StoryTestIQ knows that it should load the script with the following name to be ran as part of a larger test scenario.
Keyword-based – Tools that use keywords to support creation of automated tests based on a Domain-specific Language (DSL) for the application under test. Rather than 

Figure 10.5
Example of keyword-driven test using an open source tool called Robot Framework [6]. This example describes a keyword that can be used in other tests called “Search For Term” that takes 1 argument, which is the term you want to search on.
Behavior-driven – Expressing acceptance test scenarios in the language of users that is translated into encapsulated test scripts. There is specific focus on how the project team and stakeholders use language and behavior to better understand the software under development. The acceptance test scenarios are expressed in a specific way using a Given, When, Then statement to describe it. Following is an example:
Given I have valid username and password
When I login to payroll system
Then I should see time entry screen for current week
Tools that support a Behavior-Driven Development (BDD) approach are able to take these statements and execute them against the software. Here is an example using Cucumber [7]:
Feature: Authentication
  In order to enter my time
  As an employee
  I want to authenticate into our payroll system

  Scenario: Successful Login
    Given I have valid username and password
    When I login to payroll system
    Then I should see time entry screen for current week
The feature scenario will then be translated into a test fixture written in the Ruby language:
Given “I have valid username and password” do
  @user = User.find(1)
end

When “I login to payroll system” do
  visit ‘/login’
  fills_in ‘user_login’, :with => @user.username
  fills_in ‘user_password’, :with => @user.password
  clicks_button ‘login’
end

Then “I should see time entry screen for current week” do
  assert_select ‘title’, ‘Time Entry’
  // more code to verify current week here…
end
Visual Playback – Allows the test executor to watch the user interface (UI) interactions. This is helpful for some exploratory testing activities and is also more approachable for users and non-developer stakeholders to understand test scenarios. Watching automated acceptance tests executing against the software through the GUI can help team members see odd interface problems as screens pass by. Project stakeholders have found watching this type of executable specification easy to understand and give feedback on.

Figure 10.6
This figure represents a screenshot of Selenium [8] test runner for visual playback of executable specifications inside a web browser. In the upper left frame is the test suite. The upper middle frame contains the test case currently getting executed. The upper right frame has the controls to run the whole suite, a single test case, and interactions with the currently executing test. The web application under test is loaded in the bottom frame. As actions are executed, their execution will be shown on the actual web application in real time.
Although each of the test automation features above are supportive of an ATDD approach, teams should not look for a tool that does all of them because they are taking doing ATDD. Test tools and frameworks that support modularity are generally preferred. Using tools that support keywords and DSLs explicitly may not be generally necessary. Behavior-driven tools are becoming popular and are helpful for getting business and technical project team members using the same language but are not necessary since the language of the domain can be captured in other ways. Visual playback is definitely not necessary and can be the most brittle types of tests since it is most coupled to highly volatile UI configuration. It can play a role in testing the deployment platform, such as a web browser. Teams should find tools that meet their specific needs and that they are able to use effectively after overcoming the tooling’s learning curve.
Tools in the ATDD landscape are evolving and increasing in numbers continuously at the time of this writing. My suggestion is to conduct an evaluation of multiple tools to find one that works for the team. Fortunately, most of the leaders in this tool space are still free and open source so the cost to evaluate will mostly be in the time team members spend conducting the process.
[bookmark: _Toc113811208]Working with Legacy Code
It is commonplace nowadays for development teams to be working on legacy code. On occasion, teams I work with have run into legacy code where putting a unit test in that is valuable, repeatable, and specific seems impossible. In these situations, using executable specifications has been highly effective to start the process of bringing the legacy code under control and enabling future instrumentation of unit tests.
The StoryTestIQ Creation Story
A team that I was working with inherited a codebase that had approximately 1 million lines of code, 16 SQL Server databases, 15 programming languages, and absolutely no automated or manual test scripts. The application platform not only had a web interface for administering configurations but also involved integration with mobile devices. Not only were there 1 million lines of code but the code was also confusing, highly coupled, and unnecessarily complicated.
For a few months, the team, including a member named Paul Dupuy, wrestled with the code trying to add new functionality. Each time the team wrestled with the code, functionality would break in unexpected ways. Functionality way over in another part of the application, that seemed not to be related at all, would stop working and the team was getting frustrated.
One day, Paul came to the team with a tool he had put together over the weekend. It was a mash-up of FitNesse [9], an acceptance testing tool for business rules and interfaces, and Selenium, a visual playback acceptance testing tool for web applications, along with some significant modifications to both codebases allowing them to work together as a single testing platform. He told the team that this tool might help us get the code under control by treating the application as a “black box”. The tool would later be called StoryTestIQ and is freely available as open source.
Our application had two general ways it could be tested. First, mobile phones connected to the server and performed transactions that were not visual but could be tested through web service interfaces on the server. This could be done through the loading of test fixtures into FitNesse aspects of StoryTestIQ. Second, the web application console for administering the server configuration could be tested using visual playback facilities enabled by a modified version of Selenium in StoryTestIQ.
The team started using StoryTestIQ just to try it out and we all agreed that the tool was helping. In fact, that sprint we were able to deliver double the functionality as in the previous 3 sprints. As ScrumMaster, I had a talk with our customer about working on features in StoryTestIQ in order to enable better delivery on their application. The team would work on StoryTestIQ every Friday and use the tool to gain better control of the existing codebase. After some discussion and through seeing the last sprint’s results, the customer agreed to pay for this effort.
We used StoryTestIQ to validate the behavior of existing functionality and how it should work after we implemented the requested functionality brought into our sprint. First, the team would take a user story and figure out what areas of the existing functionality might we break when implementing it. We weren’t perfect in finding all of the places but we would usually get close. Next, the team would write failing executable specifications for functionality that would satisfy the requested user story’s acceptance criteria. The team would then go and carefully modify the code to implement the user story and execute all of the executable specifications they had developed to see if the changes worked and if they broke any existing functionality. Once the tests had passed, the team would verify that the tests covered the desired behavior for the user story with our customer.
The first full sprint using StoryTestIQ, the team again doubled their feature delivery throughput from the previous sprint. The sprint after that, the team delivered half-again as much. Over 3 sprints the team had started to deliver 6 times as much in the same sprint duration of 2 weeks. This had much to do with the use of StoryTestIQ to create black box tests and the confidence in our ability to make changes because of those tests.
When working with legacy software, executable specifications can be used to validate existing behavior along with new changes. As more executable specifications are developed, the development has a stronger safety net to validate the software as it evolves. This enables the team to be more confident in making modifications and therefore accelerates their feature delivery. The basic steps for using executable specifications to bring legacy software under control is:
Focus on creating executable specifications only for areas of the software that the next user story might impact.
Create executable specifications that are passing for areas of software that might be impacted by the user story’s acceptance criteria that may be impacted.
Create executable specifications that are failing for how the software should behave after the user story’s acceptance criteria has been met.
Modify the code and update the executable specifications, as needed, until all of them pass this user story’s acceptance criteria.
Update from source control and execute the suite of executable specifications for the entire software and make they still pass.
Check changes into source control.
Verify with the customer that the executable specifications cover the acceptance criteria satisfactorily.
When the customer is satisfied, mark the user story as finished.
Since executable specifications are integration tests by nature, they are more brittle than unit-level tests. It is important to not lean too heavily on executable specifications as the development team’s testing strategy. As soon as the team is able to implement effective unit tests, the team should put less emphasis on executable specifications and more emphasis on unit tests to shape their testing strategy. The test infrastructure will become less brittle as the software evolves and unit tests enable more effective refactoring than integration tests so the legacy code can be incrementally redesigned to meet the new needs of the users.
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A bunch of automated tests do not alleviate the need for manual testing. On the other hand, it will reduce the amount of time needed for manual testing of the application. The need for manual testing will be isolated to those items that are not easily automated or take a human to verify. This means there is still a need for what is called exploratory testing.
Exploratory Testing is defined by James Bach as [10]:
“test design and test execution at the same time”
Unlike scripted test definition approaches, exploratory testing is continually evolving the test execution alongside the test design. This is not the same as ad-hoc testing, which involves random interactions with the software to find bugs. Exploratory testing is a systematic approach to go beyond the test cases that are known to identify situations that are not yet understood. Examples of this are:
Clicking buttons more than once quickly leading to multiple payment submissions
When default web browser font size for a user is larger than normal the form submit button is no longer accessible in the dialog
Users are going to interact with the software in ways that the development team didn’t think of. We are not going to cover every path through the software but we can identify areas of priority from a risk profile. Making payments and not being able to use a form successfully are features that must work well to build trust with users. If these features act in a manner that causes a user distress or excessive annoyance, the user may not revisit the software in the future.
Exploratory testing is complimentary to an ATDD approach. As each automated acceptance test, which defines the test case that we already know, passes successfully, team members will learn more about the functionality they are implementing. Through this learning they will identify test cases we did not know about in the definition of scripted acceptance test cases that will also need to be automated. Sometimes the identified test cases do not seem a priority right now or the team does not know how it should work. These test cases should be discussed with the customer to figure out how to proceed with them.
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As Agile software development teams work with their customer to implement desired functionality in an iterative manner, there will be a time that manual testing efforts will increase beyond the capacity of the team. Automation of tests after the implementation is also problematic since change occurs so frequently during a release cycle. It is common for test automation to fall well behind feature development because of these frequent changes. Taking a “Test-first” approach with automation, even for functional tests, allow teams to drive the design and implementation from the acceptance tests captured in lightweight requirements conversations. These automated functional acceptance tests are called Executable Specifications.
An approach to implementing executable specifications using a test-first mindset is Acceptance Test-Driven Development (ATDD). Conversations involving the development team and customer about lightweight requirements, such as user stories, leads to the development of draft automated acceptance tests. These executable specifications of what the users want the software to do guide the feature implementation. They start out failing because the functionality is not implemented yet and the development team work until they get the executable specifications to pass.
The initial executable specification will be incomplete. During implementation, more information will be learned about the desired functionality. As needed, the team will modify the automated acceptance tests to reflect new knowledge. Sometimes the team will need to collaborate with the customer to clarify the specification. As the team continually iterates on the feature implementation, they will converge on a more complete understanding of the functionality and solidify an acceptable executable specification to evaluate against for now and future regressions. Once the automated acceptance tests pass, the team has completed the feature implementation and the customer can do a final review to accept the work.
ATDD changes the traditional user acceptance and regression testing activities. Traditionally, the activities happen too late in the release cycle to act on the feedback and findings. Instead, this information is placed into a tool for capturing issues and only the most pressing problems are addressed. This leads to quality debt, both external and internal quality, in the software as more and more issues are deferred. Rather than waiting until it is too late to act on the feedback and findings, a team using an ATDD approach will iterate with the customer to incorporate it into the implementation each day of the release. Therefore, continually focusing on creating working software for the users.
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[bookmark: _Toc113811212]Configuration Management Debt
When Teams Loose Site of What it takes to Release
“If releases are like giving birth then you must be doing something wrong.” – Robert Benefield

[bookmark: _Toc113811213]An Overview of Configuration Management
As software development organizations grow, if automation of builds, versioning, and deployments are not well tended to they become difficult to manage for teams. It is common for teams to hire a “build” person to focus on these activities. The build person focuses on scripting these activities to automate them. A team becomes dependent on the build person for incorporating configuration and build monitoring so the rest of the team can focus on other activities like developing software functionality. If the team has test automation, the build person will also figure out how to script the execution of automated tests in pre-production deployment environments. They will also find ways to script and run more complex activities such as load, stress, and performance testing.
If the organization has multiple teams and strict phased processes, a department focused on Configuration Management (CM) will complete many of these activities. The responsibilities envelop additional responsibility such as source control repository management, multiple environment configuration, and monitoring production deployments. It is not uncommon for CM folks to have or share pager duty to monitor beyond their regular workday.
A big problem with the separation of CM activities is that the people who implement problems in the builds and deployment environments are not the same as those who deal with the problems. The thought is that development teams should focus on feature delivery and not be bothered by CM activities. By perpetuating this separation of responsibilities, configuration management debt builds up. The following list is an example of items that constitute configuration management debt:
Inability to recreate deployment environments
Slow and error-prone manual build processes
Complicated and excessive branching in source control repository
Reactionary maintenance efforts that affect feature delivery
Unpredictable and lengthy integration stabilization periods
Anemic application deployment, management, and monitoring tools
Application releases piling up waiting for deployment to production
Conflict between CM group and project teams
When CM responsibilities are separated out from feature delivery, there are what seem to be logical activities they should undertake. After visiting many organizations with different levels of CM debt and helping many to change their current processes for the better, context is important to placing responsibilities for CM activities.
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Agile teams tend to deliver more frequently to their users. This is captured in the Principles Behind the Agile Manifesto with the following principle:
Deliver working software frequently, from a couple of weeks to a couple of months, with a preference to the shorter timescale. [1]
Delivering frequently can put strain on other parts of the organization beyond the project team. For build, release, and production management, this strain can cause current processes to become almost entirely ineffective. Configuration management teams will deal with at least the following competing priorities:
Fires – production problems that causes users not be able to use applications
Deployment requests – as more teams start delivering functionality more frequently, the amount of deployment requests will increase
Maintenance – keeping applications up and running is already a significant effort
Test infrastructure – so teams are able to deliver more frequently, additional test environments must be maintained to allow testing effort to run in parallel
If all of these are going through a single group, the work will get overwhelming and cause the group to make more mistakes and/or delay completion. Either of these outcomes is costly to the organization in perception, trust, and money terms. CM organizations start to get perceived as slow and incompetent because they are not responsive to service requests. Project stakeholders begin to question whether the CM activities are essential for delivering their software applications and distrust of the CM group increases. As the CM group becomes less responsive to requests, project teams are made to wait for CM activities to complete and this costs in productivity and delaying the return on investment made for creating new software capabilities for users.
There are 3 areas that organizations can work on to improve CM performance:
Transfer some CM responsibilities to project teams
Increase automated feedback mechanisms
Track issues in collaborative manner
Organizations should find ways to invest in these areas to reduce delays, decrease the cost of handoffs, and take a more proactive stance on CM issues. The following sections will discuss ways to manage changes in these 3 areas to attain the value.
[bookmark: _Toc113811215]Transferring Responsibilities Towards Teams
CM activities are separated from feature delivery because they are not simple and take considerable care of the details. This means that CM activities cannot just be transitioned over to project teams without some care and planning. The activities of CM that have been consistently able to be transitioned under the project team responsibility are non-production related activities and install and rollback processes.
Non-production Related Activities
As CM groups take responsibility for application build and deployment activities, there is a tendency to take these responsibilities beyond production to staging, test, and even development environments. There are a couple of good reasons for the CM group involvement in these non-production related activities. First, because of the care and detail-orientation of the CM role, the deployment processes assumed to work from the project team’s perspective are validated. Second, all of the non-production environments can be kept in sync with infrastructure upgrades. The good that results from this centralized ownership is outweighed by the need to support frequent delivery and flexibility Agile teams need.
Not only do Agile teams deliver more frequently to production, they also deploy to development, testing, and staging environments more often. This quickly drives too much work to the CM group and cripples their ability to be responsive. When I go into an organization with non-production responsibilities under a centralized CM group’s control, there are always times, anywhere from hours to days and even weeks, that project teams are waiting for environment requests to be completed. This costs a lot of money for the organization and paralyzes delivery.
Transferring non-production related activities to project teams are not a simple endeavor. There is a need for training and automation to not allow these activities to hamper the project team’s focus and productivity. CM team members should keep limited involvement in non-production environment configuration activities for a period of time but allow the project team to have nearly full control and responsibility. Involvement could include participating in deployments and configuration in testing and staging environments and providing feedback. Also, if there are infrastructure changes happening in production and other relevant environments for the project, helping the team implement needed changes and configurations is essential.
Install and Rollback Procedures
For anyone who has performed deployments to production over a period of time knows the importance of being able to rollback changes. During feature development, focus on installation activities usually does not take rollback into consideration. Giving responsibility of rollback procedures for their project causes a couple of good things. It gives the project team an appreciation for the intricacies of application deployment such as server configuration and network topology. Also, the team will consider production deployment issues when designing their applications so changes are better understood and managed.
The CM group’s support of the project team’s initial efforts to automate install and rollback procedures is important. The project team may not know all of the problems that can be problematic in the deployment and rollback procedures. Installation could be easy as switching the IP address on the Domain Name System (DNS) with a rollback plan of switching it back to the original IP address. In a highly transactional application with usage going 24 hours a day, 7 days a week, the installation and rollback procedures could be deployment to a range of machines while monitoring closely for any issues and rolling those changes back on these machines at any sign of an issue. CM team members should keep involvement in these activities on a limited basis so these procedures are well understood and validated for use in production environments.
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Project team members are probably not going to become legendary configuration management stars tomorrow. Therefore, it is important to make important configuration management activities automated as much as possible. It is also important that the amount of feedback from the resulting automated monitoring tools does inundate the team with too much information. Software configuration management is focused on understanding what each node in an environment has on it and being able to audit their configurations. CM teams can then allow partial control with specific application audit capabilities such as:
Putting version and build information in the application so it can be verified
Don’t place compilation tools on deployment environments
Constrain access of users that project team use to access nodes
Automate build and deployment procedures to point that is possible
Strategy for versioning releases and builds from source control repository
Compared to most subjects in this book, application of CM activities to software development is predominantly based on controls. Even though CM is focused on control, teams should negotiate and work closely with CM groups to identify essential activities to automate and audit during the delivery process. Being able to recreate environments and audit the configuration of environments is important to incorporate into the delivery process and doesn’t have to be a bureaucracy. Problems in production and other environments occur for reasons other than application defects and therefore being able to take an application through the entire build and deployment process will ensure recovery when things go wrong.
Tools, such as Maven [2], make versioning, release, and deployment activities a part of there project management life cycle. Information can be placed into a project descriptor about configurations for:
Issue management
Continuous integration server
Project mailing lists
Source control management access
Deployment environments
Reporting tools
Using Maven as an example, creating a release version of an application could be as easy as putting the following information into the project descriptor:
<project>
  ...
  <build>
    ...
<project>
  …
  <build>
    …
    <plugins>
      <plugin>
        <groupId>org.apache.maven.plugins</groupId>
        <artifactId>maven-release-plugin</artifactId>        
        <configuration>
          <tagBase>
            https://svn[…]/tags/releases
          </tagBase>
        </configuration>
      </plugin>
    </plugins>
    …
  </build>
  …
</project>
And then running the following command to perform the actual release creation process that includes building an installable version of the application and tagging the source control repository:
mvn release:perform
Project teams might also find it useful to create scripts that launch the release commands for your project, such as:
./release_application.sh
This further specifies what is performed during the application’s release and does not force the team to delve too far into the use of specific configuration management tools.
Whatever tool your team uses for version, release, and deployment management, I recommend that teams use the listing above about project management life cycle information in creating their configuration management automation procedures. Find out how your team’s choice of tools can incorporate this information and help to automate and clarify configuration specifications for the project.
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References to continuous integration and how it fits into processes and feedback strategies have already come up earlier in this book. To me, continuous integration is the most important technical practice for teams to implement since it provides tremendous value within a short period of time. Time after time I have worked with teams and helped them get continuous integration going and every time their feature delivery accelerated within a few iterations.
Continuous Integration (CI) is a practice from eXtreme Programming (XP). The practice of CI requires that team members integrate their local changes often with the rest of the team’s changes. Every developer on the team is expected to check his or her code into a common location at least once per day. Integrating with the rest of the team involves building, packaging, and executing all automated tests so that integration problems are found as early as possible. The cost of integration for large code integrations is greater than the aggregate cost of integration in small, frequent increments.
It is common for teams practicing CI to use applications such as Hudson [3] and CruiseControl.NET [4] to automate their CI activities. CI servers will update their local copy from the source control repository. Every time changes are identified, CI configurations or build scripts are executed against the updated codebase. Once the build has completed, the status of the CI server execution against the project code will be updated to either successful or failed. If the CI server execution fails, teams should stop their current work and figure out how to fix the build.
After the CI server has executed the build, status should be made visible to the entire team and anyone interested in the current state of the build. Teams put up monitors with the CI server status showing in their team areas so that everyone can see it. Some creative teams have attached lava lamps or street lights that change colors from green to red when the build fails and then back to green when it is successful. I have even heard of teams using a build “bunny” that yells at the team when the build breaks. Providing this transparency can help to build trust with project stakeholders and keeps the team focused on delivering quality, integrated software.
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Incident management is a difficult issue to resolve in many software development organizations. Questions such as “how do we manage production issues?” when starting to use Scrum or other Agile methods are commonplace. There is no one size fits all strategy for incident management but there are some that are problematic.
One particular strategy that is problematic for teams and organizations applying an Agile approach to software development is the single point of failure. This involves having a single person “in charge” of triaging all incoming incidents and assigning them to individuals for fixing. This organizational construct is problematic in at least 2 ways. First, by allowing a single person to decide on which person is best to work on an incident, certain staff members will be isolated to work on particular applications. These staff members are not able to transfer knowledge about managing incidents on these applications and therefore get stuck in the role of “you’re the best person to work on that.” Second, once the organization grows beyond 1 team, having a single person managing incident allocation will make their impact mostly opaque to the organization. Project teams and stakeholders will not have to deal with incident management and this will lead to neglect in taking care of issues before they leak into production.
Breaking the Build
Decisions that are made without communicating them effectively or supporting their execution during development of a software product can lead to software debt. Two weeks before a major release of a product I was working on one of our development team members decided to change the build software from Maven to a tool called Magic. He performed this alteration the night before and when I came in to start work for the day I updated my environment from source control and noticed a large set of changes. I tried to run the build and was surprised to find the build script was missing. This one seemingly isolated change to the source repository caused many ripple effects throughout the team and organization. First, the change itself stop the progress of a thirteen person team for 2 days. The estimated cost of this at the time was about $15,600 with no value delivered in this time. Second, trust across the team for those who performed the change was reduced for many months. This lack of trust was shown during discussions about tools and design for the application where team members would ask for extreme detail about particular suggestions. Finally, the team lost trust with management and business owners who constantly questioned any progress concerns and the possibility of working on the wrong tasks.
Rather than isolating incident management entirely, look for ways to manage them effectively with the team. If a team is using Scrum, having the ScrumMaster as a point of contact that can deflect some incidents to the Product Backlog and bring others that are more severe to the team as necessary is an option. Some teams have identified a person on their team to take responsibility for communications about production issues. If we are talking about a scaled Agile adoption, then forming a team that involves ScrumMasters working together to help direct issues to teams can be helpful. The basic idea is to get a team involved in managing issues so they share knowledge and has to deal with their impacts.
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Moving responsibilities, even when the responsibilities seem simple, across departments or functionally different teams should not be underestimated. It is even more important when those responsibilities are crosscutting across the organization because the change can impact multiple groups negatively. These statements do not mean configuration management, operations, and development groups should not move responsibilities to better meet the needs of business. It is important to get the right people involved in the change management aspects of the move so there are clear actions taken within potentially impacted groups. This is different in every company that I work with but always make sure to ask each group if there are any other groups that should be involved in the change management process.
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Releasing software can be difficult endeavors for some applications, platforms, teams, and organizations. If releasing software becomes too complex and is not managed effectively, decay of release timeliness can affect all upstream development and product planning activities, as well. Releasing a software application should be as simple as it can possibly be or else significant costs will be had in release activities and the amount of time for project team members waiting on and dealing with releasing the application. The cost of waiting for one application to be released increases based on the number of dependencies waiting to release afterwards.
Managing releases effectively involves working on the following aspects:
Version management
Building from scratch
Automated promotion
Rollback execution
Push-button release
Managing these aspects of an application’s release should not happen in the last week or month before the release date. Getting operations and configuration management involvement early in product planning is essential to being proactive and effective at delivering software to production with the least amount of delay and quality problems. Larger organizations may have a release management team that is responsible to be involved in the product planning activities. Creating clear communication channels between product definition and release management groups is essential to keeping this involvement.
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Version management activities have become increasingly complex for companies that maintain multiple versions for their customers. Making version management even more complex is component-level versioning. Both of these could be instituted by product management looking for ways to leverage parts of an existing product for increased revenue or through technology groups enhancing focus on specific technology solutions. As organizations look for more agility, taking another look at the value of multiple versions of an application or component versus the costs involved maintaining them becomes progressively more urgent as bottlenecks to releasing product lessen.
Release management activities can be helpful in planning not only costs for delivering a product to users but also the costs associated with maintaining the product post-delivery. By getting release management and project teams involved in early product development activities can enable product management to gain valuable input to evaluate overall return on investment of creating new versions of products.
Breaking down complex applications into modules is valuable. The breakdown of applications into components supports more effective communication of the technology stack and isolates functionality to remove higher-level duplication of capability. Versioning the components of an application’s architecture has some positive outcomes, as well, at first look:
Teams that work on the component are able to focus on making changes without impacting existing functionality that relies on the component
Teams dependent on the component are able to decide on how often they incorporate a new version
The quality attributes of a component are more easily focused on since they are isolated and contained
These positive outcomes are sometimes taken to excess. A team is many times made responsible for the changes in a specific component of the application’s architecture and version the component as a service to other teams. This means that this team’s goals are not aligned to value the business is trying to attain with the application except by providing the service. It has been my experience that the costs associated with versioning components without focusing on product delivery leads to the following problems:
Functionality created in the component that is never used in the application delivered to users
A silo of knowledge about a part of the architecture is created and reduces efficient interfacing with the component by external teams
Product delivery slows, or at least is throttled, for applications that are dependent on the component
As new requests are made on the component from dependent teams, the implementation becomes less clean to support existing and new interfaces
If different versions are simultaneously in use across instances of products then maintenance will become more complex and slow to meet the desires of each instance
Rather than versioning components to isolate the work for a team, version management should be focused on delivering more value inside a product. Getting competency with each component in your architecture that delivers value to your users in a specific product feature into a cross-functional team will reduce unused functionality, increase feedback across component implementations, and mitigate the slowing or throttling of application delivery to users.
Version management at the application level can be a hidden cost when looking at the total cost of ownership for a product. If a product is being versioned to excess across a large customer base, the maintenance of each version delivered to each customer does not increase just linearly. The cost of maintaining multiple versions of a product grows exponentially. It does not take long before a need to get a team focused on specific product versions is necessary. Now the organization does not only have costs for the current version of the product but also costs associated to a team working on existing versions to potentially incorporate new and custom functionality. There are also costs associated with delivering versions of new functionality when there is customization in the existing application.
At the same time I want to make organizations aware of the hidden costs, making these costs visible to product and technology management will help the organization make better decisions about product direction. There are times that the costs are outweighed by the increase in value being delivered to customers and the revenue growth that can be achieved. Release management teams can be helpful in brokering these decisions since they are usually close to the costs being incurred.
The basic principle of version management is to reduce the number of versions being maintained. The theoretical best versioning scheme is to only have 1 current version that all customers use. This is not only a software development decision and responsibility. To make version management effective, good communication between sales, product management, customer service, and technology groups is essential. A sales strategy that promotes the value of updating customers to the current version always can make or break the versioning strategy.
Deciding to only have 1 version of an application is not the only step necessary either. In order to keep your customers on the most current version whenever they desire an upgrade, flexible infrastructure, feature visibility, and validation of quality will have to be at certain maturity.
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While consulting with many organizations, a common practice has emerged that always shows to be a problem, Copy Paste Environments. Copy paste environments are a method of keeping any particular environment up-to-date with current build versions without assuring full installation of the application. At some point, the development, QA, staging, and even production systems became too fragile to mess with so the developers and/or release team decided to make the least amount of changes possible. Instead of doing a clean installation or automating the installation process, changes are copy and pasted from 1 environment to another.
At first, the copy paste environments approach seems fast but it doesn’t take long before verification of the environment takes 2 days, then 1 week, 2 weeks, and so on. The verifications entail identifying the version of code modules, updating relational databases from a cleaned up production export, and assuring the configuration variables are setup correctly.
It is important that teams take on the following principle:
Have at least 1 environment that is built from scratch as often as possible, preferably daily, and fix issues, if they arise, immediately.
By building from scratch frequently, the team is able to verify that production deployments will be more successful. As many might be thinking, there are many reasons why there can still be deployment issues because it is almost impossible to create an exact copy of the production environment. Issues because of differences in network topology, rack location, monitoring and management tooling, and others can still affect the deployment. It has been my experience that these issues do not make for the greater percentage of production deployment problems. Building from scratch frequently will greatly reduce risk of production deployment issues.
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Customer involvement is critical to successful iterative and incremental steps towards a release. Reviewing functionality with customers so they can provide feedback will enhance the product before it is too late, late in the release cycle. Incorporating feedback while still meeting release expectations can be difficult if this feedback does not come early enough.
The first team I was on that did Scrum would review with the customer at the end of each 30-day sprint. For the application we were working on this worked just fine. In recent years, the types of applications and the expectations to release frequently, a matter of weeks, caused our teams to ask for feedback more frequently. Instead of reviewing new functionality with the customer at the end of a 2-week sprint, we would automatically promote functionality from successful integration builds to a staging environment that was always available to the customer. Whenever our customer had some time to review functionality that was shown as “complete” in our online project management tool they would check it out on the staging environment. If they had feedback they could contact us with the changes they would like and the team would figure out how this should be incorporated into the product. The staging can also be a place where exploratory testing can be performed.

Figure 11.1
After a successful build, test, and deployment of an application in the continuous integration environment, it can be automatically promoted to a staging environment to get frequent feedback from the customer or to perform exploratory testing.
This approach also helped with functional integration testing when scaling to multiple teams across a diverse feature set and multiple platforms. A continuous integration environment would build the mainline functionality for a particular module of the application. If the build was successful, a build was kicked off on a higher-level continuous integration environment that incorporated functionality from multiple modules and would run functional integration tests to verify the build. If this build was successful then it could be deployed to a QA or staging environment along with the performance, stress, and load testing lab environment.

Figure 11.2
Automated promotions of successful continuous integration builds can be scaled to an integration of module integrations then perform the promotion when successful.
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When looking at deployment, it is important to not just look at how to update environments to the new version. It is also important to understand how to restore the existing version if there are any hiccups in the deployment execution. Creating rollback strategies, automating it, and testing if it works on a regular basis can minimize a lot of pain when releasing an application. If there are steps that currently must be done manually, documenting a step-by-step approach to executing deployment and rollback together is a good option.
The basic strategy for creating a rollback strategy is:
Capture current state – backup the application, environment configurations, and database to an archive or other applicable backup artifact
Install new version of application – run automated script and, if needed, follow documented manual procedures to install the application
Validate installation – run automated script and, if needed, conduct manual verification checks to make sure application is up and running
On error rollback to previous state – run automated script, and if needed, follow documented manual procedures to rollback the application
If the context for deployment of your application allows for smooth switching or partial deployment scenarios, there could be a step for making the switch rather with rollback being switching back. An example of this is a web site load balancer pointed at the current instance of the application and then switching it to point towards server instances running the new application version. In this scenario, the rollback procedure is to switch it back to the still running previous version instances. It is important that if there are updates to central server environments, such as relational database instances, that any changes to those environments can be successfully rolled back, as well. Running the rollback procedures frequently is also important in this situation. It is my belief that rollback should be executed twice per iteration so that teams have to deal with any configuration or installation changes that they recently put into the application and will make the deployment run better as necessary. If you have multiple versions of your software on different user environments, deploy and rollback procedures should include stepwise updates or some other mechanism to safely upgrade the software installation from any version to the one being installed.
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All right, all of the other release management sections above were to set us up for this, Push-button Release. We’ve automated version management, building release environments, promotion of builds to different environments, and rollback procedures. Now it is time to make release almost a non-event.
The reason why push-button release is important is that gaining agility is about increasing the flexibility businesses have in getting return on their investment. At the end of the iteration, if the team is building potentially shippable product increments, the Product Owner can decide to deploy the increment to production. If releasing the application is more difficult than pushing a button then there is a cost to it. The less cost there is in releasing an application, the more flexibility a business has to make a deploy decision. Of course they will consider the impact to users, servicing the application, and marketing but it should be a business decision whether to deploy or not.
When working on an application, I look for ways that we can automate all deployment and rollback procedures to where there are only 2 commands to execute. One for deployment of the new version:
$ ./deploy.sh
And another for rollback:
$ ./rollback.sh
This has lead to great flexibility for our customer in particular situations where releasing frequently made sense. In one particular instance, the team was able to release 33 out of 36 iterations to production, which from a business perspective greatly enhances the overall ROI. A feature in production earlier provides much more value, in most cases, than a feature waiting to deploy. Be relentless in automating deployment and rollback procedures and work with operations and configuration management groups to enable this capability of push-button release when the other parts of release management are showing to be effective.
If a release for your application means generating a physical product such as CD or DVD, push-button release is still applicable. While working with a team that created installation compact discs for their product we discussed the meaning of potentially shippable product increments. Almost immediately the conversation devolved into statements such as “well, we deliver a physical CD and we don’t create the image until its almost time to release.” I asked, “do you ever have troubles with file system structure, missing files, or installer defects?” The team changed the conversation quickly and said “of course, and it has definitely been difficult to debug the problems since they could have happened anytime during the release.” After some more discussion, the team decided they would generate a CD at least once per iteration and install the software from scratch into a test environment they already had. This allowed them to validate their installation CD as potentially shippable on a frequent basis and made debugging a more focused effort on what changed since the last validation.
Continuous Deployment
If your organization and team want to really live on the edge and harness the advantages that come with the risk, continuous deployment may be of interest to you. Timothy Fitz wrote a controversial blog entry [5] that discusses the approach they take at a company called IMVU, which develops a virtual world product. Timothy has been kind enough to give me permission to pull some text from his blog entry here:
Continuous Deployment at IMVU
Our tests suite takes nine minutes to run (distributed across 30-40 machines). Our code pushes take another six minutes. Since these two steps are pipelined that means at peak we’re pushing a new revision of the code to the website every nine minutes. That’s 6 deploys an hour. Even at that pace we’re often batching multiple commits into a single test/push cycle. On average we deploy new code fifty times a day. 
…
Great test coverage is not enough. Continuous Deployment requires much more than that. Continuous Deployment means running all your tests, all the time. That means tests must be reliable. We’ve made a science out of debugging and fixing intermittently failing tests. When I say reliable, I don’t mean “they can fail once in a thousand test runs.” I mean “they must not fail more often than once in a million test runs.” We have around 15k test cases, and they’re run around 70 times a day. That’s a million test cases a day. Even with a literally one in a million chance of an intermittent failure per test case we would still expect to see an intermittent test failure every day. It may be hard to imagine writing rock solid one-in-a-million-or-better tests that drive Internet Explorer to click ajax frontend buttons executing backend apache, php, memcache, mysql, java and solr.
…nine minutes have elapsed and a commit has been greenlit for the website. The programmer runs the imvu_push script. The code is rsync’d out to the hundreds of machines in our cluster. Load average, cpu usage, php errors and dies and more are sampled by the push script, as a basis line. A symlink is switched on a small subset of the machines throwing the code live to its first few customers. A minute later the push script again samples data across the cluster and if there has been a statistically significant regression then the revision is automatically rolled back. If not, then it gets pushed to 100% of the cluster and monitored in the same way for another five minutes. The code is now live and fully pushed. This whole process is simple enough that it’s implemented by a handful of shell scripts. [5]
Continuous deployment is not right for every software development context. In fact, most situations are not ready, nor would it be a good idea yet, to take a continuous deployment approach. I do believe that the near future will increase the need for such an approach and teams in our industry will have to begin the process of learning how to do it well.
[bookmark: _Toc113811226]Branching Strategies
Talking about source control management and branching strategies in the software industry is a potential minefield for the instigator. Depending on your point of view, strategies can vary from lock all files and branch for each individual environment to everyone uses one mainline branch. If you have this conversation with me I will tell you that I believe an approach that continually integrates code is preferred. The mainline branch for everyone on the project is closest to my opinion, although, even I can think of situations where a team may pull from multiple branches. So, of course, there is no silver bullet to source control management.
There are entire books written on source control management and how to do effective branching across projects, teams, and individuals. Also, there are many different source control management systems in use by organizations, such as CVS, Perforce, ClearCase, Subversion, and git. This section of the chapter on branching strategies will talk about the base principles that combat configuration management debt. It will not be an in-depth discussion on source control management principles and practices but will give a team enough to start applying in their context.
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Getting to a “single source of truth” for an application is important to make it releasable. In traditional source control management, teams, and sometimes team members, are asked to delay merging of their branches in order to keep the mainline branch in a “pristine” state. This delay causes complex, problematic, and unpredictable integrations of one branch with another branch. This is due to many factors including:
Number of changes to merge in both branches
Diverging implementation in design, structure, and naming
Don’t know how much needs to be integrated
Merge tools leaving much of process to interpretation
Instead of delaying integration, forcing frequent integration helps alleviate these issues by:
Integrating smaller number of changes
Less time to diverge in design, structure, and naming
Integrations happening nearer to time of implementation, therefore less task switching
Merges are less likely to be needed
At scale, getting to a single source repository could seem impossible. If multiple teams are working off the single source repository, it could be a common occurrence for changes from one team to affect another team’s progress. The frequency of one team impacting another is directly related to the amount of time it takes to validate any snapshot of the single source repository. If validating a snapshot involves execution of manual testing that takes a couple weeks to complete, there could be many changes during this timeframe without being validated. Automating the validation process, using principles, practices, and tools described in earlier chapters, will reduce the number of times one team’s changes impacts another team.
Because of the issues inherent in multiple teams working off a single source repository without automated validation of changes, I recommend that teams in this situation do not immediately go to a single source repository. Instead, read onto the next section about collapsing branches to make incremental steps towards a single source repository while balancing validation concerns.
[bookmark: _Toc113811228]Collapsing Branches
If the project team is working off of multiple branches today, but they would like to transition to a more agile approach, collapsing branches could be a starting point. Many organizations I have worked with that had more than 1 team working on a project had excessive branching. Instead of moving the whole project team to 1 branch on the first day, we instead described the goals of a single source repository and how to make decisions on collapsing branches. Here is the basic approach:
Within each of your teams on the project, discuss how many branches you work on. If there is more than 1 branch related to a specific module, ask yourselves if the 2 branches are necessary for reasons other than trying to delay integration. If the team finds that there are no other reasons, decide how to collapse the 2 branches into 1 branch. Continue to do this until you have the minimal amount of branches that your team believes they need to do development but still integrate on a daily basis.

Figure 11.3
Making progress towards a single source repository by collapsing 2 branches into 1 branch in the source control management system for the application under development. In this example, it would be expected that the team negotiated a strategy that allows them to integrate more often on the single team branch rather than creating development branches to delay integration.
In many companies, we worked with the configuration management group before running this exercise so they could support the effort. To get configuration management support for collapsing branches there may be a need for plenty of conversations about positive and negative results of such an initiative. It is also good to have managers from the software development and quality assurance departments involved so that higher-level concerns in the organization can be addressed sufficiently to move forward.
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From time to time, a group or individual on the team will want to try something out that should not go into the mainline or release branch. This could be for some experimentation purposes, also known as a “spike”, which is detailed in the chapter titled Evolutionary Technology Evaluations. Spikes are conducted to figure out how something works, such as integrating a library or trying out an algorithm, and should be thrown away upon gaining enough knowledge from the exercise. Some teams find it to be a good practice to save spikes on a separate branch for looking at later. For this, it is good to have a source control management system that is able to branch part of the source tree at a snapshot point in time. Some source control management systems force a full copy of the source tree and this may be laborious and wasteful just to perform a spike that is not going to be integrated into the mainline later.
[bookmark: _Toc113811230]Choosing a Branching Strategy
The information provided in the previous sections only gives high-level principles and practices for generating a branching strategy to be used by an Agile team. Each source control management system, whether open source or commercial, has different capabilities, approaches, and language that teams should get somewhat familiar with. Look for ways to get those who manage the source control management system to mentor teams on usage scenarios.
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Traditional software projects involve the creation of many documentation artifacts. These include requirements specifications, functional analysis, high-level design, detailed design, test plans, functional test plans, manual test scripts, and more. As the software is implemented it is common for almost all documentation artifacts to get out of sync with the code. This makes the documentation less useful for use in maintaining the software after construction. It could even be detrimental to maintainers of the software if the gap between what is documented and what is actually implemented is too large, leading them down incorrect paths to resolve maintenance tasks.
In a defined process like waterfall, it is necessary to make multiple handoffs on the way to implementing the code. This documentation plays an integral role in this progression through the handoffs between requirements, analysis, design, code, integration, and maintenance. In an Agile approach, communication is between team members that are not separated functionally and provide feedback on small batches of work rather than long streams of features as in waterfall projects. This alleviates the amount of documentation needed to catalog information about work in progress so that a separate group can make further progress later. There is one important note:
Just because a team takes an Agile approach does not mean they throw out the need for documentation. Instead, the team focuses on the documentation that will support effective delivery of working software to the users and maintainability of that software into the future. 
Some forms of documentation that I have seen teams continue to generate are:
Installation guide
User manual
Training materials
Traceability matrix
Test execution reports
High-level design
Data dictionaries
Compliance artifacts
Teams will use different methods for delivering documentation artifacts. Some teams will update a document incrementally with additions based on a feature getting delivered in the current iteration. There are also teams who put off some documentation until later iterations of a multi-iteration release. Other teams will generate as much of the documentation as they can from the source code artifacts. Also, as will be further detailed later in this chapter, some teams use test automation tools that allow the test scripts to include or supplant traditional documentation elements.
[bookmark: _Toc113811232]Incremental Documentation
As teams implement new functionality, it is common that artifacts can be updated with specific information about that functionality. This could include:
Configuration changes in the installation guide
Release notes
High-level design artifacts
The most common way that this approach is determined and tracked by teams is through their Definition of Done, as discussed in the Designing Software chapter. By adding documentation artifacts that must be updated incrementally before the end of the iteration, the team is able to keep the software closer to shippable. This approach is preferable to pushing documentation tasks until later in the release cycle that will be discussed in the next section.
[bookmark: _Toc113811233]Push Documentation to Later Iterations of Release
There are a few reasons why teams might not incrementally update documentation artifacts in early iterations of a multi-iteration release. First, the cost to create the documentation could be too great. Running compliance audits, for instance, are sometimes too costly to be done iteratively. Second, getting people onto the team that are focused 100% on supporting their deliverables could be an organizational challenge. Technical writers are sometimes asked to focus on multiple products at a time. Finally, when a team does not have enough information yet to deliver documentation. A team may be researching alternatives or gathering feedback from prototypes and still does not have clarity on what will be in the end product.
Delaying documentation until later in a release should be used only as a last alternative. By delaying any release deliverables until later, the team is building up a queue of work that must be completed before the release. The further the documentation tasks are worked on from the time functionality was implemented, the more likely there will be loss of completeness and be prone to error.
[bookmark: _Toc113811234]Generating Documentation
There are plenty of tools that generate documentation and visuals from software artifacts. A commonly used tool to generate documentation is API documentation in XML or HTML formats such as Javadoc, NDoc, and RDoc. Other tools exist for generating documentation on domain models, database schemas, UML diagrams, and help documentation. Some of these document generation tools are for end user information and others are to support maintenance of the software. Teams should generate documentation anytime it is possible and when the cost of maintaining the tools is low.
[bookmark: _Toc113811235]Automated Test Scripts
Some test automation tools allow decorating test scripts with documentation. The language used to implement test scripts is also sometimes easily read as documentation of the steps and expected behavior of the software. To make the documentation inside of automated test scripts useful, it must be easy to search through and identify what behavior in the application it is associated to. Teams should maintain the documentation as they do the executable parts of the scripts otherwise they will get out of sync with the actual implementation just as traditional documentation does.
[bookmark: _Toc113811236]In Summary
In an organization gaining more agility in their software development capabilities, configuration management, and especially release management, can become a bottleneck to teams delivering to production. The teams are able to deliver more frequently but the software to be deployed sits in line waiting for release management teams to catch up. Organizations must find ways to identify and eliminate this problem.
A first step toward alleviating the release management issue is to look at departmental responsibilities and how they can be rearranged for better throughput. Transferring responsibilities to the team for managing their own releases, as much as is appropriate, will decrease effort spent by configuration or release management teams. When the team is responsible for their own releases, they will figure out ways to make releasing less impactful to their daily activities. This will result in automation of release processes that can be frequently executed in their continuous integration environment. If there are problems, the continuous integration server will notify team members of it and the team should fix the problem immediately. Thus, never getting too far from being able to successfully releasing software with little to no problems. When transitioning responsibilities, don’t underestimate the need for automation so that teams are able to take on the responsibility without creating problems in their test environments. Automate as much of the release process, as possible, and make manual steps easy to understand and execute.
To support frequent releases to production, organizations must take care of their release management process. Automating version management and the deployment of specific versions to test environments will reduce the overhead of managing environments manually. Manual management of these environments is error-prone and time consuming. Teams should be able to build their software from scratch and deploy to recreated environments at all times. By being able to do this, teams will reduce the risk associated with creating or modifying test and production environments. As an application’s development scales to multiple teams, getting modular builds and automated promotion from a successful build environment to a higher-level integration environment will provide continuous feedback across the software development team. Being able to install the application is important, but it is also important to have the ability to rollback a deployment when it is not going well. Getting the deployment and rollback procedures to a point of Push-button Release will make their execution easy for many members of the project team to make environmental changes and reduce the risks around manual steps.
Source control management (SCM) systems are an essential part of the software development process. The use of branches in SCM is often used to delay integration across people, teams, and departments. This delaying of integration is opposed to the Agile method of frequent integration that will allow teams to find problems earlier before they become merge nightmares. The ultimate SCM branching strategy is to theoretically not create branches. By keeping single source repository for the entire project team, team members will continually integrate their changes with all other changes. If project teams are dealing with an existing codebase, going to a single source repository immediately could be difficult. An incremental approach towards a single source repository that works is beginning the process of collapsing branches within a team, between teams, and finally for the entire application source tree. Never branching is not a practical approach for most software development projects. Teams will need the ability to experiment from time-to-time and capturing these experiments on the mainline branch is not a good idea. Instead, team members should create branches to capture these experiments in the appropriate manner for their SCM system.
Keeping software maintainable over time is another aspect of configuration management processes. Going Agile does not mean documentation is thrown out but there may be different approaches used compared to traditional software development processes. Finding ways to create documentation incrementally or at specific points during the release will increase the quality of the documentation artifacts and reduce problems around people having to remember something they implemented too far in the past. Some documentation could be generated in the software development process. Generating documentation is preferred if a team is able since this will keep the artifacts closest to the code, which is the most detailed specification of what the software does. The use of test automation can be a source for generating documentation and help teams understand the software for maintainability.
Agile teams should not forget that software development involves more than code and test. The act of releasing software is essential and teams can help to make the act almost a non-event. Use the suggestions in this chapter to make changes towards more effective integration and release management procedures.
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[bookmark: _Toc113811238]Design Debt
Maintaining Value of a Software Asset
“Technical features that involve software quality attributes can be prioritized by the cost of not addressing them.” – Chris Sterling

[bookmark: _Toc113811239]Robustness
One way to look at design is from the perspective of robustness. The ability for software to be resilient in the face of iterative and incremental change is a measure of how well the design meets business demand. This goes well beyond the code’s design into the structural integrity of the supporting infrastructure.
The robustness of a component, application, or enterprise is how quickly they can be acted upon with new knowledge. This has become more important across most industries in the 21st century. Strategic plans change more frequently and force companies to respond to competitive pressures, public perception, and regulatory standards. The frequency of reaction puts pressure on software development organizations to keep nimble in meeting demands of business. This translates into decreasing the time from inception of an idea to delivering it into a customer’s hands. Enabling agility in the component, application, and enterprise layers of the software development organization is essential to enabling these demands.
To meet these recent challenges we must find ways to reduce time needed for architectural changes. This involves continuing to develop software with appropriate levels of modularity. This involves more than just discussing modularity in passing. Making the architectural decisions explicit. Creating an architectural description that is agreed upon and helps to guide team member decisions and then evolving it over time to meet knew understandings of the business needs. Evolution involves tools and infrastructure, not just the code, so teams must find ways to identify needs earlier and reduce the potential for reactive and costly change done too late. Teams must take on a mindset of improving the design always throughout the project.
[bookmark: _Toc113811240]Modularity
When we get into the discussion of modularity in software design, there is so much left up to judgment, subjectivity, and preference. This book will not attempt to profess the ultimate ways to modularize your applications and enterprise. Instead, I will conjecture that there are many appropriate ways to modularize software systems based on the platform, domain, organizational structure, and third-party integrations.
First, lets look at the root of this word modularity and its definition:
module – noun: each of a set of standardized parts or independent units that can be used to construct a more complex structure
Within this definition there are the independent parts that support the construction of complex structures. If we apply this to software, the independent parts could be sections of code, libraries, services, agents, classes, functions, or any number of internal structures within an application. In this book we have been referring to these independent parts as components. Components are a way to isolate related functionality within an application to reduce duplication, provide appropriate abstractions of the application’s complexity, and ultimately provide the ability to restructure the application through isolated changes to internal components. My opinion is that:
Modularity is sufficient when teams are able to identify components in a timely manner and make changes that support new business needs in the application or enterprise infrastructure.
When teams are able to identify and change an application or enterprise infrastructure in a timely manner, the modularity of an application is sufficient. The problem lies in the potential for slow degradation as discussed earlier in the chapter on Software Debt. Since design is a higher-level construct and contains much subjectivity and dependence on the environment, there is great potential for design debt to creep in. Therefore, teams should keep an eye on the design of an application or enterprise infrastructure.
[bookmark: _Toc113811241]Architectural Description
Making the design explicit and continuing to validate our understanding of the design is a way for teams to look out for design debt. We can ask questions like:
Are the components within the application well understood?
Where is their inappropriate coupling amongst components of the application?
Can the entire team describe the major components of the application?
Are the interactions between components still appropriate for upcoming features on the product roadmap?
Does our enterprise infrastructure that the application is to be deployed onto still sufficient to meet quality attribute requirements?
How easy is identifying components to change in support of new functionality?
What are the components and interactions between components that are decaying and necessitate some care?
Each software development can create a list of questions that make sense in their context. I have found this to be an essential element of being aware as a team to design issues. If we continue to be too myopic in our approach to software development, we will drive design debt into our software and infrastructure. As a team try coming up with a list of questions that work for you and then generate an artifact that describes your current architecture, the potential for decay, and areas to work on. This is called an Architectural Description.
Architectural descriptions can come in many forms. It could be a diagram plus some Product Backlog items representing the work needed in the near future on the design. Another form could be an architectural roadmap that is a result of an entire team or multiple teams design understanding. It could be documentation residing alongside code in source control with frequent meetings to validate existing design decisions and make modifications where appropriate. Whatever the form of the project team’s architectural description, make it explicit and make sure to provide frequent visibility into it to align it with new application knowledge or upcoming needs identified on the product roadmap.
[bookmark: _Toc113811242]Evolve Tools and Infrastructure Continually
Software evolution has been defined as the creation of software followed by continued maintenance. It focuses on adaptation and migration of software systems during maintenance. Lehman’s “Laws of Software Evolution”[1] describe a set of behaviors of software evolution found on monolithic proprietary software:
Continuing Change - systems must be continually adapted else they become progressively less satisfactory in use
Increasing Complexity - as a system is evolved its complexity increases unless work is done to maintain or reduce it
Large Program Evolution - global system evolution processes are self-regulating
Invariant Work-Rate - average global activity rate tends to remain constant over periods or segments of system evolution over its lifetime
Conservation of Familiarity - in general, the average incremental growth (long term growth rate) of systems tends to decline
Continuing Growth - the functional capability of systems must be continually enhanced to maintain user satisfaction over the system lifetime 
Declining Quality - unless rigorously adapted to take into account changes in the operational environment, the quality of systems will appear to be declining
Feedback System - evolution processes are multi-level, multi-loop, multi-agent feedback systems
Ineffective management of this set of behaviors leads to software asset liabilities setting into our systems. Because of these behaviors in traditionally evolving software system a substantial amount of focus has been put on maintenance activities. The International Organization for Standardization (ISO) standardized on four basic categories of software maintenance in ISO/IEC 14764[2]. These basic categories are:
Corrective maintenance - Reactive modification of a software product performed after delivery to correct discovered problems
Adaptive maintenance - Modification of a software product performed after delivery to keep a software product usable in a changed or changing environment
Perfective maintenance - Modification of a software product after delivery to improve performance or maintainability
Preventive maintenance - Modification of a software product after delivery to detect and correct latent faults in the software product before they become effective faults
The problem with most maintenance efforts is that their purpose is to prolong the life of the system rather than increase it’s maintainability. Maintenance efforts tend to be reactive to end user issues that allow design debt to creep in while business needs evolve and technology the application and infrastructure are built upon decay.
To combat this decay, attention must be given to all four categories of maintenance with every release. Budgets for software projects many times ignore costs for adaptive, perfective, and preventive maintenance and they increase suffering from software debt at a faster rate than can be managed effectively. Understanding that corrective maintenance is only part of the full maintenance picture can help an organization manage their software assets to optimize their return on investment over time.
[bookmark: _Toc113811243]Improve Design Always
A colleague and friend of mine, Mickey Phoenix, posed an analogy that I believe represents the principle of improving system design always. He explained to me that this reminds him of proper campground etiquette.
Leave the site in better shape than when you arrived
One of the major problems that is seen with this is some people know more about what this means than others. I am a perfect example of this.
In my first 10 years of life I went camping maybe 1-2 times per year. I had many great times in the woods, playing by day and conspiring devious things, at least from my perspective at the time, in our tent at night.
Since then I have not been camping much at all. I tried to think back and it may have been only three more times. In those younger camping years I did not take much responsibility for the actual camping experience. When I think about going camping with my family nowadays I would have to do some research about camping logistics, etiquette, and survival. Compared to my family who used to take us camping and still go on a regular basis I would have a difficult time leaving my campground in better shape than when I arrived.
System design is like other areas of knowledge in software development that improves with breadth and depth of experience. Nonetheless, just as in camping we must give some responsibility to those who participate in the activity and help them improve with time. Also, the fact I know that camping logistical information, sources of good etiquette, and planning tools for more than surviving exist I will attempt to acquire more skills with each camping adventure.
We should do the same with system design. Manage visibility of system design issues with the entire team. Create a common etiquette with the entire team regarding system design attributes. Support the survival of good system design through hands-on coaching, proactive system evolution thinking, and listening to team member ideas. On many occasions I have learned something from those who looked to me for many design decisions by just listening. In the end, a whole team being thoughtful of system design issues throughout development will cover more ground than any individual driving the overall system design.
[bookmark: _Toc113811244]The Cost of Not Addressing
I was sitting in a session on user stories by Mike Cohn [3] many years ago and someone from the audience asked a question about technical items and user stories. I don’t remember the exact question but Mike did provide information that impacted me from that day forward. Although the response included a topic not in his slide deck, I could tell at that moment this was an important construct for describing the value of software quality attributes. Mike described a special type of user story called Abuse Stories. The idea is to generate a user story that describes how a user will abuse the application or infrastructure it is deployed on to capture the need to implement technical changes. By focusing on the abuse that could occur, the user story is now capturing the value in terms of the cost of not addressing the technical aspects in an application or surrounding infrastructure.
[bookmark: _Toc113811245]Abuse Stories
An abuse story is a simple description of how a user could abuse an application or its infrastructure. Rather than trying to describe technical changes that must be made, teams describe the value of technical changes using what the cost of not addressing it would be. For instance, if we were creating an e-commerce web site and needed to allow credit card payments, we might tell the customer that we must encrypt the transaction and ensure the data is not accessible beyond the application’s context. If we were to describe the need for security to support these needs, the customer might understand the need but won’t understand how important it is to prioritize this high in their Product Backlog. Here is what the Product Backlog item might look like:
Implement security for payment information
When prioritizing this item against the user viewable features to be put in this release, it will be prioritized lower. Now, if the team were to write this as an abuse story, it might look like:
As a malicious hacker I want to steal credit card information so that I can create fraudulent charges
Reading this item, the customer is provided the value of implementing security around a payment transaction in terms of the cost of not addressing it. If it is not addressed we could get sued for allowing access to information that leads to fraud. The acceptance criteria for this abuse story would be how the malicious hacker could be stopped. Because this item identifies the value to the business, it is easier to evaluate its importance and priority.
Now, some of you might have established tremendous trust with your customer. And when your team says that an item must be prioritized high on the Product Backlog the customer tends to listen. Writing an abuse story could be overhead in this case but generating could be valuable for the team to assess potential impacts of new functionality. This can be done in an abuse story writing session.
[bookmark: _Toc113811246]Abuse Story Writing Session
Generating abuse stories can help a team identify work that needs to be completed on the technical aspects of an application and provide the cost and value of these changes to the customer for prioritization purposes. To generate abuse stories a team might hold an abuse story writing session. This is a time-boxed meeting where a specific abuser or set of abusers is used to support the abuse story generation process. Here are the steps:
Identify a user role who will try to abuse the application
Whole team sets a time-box of 30 minutes to 1 hour for generating abuse stories
As pairs or individually, take on the persona of the abuser role and brainstorm as many abuse stories as possible. Try not to think too much about whether it is a good abuse story, just write anything that comes to mind. This should take 5 to 10 minutes.
Have each person or pair read off their abuse stories and as a team identify abuse stories that are not valid or duplicates and remove them. This should take 10 to 20 minutes.
For all of the abuse stories left over, prioritize them in terms of impact or value to the customer as a team. Do this as fast as possible since a small prioritization conflict is not worth continued discussion in most cases.
Give all of the abuse stories in priority order to the customer so they can prioritize them into the Product Backlog. Provide clarification on abuse stories that the customer does not understand well.
Thinking of abusers beyond just a malicious might be difficult at first so here is a list of abusers we have used in the past:
Mass of users
SQL injector
Disgruntled employee
Naïve API user
Impatient clicker
Denial-of-Service (DoS) attacker
Sleazy user
After I have started a list like this with teams they seem to come up with other interesting abusers. Use these as inspiration in your own domain.
Sometimes user roles will be found when looking for abusers that don’t necessarily fit the abuser profile. For instance, an application a team was working on had to meet certain regulatory standards. A user role they thought of was the “compliance auditor”. In the past, the project team would spend a couple of weeks with the compliance auditor whenever they were about to release the application. By identifying the compliance auditor user role, the project team thought they could come up with user stories that allowed them to finish much faster through traceability, centralized logging, and report generation. This could lead to the enablement of more frequent releases to their users. When a user role doesn’t necessarily meet the abuser perspective, just write regular user stories for them.
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One of the major design factors to support effectively iterative and incremental software development is the ability to change. Since the project team will not have all of the information up front, the chances for new understanding around the user requirements are high. Although, it is also suggested that even if we define “all” the user requirements up front chances are there will be changes or even worse yet dissatisfaction with the software once it gets in the user’s hands. Therefore, changeability might not just be important for Agile teams. Because of the evolutionary nature of user requirements while the software is being implemented, teams must find ways to make the software embrace frequent change.
Frequent change has been something that software development organizations have traditionally avoided because it causes painful rework on upstream artifacts. Agile teams work towards the principle of Travel Light [3] then we can reduce the pain of reworking existing artifacts. Traveling light reduces the cost of change, in most cases, and therefore enables teams to make larger changes and negotiate impact to release scope or date. This idea is captured in the Principles Behind the Agile Manifesto in at least 2 principles:
* Welcome changing requirements, even late in development. Agile processes harness change for the customer's competitive advantage.
* Simplicity--the art of maximizing the amount of work not done--is essential.
Welcoming changing requirements and simplicity do not come easy. I work with many teams new to Agile software development that have difficulty applying these principles to their deliverables. The next few sections will describe aspects of current software development projects and how these can be applied.
Services

[bookmark: _Toc113811248]Emergent Design
Patterns of Software – Gabriel – compression, habitability, and piecemeal growth
[bookmark: _Toc113811249]Interface Development
Square Law of Computation from Introduction to General Systems Thinking by Gerald Weinberg – correlation to interface development and complexity
[bookmark: _Toc113811250]In Summary
The way a system is designed can have massive effects on its long-term maintenance costs. Whether the system has a multitude of small inter-dependent components, crucial point-to-point integration dependencies, heavy duplication of business logic, or does not satisfy new user expectations, a design that does not evolve or is not easily modified may give rise to significant costs that catch management off guard. We must continually implement and evolve our system design to be ready for unforeseen changes so that we can minimize these surprise costs for our business.
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[bookmark: _Toc113811251]Platform Experience Debt
When Will the Expert Be Available?
“As in Nature, if an organization is too inflexible or stands still too long it will get eaten.” – James Burke (author and historian)
[bookmark: _Toc113811252]Share Knowledge Across the Organization
The reach of agile software development has touched teams not readily configured to support its adoption. On occasion I have worked with organizations that had systems at least 20 years old. In most of these cases there were people in the organization who had owned development on particular systems individually for 10 or more years. All other developers that worked on those systems had moved on to another company or retired. The amount of risk that these organizations have due to lack of shared knowledge on these systems is incredible. Many of these remaining developers are near retirement. Some of these organizations had developers retire taking essential knowledge with them already.
Although the situations described above may be extreme cases of knowledge silos there is a much more prevalent example in most software development organizations, specialization. Specialization is characterized in software organizations as people working on our systems who have a narrowly focused expertise. The parts of the systems these specialists work on are in a sense owned by them because other people are either not allowed or are not competent enough t work on them. This specialization usually develops in an organization around particular architecture components, platforms that have not been upgraded over time, and critical domain knowledge. Specialists may be known as “shared resources” within an organization since they are needed by more than one project team for their special capabilities.
Agile software development teams inherit team members with specialized roles. Initially this is a hindrance to the team’s self-organization around the work priorities. Teams who adhere to agile software development values and principles begin to share specialized knowledge across the team. This sharing of specialized knowledge allows teams to become more flexible to work on business software solutions in priority order. Sharing knowledge to more people also reduces the risk of critical work stoppage from an individual’s unavailability. Remember that an individual may be unavailable for benign reasons such as vacation, illness, or unplanned leave.
[bookmark: _Toc113811253]Hire the Right People!
I cannot emphasize this principle enough. If you have ever been part of the hiring process or been a hiring manager you probably know that hiring great people is difficult. What are the characteristics of the “right” person to hire? How do we know that we hired a person that meets our organizational and team needs? 
I will not portray myself as an expert on hiring at all. I have had mixed results in hiring people for our teams and organizations in the past. Most of the problematic hires were not due to their technical capabilities. The problem usually revolved around their ability to work within the common culture of the team. I can provide a few pointers on skills to emphasize for hiring people into an agile team based on past experiences.
It is important to have the team involved in the hiring process for potential team members. Teams will provide the most relevant skills they are looking for, thus, allowing them to review and edit the job description is essential. Traditional interview sessions that smother candidates with difficult questions are insufficient in determining if the candidate will be a great fit with the team. Augmenting the interview questions with a process for working with the candidate during a 1 to 2 hour session involving multiple team members in a real-world situation adds significant value to the interview process. Before hiring a candidate, teams members should be unanimous in the decision. This will increase the rate of success for incorporation of a new team member since the team is accepting of their addition.
Another significant hiring focus for organizations and teams is placing more emphasis on soft skills than technical expertise. I am not advocating ignoring technical experience. However, it is critical in an agile software development organization or team to have people who can collaborate and communicate effectively. Soft skills are more difficult to learn than most technical skills. Look for people who have alignment with the hiring team’s values and culture.
[bookmark: _Toc113811254]Importance of Relevant Experience
Decisions are made daily that affect the software design in positive and negative ways. How does our team make more positive decisions than negative? Although this may seem obvious, I find the following statement to encompass one of the most important ways to enhance your software’s design:
Nothing is a substitute for relevant experience
Each year I am in the software industry I learn something new that improves my skills. As I gain broader experience and dive deep into particular areas of software development it further enables me to provide appropriate delivery and consulting to customers. You’ll know when you are considered experienced in an aspect of software development when others look for your help when they find themselves working in it.
Relevant experience is not sufficient on its own for getting a better design but it will go a long way. The problem is that finding an experienced team in any particular software development effort is difficult. As an industry, we must find ways to guide and support teams with diverse skills and experience. This is approached in many organizations by setting up programs such as personal training, communities of practice, lunch and learns, brown bag sessions, and regular open-space meetings.
[bookmark: _Toc113811255]Personal Training
Training is thought of as a wasteful and costly activity in many organizations. Training does not have to be a costly. People within the same organization can train each other. This type of training takes minimal investment and will result in a more effective workforce. Investment in the people within your organization will have positive effects on their ability to deliver.
Software development is a knowledge creation industry. Knowledge of the domain and technology is essential to delivering valuable software. Creating knowledge is not free and takes investment over time. Organizations will enhance their investment in people by allowing room for sharing knowledge continually rather than relying on external training opportunities.
[bookmark: _Toc113811256]Community of Practice
Agile teams should not lose sight of the need for deep knowledge in discrete topics associated with software development. Lots of focus in the Agile community is put into building great teams that are able to organize around the work and blur roles to enhance their team capabilities. It is important for specialized knowledge to still be nurtured in conjunction with learning about surrounding practices.
Communities of Practice (CoP) are created by groups of people who have common interests and decide to learn more about them together. CoP emerge from within teams and organizations and are usually started by individuals with passion for a specialized area. Organizations can support and nurture CoP by furnishing them with access to books, facilities, and other learning tools.
[bookmark: _Toc113811257]Lunch and Learns
People are known to collaborate more effectively when they are fed. As people gather around food they are more likely to communicate over a meal. Also, when people are hungry they have difficulties concentrating and tend to be less affable. Putting together an event where people come to learn while getting fed will enhance the knowledge transference and collaboration amongst participants. Many organizations hold lunch and learns once a week and choose topics from their employees to present. Some organizations bring outside thought leaders in to speak on particular topics.
[bookmark: _Toc113811258]Brown Bag Sessions
Just like lunch and learns, brown bag sessions are events where people get together to gain knowledge while congregating around food. Instead of a company providing the food, the people who attend bring their own lunch and eat it while they participate in the session. It is common for brown bag sessions to be started by a team or community of practice.
[bookmark: _Toc113811259]Open-space Meetings
Open-space is a type of meeting where participants gather together without an existing agenda or set of topics to discuss. The people who come to an open-space meeting are the right people to participate and will generate the agenda and topics at the meeting. These meetings can be extremely interactive and bring together people with similar passions to discuss topics of interest. Organizers of an open-space meeting usually put together an online knowledge management site to capture information generated during individual discussion topics. Participants who host a topic are expected to gather the information and put it onto the site. Open-space meetings can be a great way to share and generate knowledge. 
[bookmark: _Toc113811260]In Summary
At some point someone other than us will have to maintain our systems. In the push for “productivity” management continues to look for functional specialists that can perform a particular task faster. The thought is if all job functions necessary to deliver a software release are performing optimally that handoffs will be quicker, individuals will get more productive in their functional role, and mistakes will be lessened. Software development that is run in this manner feels like an assembly line but the problem is that software is not put together with existing parts through highly repetitive tasks. The assumed individual productivity gains give way to centralization of knowledge and difficulty keeping a holistic view of the system as it is being developed. We must find ways to continually share knowledge on multiple functional aspects of our software delivery and team members must interact more often to maintain a shared understanding of the system design and progress.
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